HDF Reference Manual
Version 4.1r2 « June 1998

™

UNIVERSITY OF ILLINOIS AT URBANA-CHAMPAIGN



Copyright Notice and Statement for NCSA Hierarchical Data Format
(HDF) Software Library and Utilities

Copyright 1988-1998 The Board of Trustees of the University of lllinois

All rights reserved.

Contributors: National Center for Supercomputing Applications (NCSA) at the University of lllinois, Fortner
Research, Unidata Program Center (netCDF), The Independent JPEG Group (JPEG), Jean-loup Gailly and Mark Adler
(gzip), and Digital Equipment Corporation (DEC).

Redistribution and use in source and binary forms, with or without modification, are permitted for any purpose (includ-
ing commercial purposes) provided that the following conditions are met:

1. Redistributions of source code must retain the above copyright notice, this list of conditions, and the following dis-
claimer.

2. Redistributions in binary form must reproduce the above copyright notice, this list of conditions, and the following
disclaimer in the documentation and/or materials provided with the distribution.

3. In addition, redistributions of modified forms of the source or binary code must carry prominent notices stating that
the original code was changed and the date of the change.

4. All publications or advertising materials mentioning features or use of this software must acknowledge that it was
developed by the National Center for Supercomputing Applications at the University of Illinois, and credit the Contrib-
utors.

5. Neither the name of the University nor the names of the Contributors may be used to endorse or promote products
derived from this software without specific prior written permission from the University or the Contributors.

Disclaimer

THIS SOFTWARE IS PROVIDED BY THE UNIVERSITY AND THE CONTRIBUTORS "AS IS" WITH NO WAR-
RANTY OF ANY KIND, EITHER EXPRESSED OR IMPLIED. In no event shall the University or the Contributors

be liable for any damages suffered by the users arising out of the use of this software, even if advised of the possibility
of such damage.

Trademarks

Sun is a registered trademark, and Sun Workstation, Sun/OS and Solaris are trademarks of Sun Microsystems Inc. /
UNIX is a registered trademark of X/Open / VAX and VMS are trademarks of Digital Equipment CorpAvieizin-

tosh is a trademark of Apple Computer, Inc. / CRAY and UNICOS are registered trademarks of Silicon Graphics, Inc. /
IBM PC is a registered trademark of International Business Machines Corporation ./ MS-DOS is a registered trademark
of Microsoft Corporation.

NCSA Contacts

Mail user feedback, bug reports, and questions to:

NCSA Scientific Data Technologies
HDF Group

152 Computing Applications Bldg.
605 E. Springfield Ave.
Champaign, IL 61820-5518

Send electronic correspondence and bug reports to the following:

hdfhelp@ncsa.uiuc.edu

Hardcopy Source

Hardcopies of HDF documentation can be obtained through Fortner Software LLC. They have a Web page where
orders may be placed:

http://www.fortner.com/docs/order_form.html
Orders may also be placed by contacting Fortner Software directly at

Fortner Software LLC

100 Carpenter Dr.

Sterling, VA 20164-4464

Sales and Customer Service : [800] 252.6479 or [703] 478.0181
Facsimile : [703] 689.9593

Internet access
HDF is available without charge from the HDF Group’s anonymous FTP server:

hdf.ncsa.uiuc.edu
It is also accessible through the HDF Group’s World Wide Web home page:
http://hdf.ncsa.uiuc.edu/



National Center for Supercomputing Applications

Table of Contents

1.1 Overview of the HDF Interfaces 1-1
1.2 Low-Level Interface 1-1
1.3 Multifile Application Interfaces 1-2

1.3.1 Scientific Data Sets: SD Interfacel-2

1.3.2 Annotations: AN Interface 1-2

1.3.3 General Raster Images: GR Interfack-2
1.3.4 Scientific Data Sets: netCDF Interfacé-2

1.3.5 Vdata: The VS Interface 1-3

1.3.6 Vdata Query: VSQ Interfacel-3

1.3.7 Vdata Fields: VF Interface 1-3

1.3.8 Vgroups: V Interface 1-3

1.3.9 Vdata/Vgroups: VH Interface 1-3

1.3.10 Vgroup Inquiry: VQ Interface 1-3
1.4 Single-File Application Interfaces 1-4

1.4.1 24-bit Raster Image Sets: DF24 Interfack4
1.4.2 8-bit Raster Image Sets: DFR8 Interface-4

1.4.3 Palettes: DFP Interfacel-4

1.4.4 Scientific Data Sets: DFSD Interface.-4

1.4.5 Annotations: DFAN Interface 1-5
1.5 FORTRAN-77 and C Language Issuesl-5

1.5.1 FORTRAN-77-to-C Translation 1-5

1.5.2 Case Sensitivity 1-5

1.5.3 Name Length 1-5

1.5.4 Header Files 1-5

1.5.5 Data Type Specifications1-6

1.5.6 String and Array Specifications1-7

1.5.7 FORTRAN-77, ANSI C and K&R C 1-7

1.6 Error Codes 1-7

2.1 Reference Section Overview 2-11
ANannlen/afannlen 2-13
ANannlist/afannlist 2-14
ANatypeZ2tag/afatypetag 2-15
ANcreate/afcreate 2-16
ANcreatef/affcreate 2-17
ANend/afend 2-18
ANendaccess/afendaccess 2-19
ANfileinfo/affileinfo 2-20
ANget_tagref/afgettagref 2-21
ANid2tagref/afidtagref 2-22
ANnumann/afnumann 2-23
ANreadann/afreadann 2-24
ANselect/afselect 2-25
ANstart/afstart  2-26
ANtag2atype/aftagatype 2-27
ANtagref2id/aftagrefid 2-28

June 26, 1998

TOC-3



National Center for Supercomputing Applications Table of Contents

ANwriteann/afwriteann 2-29

GRattrinfo/mgatinf  2-31
GRcreate/mgcreat 2-32
GRend/mgend 2-34
GRendaccess/mgendac 2-35
GRfileinfo/mgfinfo  2-36
GRfindattr/mgfndat  2-37
GRagetattr/mggnatt/mggcatt 2-38
GRgetchunkinfo/mggichnk 2-39
GRgetiminfo/mggiinf  2-41
GRagetlutid/mggltid  2-42
GRgetlutinfo/mgglinf ~ 2-43
GRidtoref/mgid2rf  2-44
GRIuttoref/mglt2rf  2-45
GRnametoindex/mgn2ndx 2-46
GRreadimage/mgrdimg/mgrcimg 2-47
GRreadlut/mgrdlut/mgrclut  2-49
GRreftoindex/mgr2idx  2-50
GRreqgimageil/mgrimil  2-51
GRreqlutil/mgrltil  2-52
GRselect/mgselct 2-53
GRsetattr/mgsnatt/mgscatt 2-54
GRsetcompress/mgscompress2-56
GRsetchunk/mgschnk 2-58
GRsetchunkcache/mgscchnk 2-61
GRsetexternalfile/mgsxfil  2-62
GRstart/mgstart 2-63
GRwriteimage/mgwrimg/mgwcimg  2-64
GRwritelut/mgwrlut/mgwclut  2-66

Hclose/hclose 2-69
Hgetfileversion/hgfilver  2-70
Hgetlibversion/hglibver 2-71
Hishdf 2-72

Hopen/hopen 2-73
HDdont_atexit/hddontatexit 2-74
HEprint/heprnt  2-75

HEstring 2-76
HXsetcreatedir/hxiscdir  2-77
HXsetdir/hxisdir  2-78

SDattrinfo/sfgainfo  2-79
SDcreate/sfcreate 2-80
SDdiminfo/sfgdinfo  2-81

TOC-4 June 26, 1998



National Center for Supercomputing Applications

SDend/sfend 2-82
SDendaccess/sfendacc 2-83
SDfileinfo/sffinfo  2-84
SDfindattr/sffattr  2-85
SDgetcal/sfgcal 2-86
SDgetchunkinfo/sfgichnk 2-87
SDgetdatastrs/sfgdtstr 2-89
SDgetdimid/sfdimid  2-90
SDgetdimscale/sfgdscale 2-91
SDgetdimstrs/sfgdmstr 2-92
SDgetfillvalue/sfdfill/sfgcfill  2-93
SDgetinfo/sfginfo  2-94
SDgetrange/sfgrange 2-95
SDidtoref/sfid2ref 2-96
SDiscoordvar/sfiscvar 2-97
SDisdimval_bwcomp/sfisdmvc 2-98
SDisrecord/sfisrcrd 2-99
SDnametoindex/sfn2index 2-100
SDreadattr/sfrnatt/sfrcatt 2-101
SDreadchunk/sfrchnk/sfrcchnk 2-102
SDreaddata/sfrdata/sfrcdata 2-103
SDreftoindex/sfref2index 2-105
SDselect/sfselect 2-106
SDsetattr/sfsnatt/sfscatt 2-107
SDsetblocksize/sfsblsz 2-109
SDsetcal/sfscal 2-110
SDsetchunk/sfschnk 2-112
SDsetchunkcache/sfscchnk 2-115
SDsetcompress/sfscompress2-116
SDsetdatastrs/sfsdtstr 2-118
SDsetdimname/sfsdmname 2-119
SDsetdimscale/sfsdscale 2-120
SDsetdimstrs/sfsdmstr 2-121
SDsetdimval_comp/sfsdmvc 2-122
SDsetexternalfile/sfsextf 2-123
SDsetfillmode/sfsfimd 2-124
SDsetfillvalue/sfsfill/sfscfill ~ 2-125
SDsetnbitdataset/sfsnbit 2-126
SDsetrange/sfsrange 2-128
SDstart/sfstart 2-129
SDwritechunk/sfwchnk/sfwcchnk  2-130
SDwritedata/sfwdata/sfwcdata 2-131

June 26, 1998

TOC-5



National Center for Supercomputing Applications Table of Contents

Vaddtagref/ivfadtr 2-133
Vattach/vfatch  2-134
Vattrinfo/vfainfo  2-135
Vdelete/vdelete 2-136
Vdeletetagref/vidtr  2-137
Vdetach/vfdtch  2-138
Vend/vfend 2-139
Vfindivfind  2-140
Viindattr/vffdatt — 2-141
Vfindclass/vindcls 2-142
Vflocate/vffloc  2-143
Vgetattr/vignatt/vfgcatt 2-144
Vgetclass/vfgcls  2-145
Vgetid/vfgid  2-146
Vgetname/vfgnam 2-147
Vgetnext/vfgnxt 2-148
Vgettagrefivigttr  2-149
Vgettagrefs/vigttrs  2-150
Vgetversion/vfgver 2-151
Vingtagref/ivfingtr ~ 2-152
Vinquire/vfing  2-153
Vinsert/vfinsrt  2-154
Visvg/vfisvg  2-155
Visvs/vfisvs  2-156
Vlone/vflone  2-157
Vnattrs/vfnatts  2-158
Vnrefs/ivnrefs  2-159
Vntagrefsivintr ~ 2-160
Vsetattr/vfsnatt/vfscatt 2-161
Vsetclass/vfscls  2-162
Vsetname/vfsnam 2-163
Vstart/vfstart 2-164
VHmakegroup/vhfmkgp 2-165
VQueryrefivgref  2-166
VQuerytag/vqtag 2-167

VFfieldesize/vffesiz 2A-169
VFfieldisize/vffisiz  2A-170
VFfieldname/vifname 2A-171
VFfieldorder/vifordr 2A-172
VFfieldtype/vfftype  2A-173
VFEnfields/vinflds  2A-174

VHstoredata/vhfsd/vhfscd 2-175
VHstoredatam/vhfsdm/vhfscdm 2-177

TOC-6 June 26, 1998



National Center for Supercomputing Applications

VSappendable/vsapp (Obsolete) 2-179
VSattach/vsfatch 2-180
VSattrinfo/vsfainf ~ 2-181
VSdelete/vsfdlte 2-182
VSdetach/vsfdtch 2-183
VSelts/vsfelts 2-184
VSfdefine/vsffdef  2-185
VSfexist/vsfex  2-186
VSfind/vsffnd  2-187
VSfindattr/vsfidat 2-188
VSfindclass/vifcls  2-189
VSfindex/vsffidx ~ 2-190
VSfnattrs/vsfinas 2-191
VSfpack/vsfcpak/vsfnpak 2-192
VSgetattr/vsfgnat/vsfgcat 2-194
VSgetclass/vsfgcls  2-195
VSgetfields/vsfgfld  2-196
VSgetid/vsfgid 2-197
VSgetinterlace/vsfgint 2-198
VSgetname/vsfgnam 2-199
VSgetversion/vsgver 2-200
VSinquire/vsfing  2-201
VSisattr/vsfisat 2-202
VSlone/vsflone  2-203
VSnattrs/vsfnats 2-204
VSread/vsfrd/vsfrdc/vsfread 2-205
VSseek/vsfseek 2-207
VSsetattr/vsfsnat/vsfscat 2-208
VSsetclass/vsfscls 2-210
VSsetexternalfile/vsfsextf 2-211
VSsetfields/vsfsfld 2-212
VSsetinterlace/vsfsint 2-213
VVSsetname/vsfsnam 2-214
VSsizeof/vsfsiz  2-215
VSwrite/vsfwrt/vsfwrtc/vsfwrit  2-216

VSQuerycount/vsgfnelt 2-219
VSQueryfields/vsqfflds 2-220
VSQueryinterlace/vsqfintr  2-221
VSQueryname/vsqfname 2-222
VSQueryrefivsgref 2-223
VSQuerytag/vsqtag 2-224
VSQueryvsize/vsqfvsiz  2-225

June 26, 1998

TOC-7



National Center for Supercomputing Applications Table of Contents

DF24addimage/d2aimg 2-227
DF24getdims/d2gdims 2-228
DF24getimage/d2gimg 2-229
DF24lastref/d2Iref 2-230
DF24nimages/d2nimg 2-231
DF24putimage/d2pimg 2-232
DF24readref/d2rref 2-233
DF24reqil/d2reqil 2-234
DF24restart/d2first 2-235
DF24setcompress/d2scomp 2-236
d2scomp 2-238

d2sjpeg 2-239
DF24setdims/d2sdims 2-240
DF24setil/d2setil  2-241

DFR8addimage/d8aimg 2-243
DFR8getdims/d8gdims 2-244
DFR8getimage/d8gimg 2-245
DFR8getpalref 2-246
DFR8lastref/d8Iref 2-247
DFR8nimages/d8nims 2-248
DFR8putimage/d8pimg 2-249
DFR8readref/d8rref 2-250
DFR8restart/d8first 2-251
DFR8setcompress/d8scomp 2-252
d8scomp 2-254

d8sjpeg 2-255
DFR8setpalette/d8spal 2-256
DFR8writeref/d8wref 2-257

DFPaddpal/dpapal 2-259
DFPgetpal/dpgpal 2-260
DFPlastref/dplref 2-261
DFPnpals/dpnpals 2-262
DFPputpal/dpppal 2-263
DFPreadref/dprref 2-264
DFPrestart/dprest 2-265
DFPwriteref/dpwref  2-266

DFKNTsize 2-267
DFUfptoimage/duf2im  2-269

DFANaddfds/daafds 2-271
DFANaddfid/daafid 2-272
DFANclear/daclear 2-273

TOC-8 June 26, 1998



National Center for Supercomputing Applications

DFANgetdesc/dagdesc 2-274
DFANgetdesclen/dagdlen 2-275
DFANgetfds/dagfds 2-276
DFANgetfdslen/dagfdsl 2-277
DFANgetfid/dagfid 2-278
DFANgetfidlen/dagfidl  2-279
DFANgetlabel/daglab 2-280
DFANgetlablen/dagllen 2-281
DFANIablist/dallist  2-282
DFANIastref/dalref  2-283
DFANputdesc/dapdesc 2-284
DFANputlabel/daplab 2-285

DFSDadddata/dsadata 2-287
DFSDclear/dsclear 2-288
DFSDendslab/dseslab 2-289
DFSDendslice/dseslc 2-290
DFSDgetcal/dsgcal 2-291
DFSDgetdata/dsgdata 2-292
DFSDgetdatalen/dsgdaln 2-293
DFSDgetdatastrs/dsgdast 2-294
DFSDgetdimlen/dsgdiln  2-295
DFSDgetdims/dsgdims 2-296
DFSDgetdimscale/dsgdisc 2-297
DFSDgetdimstrs/dsgdist 2-298
DFSDagetfillvalue/dsgfill  2-299
DFSDgetNT/dsgnt 2-300
DFSDgetrange/dsgrang 2-301
DFSDgetslice/dsgsic 2-302
DFSDlastref/dslref 2-303
DFSDndatasets/dsnum 2-304
DFSDpre32sdg/dsp32sd 2-305
DFSDputdata/dspdata 2-306
DFSDputslice/dspsic  2-307
DFSDreadref/dsrref 2-308
DFSDreadslab/dsrslab 2-309
DFSDrestart/dsfirst 2-310
DFSDsetcal/dsscal 2-311
DFSDsetdatastrs/dssdast 2-313
DFSDsetdims/dssdims 2-314
DFSDsetdimscale/dssdisc 2-315
DFSDsetdimstrs/dssdist 2-316
DFSDsetffillvalue/dssfill  2-317
DFSDsetlengths/dsslens 2-318
DFSDsetNT/dssnt  2-319

June 26, 1998

TOC-9



National Center for Supercomputing Applications Table of Contents

DFSDsetrange/dssrang 2-320
DFSDstartslab/dssslab 2-321
DFSDstartslice/dssslc 2-322
DFSDwriteref/dswref 2-323
DFSDwriteslab/dswslab 2-324

Happendable 2-325
Hcache 2-326
Hdeldd 2-327
Hendaccess 2-328
Hendbitaccess 2-329
Hexist  2-330
Hfidinquire  2-331
Hfind  2-332
Hgetbit  2-333
Hgetelement 2-334
Hinquire  2-335
Hlength  2-336
Hnewref  2-337
Hnextread 2-338
Hnumber/hnumber 2-339
Hoffset  2-340
Hputbit  2-341
Hputelement 2-342
Hread 2-343
Hseek 2-344
Hsetlength  2-345
Hshutdown 2-346
Htagnewref 2-347
Htrunc  2-348
Hwrite  2-349

HDFclose/hdfclose 2-351
HDFopen/hdfopen 2-352

HEclear 2-353
HEpush 2-354
HEreport 2-355
HEvalue 2-356

3.1 Definition List Overview 3-357

TOC-10 June 26, 1998



Section
1

Introduction to the HDF APIs

1.1 Overview of the HDF Interfaces

The HDF library structure consists of two interface layers and one application layer built upon a
physical file format. (See Figure 1a.) The first layer, orlthvelevel interfaceis generally

reserved for software developers because it provides support for low-level details such as file 1/0,
error handling, and memory management. The second layer, containing the single and multifile
application interfacesconsists of a set of interfaces designed to simplify the process of storing
and accessing data. The single-file interfaces operate on one file at a time, whereas the multifile
interfaces can operate on several files simultaneously. The highest HDF layer includes various
NCSA and commercial applications and a collection of command-line utilities that operate on
HDF files or the data objects they contain.

FIGURE 1a Three Levels of Interaction with the HDF File

General Applications
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1.2 Low-Level Interface

This is the layer of HDF reserved for software developers and provides routines for error handling,
file 1/0, memory management, and physical storage. These routines are prefaced with 'H’. For a
more detailed discussion of the low-level interface, consulHDE Specification and Devel-

oper's Guide
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1.3

The low-level interface provides a collection of routines that are prefaced with either '"H’, 'THE’, or
'HX’. The H routines are for managing HDF files. The HE routines provide error handlings. The
HX routines are for managing HDF external files.

Prior to HDF version 3.2, all low-level routines began with the prefix 'DF’. As of HDF version
3.3, the DF interface was no longer recommended for use. It is only supported to maintain back-
ward compatibility with programs and files created under earlier versions of the HDF library.

Multifile Application Interfaces

The HDF multifile interfaces are designed to allow operations on more than one file and more
than one data object at the same time. The multifile interfaces provided are AN, GR, SD, VS,
VSQ, VF, V, and VH. The AN interface is the multifile version of the DFAN annotation interface.
The GR interface is the multifile version of the 8- and 24-bit raster image interfaces. The SD inter-
face is the multifile version of the scientific data set interface. The VS, VSQ, and VF interfaces
support the vdata model. The V and VH interfaces provide support for the vgroup data model.

Like the single-file interfaces, the multifile interfaces are built upon the low-level H routines.
Unlike single-file operations, operations performed via a multifile interface are not implicitly pre-
ceded byHopen and followed byHclose Instead, each series of operations on a file must be pre-
ceded by an explicit call to open and close the file. Once the file is opened, it remains open until an
explicit call is made to close it. This process allows operations on more than one file at a time.

1.3.1 Scientific Data Sets: SD Interface

The scientific data set interface provides a collection of routines for reading and writing arrays of
data. Multidimensional arrays accompanied by a record of their dimension and number type are
called scientific data sets. Under the multifile interface, scientific data sets may include predefined
or user defined attribute records. Each attribute record is optional and describes a particular facet
of the environment from which the scientific data was taken.

The names of the routines in the multifile scientific data set interface are prefaced by 'SD’. The
equivalent FORTRAN-77 routine names are prefaced by ’sf’.

1.3.2 Annotations: AN Interface
The purpose of the AN multifile annotation interface is to permit concurrent operations on a set of
annotations that exist in more than one file. Annotations consist of labels and descriptions.

The C routine names of the multifile annotation interface are prefaced by the string 'AN’ and the
FORTRAN-77 routine names are prefaced by ’af’.

1.3.3 General Raster Images: GR Interface
The routines in the GR interface provide multifile operations on general raster image data sets.

The C routine names in the general raster interface have the prefix 'GR’ and the equivalent FOR-
TRAN-77 routine names are prefaced by 'mg’.

1.3.4 Scientific Data Sets: netCDF Interface

The SD interface is designed to be as compatible as possible with netCDF, an interface developed
by the Unidata Program Center. Consequently, the SD interface can read files written by the
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netCDF interface, and the netCDF interface (as implemented in HDF) can read both netCDF files
and HDF files that contain scientific data sets.

Further information regarding the netCDF interface routines and their equivalents in the HDF
interface can be found in the User's Guide. Additional information on the netCDF interface can
be found in the netCDF User's Guide available by anonymous ftpuiidata.ucar.edu

1.3.5 Vdata: The VS Interface

The VS interface provides a collection of routines for reading and writing customized tables. Each
table is comprised of a series of records whose values are stored in fixed length fields. In addition
to its records, a vdata may contain four kinds of identifying information: a name, class, data type

and a number of field names.

Routines in the VS interface are prefaced by 'VS'. The equivalent FORTRAN-77 routine names
are prefaced by vsf’.

1.3.6 Vdata Query: VSQ Interface

The VSQ interface provides a collection of routines for inquiring about existing vdata. These rou-
tines provide information such as the number of records in a vdata, its field names, number types,
and name. All routines in the VSQ interface are prefaced by 'VSQ’. The equivalent FORTRAN-
77 routine names are prefaced by 'vsq'.

1.3.7 Vdata Fields: VF Interface

The VF interface provides a collection of routines for inquiring about the fields in an existing
vdata. These routines provide information such as the field name, size, order, and number type.

All routines in the VF interface are prefaced by 'VF'. There are no equivalent FORTRAN-77
functions.

1.3.8 Vgroups: V Interface

The vgroup interface provides a collection of routines for grouping and manipulating HDF data
objects in the file. Each vgroup may contain one or more vdatas, vgroups, or other HDF data
objects. In addition to its members, a vgroup may also be given a name and a class.

Every routine name in the vgroup interface are prefaced by 'V'. The equivalent FORTRAN-77
routine names are prefaced by 'vf’.

1.3.9 Vdata/Vgroups: VH Interface

The high-level VH interface provides a collection of routines for creating simple vdatas and
vgroups with a single function call. All routines in this interface are prefaced by 'VH’. The equiv-
alent FORTRAN-77 routine names are prefaced by 'vh'.

1.3.10 Vgroup Inquiry: VQ Interface

The high-level VQ interface provides one routine that returns tag information from a specified
vgroup, and one routine that returns reference number information from a specified vgroup. All C
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routine names in this interface are prefaced by 'VQ'. The equivalent Fortran-77 routine names are
prefaced by vq'.

Single-File Application Interfaces

The HDF single-file application interfaces include several independent modules each is designed
to simplify the process of storing and accessing a specific type of data. These interfaces support
the 8-bit raster image(DFR8), 24-bit raster image (DF24), palette (DFP), scientific data (DFSD),
and annotation (DFAN) models. All single-file interfaces are built upon the H routines - unless
otherwise specified, all the low-level details can be ignored.

1.4.1 24-bit Raster Image Sets: DF24 Interface

The HDF 24-bit raster interface provides a collection of routines for managing 24-bit raster image
sets. A 24-bit raster image set is comprised of a 24-bit raster image array and its accompanied
dimension record. Raster image sets may also include a palette.

The names of the routines in the 24-bit raster interface are prefaced by 'DF24’. The equivalent
FORTRAN-77 routine names are prefaced by 'd2’.

1.4.2 8-bit Raster Image Sets: DFRS8 Interface

The HDF 8-bit raster interface provides a collection of routines for managing 8-bit raster image
sets. An 8-bit raster image set is comprised of an 8-bit raster image array and its accompanied
dimension record. Raster image sets may also include a palette.

Every function in the 8-bit raster interface begins with the prefix 'DFR8’. The equivalent FOR-
TRAN-77 functions use the prefix 'd8’.

1.4.3 Palettes: DFP Interface

The HDF palette interface provides a collection of routines for managing palette data. This inter-
face is most often used for working with multiple palettes stored in a single file or palettes not spe-
cifically assigned to a raster image.

The names of the routines in the palette interface are prefaced by 'DFP’. The equivalent FOR-
TRAN-77 routine names are prefaced by 'dp’.

1.4.4 Scientific Data Sets: DFSD Interface

There are two HDF interfaces that support multidimensional arrays: the single-file DFSD inter-
face described here, which permits access to only one file at a time, and the newer multifle SD
interface, which permits simultaneous access to more than one file. The existence of the single-
file scientific data set interface is simply to support backward compatibility for previously created
files and applications. Itis recommended that the multifile scientific data set interface is to be
used where possible.

The single-file scientific data set interface provides a collection of routines for reading and writing
arrays of data. A scientific data set is comprised of a scientific data array and its accompanied
rank, name and number type. Scientific data sets may also include predefined attribute records.
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The names of the routines in the single-file scientific data set interface are prefaced by 'DFSD’.
The equivalent FORTRAN-77 routine names are prefaced by 'ds’.

1.4.5 Annotations: DFAN Interface

The single-file annotation interface provides a collection of routines for reading and writing text
strings assigned to HDF data objects or files. Annotations consist of labels and descriptions.

The names of the routines in the single-file annotation interface are prefaced by 'DFAN’. The
equivalent FORTRAN-77 routine names are prefaced by 'da’.

FORTRAN-77 and C Language Issues

In order to make the FORTRAN-77 and C versions of each routine as similar as possible, some
compromises have been made in the process of simplifying the interface for both programming
languages.

1.5.1 FORTRAN-77-to-C Translation

Nearly all of the HDF library code is written in C. The Fortran HDF API routines translate all
parameter data types to C data types, then call the C routine that performs the main function. For
exampled8aimgis the FORTRAN-77 equivalent f@FR8addimage Calls to either routine

execute the same C code that adds an 8-bit raster image to an HDF file - see the following figure.

FIGURE 2b

Use of a Function Call Converter to Route FORTRAN-77 HDF Calls to the C Library

Your Your

c FORTRAN-77 to C FORTRAN-77
Program Program
DFR8addimage » d8aimg to DFR8addimage « d8aimg

1.5.2 Case Sensitivity
FORTRAN-77 identifiers generally are not case sensitive, whereas C identifiers are. Although all

of the FORTRAN-77 routines shown in this manual are written in lower case, FORTRAN-77 pro-
grams can generally call them using either upper- or lower-case letters without loss of meaning.

1.5.3 Name Length

Because some FORTRAN-77 compilers only interpret identifier names with seven or fewer char-
acters, the first seven characters of the FORTRAN-77 HDF routine names are unique.

1.5.4 Header Files

The inclusion of header files is not generally permitted by FORTRAN-77 compilers. However, it
is sometimes available as an option. On UNIX systems, for example, the macro pranéssars
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cpp let the compiler include and preprocess header files. If this capability is not available, the user
may have to copy the declarations, definitions, and values needed from th#uilesnc  and

hdf.inc  into the user application. If the capability is available, the files can be included in the
Fortran code. The files reside in thelude/  subdirectory of the directory where the HDF

library is installed on the user’s system.

1.5.5 Data Type Specifications

When mixing machines, compilers, and languages, it is difficult to maintain consistent data type
definitions. For instance, on some machines an integer is a 32-bit quantity and on others, a 16-bit
guantity. In addition, the differences between FORTRAN-77 and C lead to difficulties in describ-
ing the data types found in the argument lists of HDF routines. To maintain portability, the HDF
library expects assigned names for all data types used in HDF routines. (See TABLE 1A)

TABLE 1A Data Type Definitions
Definition Name Definition Value Description
DFNT_CHARS8 4 8-bit character type
DFNT_CHAR 4 Same as DFNT_CHARS
DFNT_UCHARS8 3 8-bit unsigned character type
DFNT_UCHAR 3 Same as DFNT_UCHARS8
DFNT_INT8 20 8-bit integer type
DFNT_UINT8 21 8-bit unsigned integer type
DFNT_INT16 22 16-bit integer type
DFNT_UINT16 23 16-bit unsigned integer type
DFNT_INT32 24 32-bit integer type
DFNT_UINT32 25 32-bit unsigned integer type
DFNT_INT64 26 64-bit integer type
DFNT_UINT64 27 64-bit unsigned integer type
DFNT_FLOAT32 5 32-bit floating-point type
DFNT_FLOAT64 6 64-bit floating-point type
DFNT_NINT8 (DFNT_NATIVE | DFNT_INT8 8-bit native integer type
DFNT_NUINT8 (DFNT_NATIVE | DFNT_UINT8) 8-bit native unsigned integer type
DFNT_NINT16 (DFNT_NATIVE | DFNT_INT16) 16-bit native integer type
DFNT_NUINT16 (DFNT_NATIVE | DFNT_UINT16) 16-bit native unsigned integer type
DFNT_NINT32 (DFNT_NATIVE | DFNT_INT32) 32-bit native integer type
DFNT_NUINT32 (DFNT_NATIVE | DFNT_UINT32) 32-bit native unsigned integer type
DFNT_NINT64 (DFNT_NATIVE | DFNT_INT64) 64-bit native integer type
DFNT_NUINT64 (DFNT_NATIVE | DFNT_UINT64) 64-bit native unsigned integer type
DFNT_NFLOAT32 (DFNT_NATIVE | DFNT_FLOAT32) 32-bit native floating-point type
DFNT_NFLOAT64 (DFNT_NATIVE | DFNT_FLOAT64) 64-bit native floating-point type
When using a FORTRAN-77 data type that is not supported, the general practice is to use another
data type of the same size. For example, an 8-bit signed integer can be used to store an 8-bit
unsigned integer variable unless the code relies on a sign-specific operation.
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1.5.6 String and Array Specifications

In the declarations contained in the headers of FORTRAN-77 functions, the following conven-
tions are followed:
character*(*) x means that refers to a string of an indefinite number of characters. It
is the responsibility of the calling program to allocate enough space to hold the data to be
stored in the string.
real x(*) means that refers to an array of reals of indefinite size and of indefinite rank.
It is the responsibility of the calling program to allocate an actual array with the correct
number of dimensions and dimension sizes.
<valid numeric data type > x means that may have one of the numeric data types
listed in the Description column of Table 1A.
<valid data type > x means that may have any of the data types listed in the Descrip-
tion column of Table 1A.

1.5.7 FORTRAN-77, ANSI C and K&R C

As much as possible, we have conformed the HDF API routines to those implementations of For-
tran and C that are in most common use today, namely FORTRAN-77, ANSI C and K&R C. Due
to the increasing availability of ANSI C, future versions of HDF will no longer support K&R C.

As Fortran-90 is a superset of FORTRAN-77, HDF programs should compile and run correctly
when using a Fortran-90 compiler.

Error Codes

The error codes defined in the HDF library are listed in the following table.

TABLE 1B

HDF Error Codes

Error Code Code Definition
DFE_NONE No error.
DFE_FNF File not found.
DFE_DENIED Access to file denied.

DFE_ALROPEN
DFE_TOOMANY
DFE_BADNAME

DFE_BADACC

DFE_BADOPEN

DFE_NOTOPEN

File already open.

Too many AID's or files open.

Bad file name on open.

Bad file access mode.

Miscellaneous open error.

File can't be closed because it hasn’t been opened.

DFE_CANTCLOSE

fclose error

DFE_READERROR Read error.
DFE_WRITEERROR Write error.
DFE_SEEKERROR Seek error.

DFE_RDONLY

File is read only.

DFE_BADSEEK

Attempt to seek past end of element.

DFE_PUTELEM

Hputelement error.

DFE_GETELEM

Hgetelement error.
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Error Code

Code Definition

DFE_CANTLINK

Cannot initialize link information.

DFE_CANTSYNC

Cannot synchronize memory with file.

DFE_BADGROUP

Error fronDFdiread in opening a group.

DFE_GROUPSETUP

Error fromFdisetup in opening a group.

DFE_PUTGROUP

Error on putting a tag/reference number pair into a group.

DFE_GROUPWRITE

Error when writing group contents.

DFE_DFNULL

Data file reference is a null pointer.

DFE_ILLTYPE

Data file contains an illegal type: internal error.

DFE_BADDDLIST

The DD list is non-existent: internal error.

DFE_NOTDFFILE

The current file is not an HDF file and it is not zero length.

DFE_SEEDTWICE

The DD list already seeded: internal error.

DFE_NOSUCHTAG

No such tag in the file: search failed.

DFE_NOFREEDD

There are no free DD's left: internal error.

DFE_BADTAG

lllegal WILDCARD tag.

DFE_BADREF

lllegal WILDCARD reference number.

DFE_NOMATCH

No DDs (or no more DDs) that match the specified tag/reference number pair.

DFE_NOTINSET

Warning: Set contained unknown tag. Ignored.

DFE_BADOFFSET

lllegal offset specified.

DFE_CORRUPT

File is corrupted.

DFE_NOREF

No more reference numbers are available.

DFE_DUPDD

The new tag/reference number pair has been allocated.

DFE_CANTMOD

Old element doesn't exist. Cannot modify.

DFE_DIFFFILES

Attempt to merge objects in different files.

DFE_BADAID

An invalid AID was received.

DFE_OPENAID

Active AlIDs still exist.

DFE_CANTFLUSH

Cannot flush DD back to file.

DFE_CANTUPDATE

Cannot update the DD block.

DFE_CANTHASH

Cannot add a DD to the hash table.

DFE_CANTDELDD

Cannot delete a DD in the file.

DFE_CANTDELHASH

Cannot delete a DD from the hash table.

DFE_CANTACCESS

Cannot access specified tag/reference number pair.

DFE_CANTENDACCESS

Cannot end access to data element.

DFE_TABLEFULL

Access table is full.

DFE_NOTINTABLE

Cannot find element in table.

DFE_UNSUPPORTED

Feature not currently supported.

DFE_NOSPACE

malloc failed.

DFE_BADCALL

Routine calls were in the wrong order.

DFE_BADPTR

NULL pointer argument was specified.

DFE_BADLEN

Invalid length was specified.

DFE_NOTENOUGH

Not enough space for the data.

DFE_NOVALS

Values were not available.

DFE_ARGS

Invalid arguments passed to the routine.

DFE_INTERNAL

Serious internal error.

DFE_NORESET

Too late to modify this value.

DFE_GENAPP

Generic application level error.

DFE_UNINIT

Interface was not initialized correctly.

DFE_CANTINIT

Cannot initialize the interface the operation requires.
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DFE_CANTSHUTDOWN Cannot shut down the interface the operation requires.
DFE_BADDIM Negative number of dimensions, or zero dimensions, was specified.
DFE_BADFP File contained an illegal floating point number.

DFE_BADDATATYPE

Unknown or unavailable data type was specified.

DFE_BADMCTYPE

Unknown or unavailable machine type was specified.

DFE_BADNUMTYPE

Unknown or unavailable number type was specified.

DFE_BADORDER

Unknown or illegal array order was specified.

DFE_RANGE

Improper range for attempted access.

DFE_BADCONV

Invalid data type conversion was specified.

DFE_BADTYPE

Incompatible types were specified.

DFE_BADSCHEME

Unknown compression scheme was specified.

DFE_BADMODEL

Invalid compression model was specified.

DFE_BADCODER

Invalid compression encoder was specified.

DFE_MODEL Error in the modeling layer of the compression operation.
DFE_CODER Error in the encoding layer of the compression operation.
DFE_CINIT Error in encoding initialization.

DFE_CDECODE

Error in decoding compressed data.

DFE_CENCODE

Error in encoding compressed data.

DFE_CTERM Error in encoding termination.
DFE_CSEEK Error seeking in an encoded dataset.
DFE_MINIT Error in modeling initialization.

DFE_COMPINFO

Invalid compression header.

DFE_CANTCOMP

Cannot compress an object.

DFE_CANTDECOMP

Cannot decompress an object.

DFE_NODIM A dimension record was not associated with the image.
DFE_BADRIG Error processing a RIG.
DFE_RINOTFOUND Cannot find raster image.

DFE_BADATTR Invalid attribute.

DFE_BADTABLE The nsdg table has incorrect information.
DFE_BADSDG Error in processing an SDG.

DFE_BADNDG Error in processing an NDG.
DFE_VGSIZE Too many elements in the vgroup.

DFE_VTAB Element not irvtabl].

DFE_CANTADDELEM

Cannot add the tag/reference number pair to the vgroup.

DFE_BADVGNAME

Cannot set the vgroup name.

DFE_BADVGCLASS

Cannot set the vgroup class.

DFE_BADFIELDS

Invalid fields string passed to vset routine.

DFE_NOVS

Cannot find the vset in the file.

DFE_SYMSIZE

Too many symbols in the users table.

DFE_BADATTACH

Cannot write to a previously attached vdata.

DFE_BADVSNAME

Cannot set the vdata name.

DFE_BADVSCLASS

Cannot set the vdata class.

DFE_VSWRITE Error writing to the vdata.
DFE_VSREAD Error reading from the vdata.
DFE_BADVH Error in the vdata header.

DFE_VSCANTCREATE

Cannot create the vdata.

DFE_VGCANTCREATE

Cannot create the vgroup.
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Error Code Code Definition
DFE_CANTATTACH Cannot attach to a vdata or vset.
DFE_CANTDETACH Cannot detach a vdata or vset with write access.

DFE_BITREAD A bit read error occurred.
DFE_BITWRITE A bit write error occurred.
DFE_BITSEEK A bit seek error occurred.
DFE_TBBTINS Failed to insert the element into tree.
DFE_BVNEW Failed to create a bit vector.
DFE_BVSET Failed when setting a bit in a bit vector.
DFE_BVGET Failed when getting a bit in a bit vector.
DFE_BVFIND Failed when finding a bit in a bit vector.
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2

HDF Routine Reference

2.1 Reference Section Overview

This section of the Reference Manual contains a listing of every routine contained in the HDF ver-
sion 4.1r2 library. For each interface the pages are organized alphabetically according to the C
routine name. Each page addresses one C routine and the related FORTRAN-77 routines, and
takes the following form:

Routine_Name

return_type function_name(typ@arameterltype2parameter?... , typeNparameterN

parameterl Definition of the first parameter

parameter2 Definition of the second parameter

parameterN Definition of the Nth parameter

Purpose Section containing the functionality of the routine.

Return value Section describing the return value, if any.

Description This optional section describes the proper use of the routine, the specification

of the parameters, and any special circumstances surrounding the use of the
routine. This section also identifies any prerequisite routines and provides
appropriate references.

FORTRAN This section provides a synopsis of the equivalent FORTRAN-77 routine or
routines.
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ANannlen/afannlen

ANannlen/afannlen

int32 ANannlen(int32Zann_id

ann_id

Purpose
Return value

Description

FORTRAN

IN: Annotation identifier returned b&Ncreate, ANcreatef, or
ANselect

Returns the length of an annotation.
Returns the length of the annotatiorFan. (or-1) otherwise.

ANannlen returns the number of characters contained in the annotation
specified by the parameteann_id This function is commonly used to
determine the size of a buffer to store the annotation upon reading.

integer function afannlen(ann_id)

integer ann_id

June 26, 1998
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ANannlist/afannlist

intn ANannlist(int32an_id ann_typeannot_typeuint16 obj_tag,uint16 obj_ref,int32 *ann_lisf)

an_id
annot_type
obj_tag
obj_ref

ann_list

Purpose
Return value

Description

FORTRAN

IN: AN interface identifier returned b&Nstart
IN: Type of the annotation

IN: Tag of the object

IN: Reference number of the object

OUT: Buffer for the annotation identifiers

Retrieves the annotation identifiers of an object.
Returnssucceer{or 0) or FAIL (or-1) otherwise.

ANannlist obtains a list of identifiers of the annotations that are of the type
specified by the parametannot_typeand are attached to the object identified
by its tag,obj_tag,and its reference numbeh)j_ref

Since this routine is implemented only to obtain the identifiers of data
annotations and not file annotations, the valid valuesamfot_typeare
AN_DATA_LABEL (or 0) and AN_DATA_DEsc(or 1). To obtain file annotation
identifiers, useANfileinfo to determine the number of file labels and
descriptions, and then us@selectto obtain each file annotation identifier.

Sufficient space must be allocated @n_listto hold the list of annotation
identifiers. This can be done by usidd\numann to obtain the number of
annotation identifiers to be retrieved, and then allocating memomnforlist
using this number.

integer function afannlist(an_id, annot_type, obj_tag, obj_ref,
ann_list)

integer ann_list(*)

integer an_id, obj_tag, obj_ref, annot_type
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ANatype2tag/afatypetag

ANatypeZ2tag/afatypetag

uintl6 ANatype2tag(ann_typeahnot_typég

annot_type IN: Type of the annotation

Purpose Returns the annotation tag corresponding to an annotation type.

Return value Returns the annotation tagn(_tag if successful, andFTAG_NULL(or 0)
otherwise.

Description ANatypeZ2tagreturns the tag that corresponds to the annotation type specified

by the parameteannot_type

The following table lists the valid values afinot_typen the left column and
the corresponding values for the returned annotation tag on the right.

Annotation Type

Annotation Tag

AN_DATA_LABEL (or 0)

DFTAG_DIL (or 104)

AN_DATA_DESC (or 1)

DFTAG_DIA (or 105)

AN_FILE_LABEL (or 2)

DFTAG_FID (or 100)

AN_FILE_DESC (or 3)

DFTAG_FD (or 101)

FORTRAN integer function afatypetag(annot_type)

integer annot_type
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ANcreate/afcreate

int32 ANcreate(int32n_id,uint16 obj_tag,uint16 obj_ref,ann_typeannot_typé

an_id
obj_tag
obj_ref

annot_type

Purpose

Return value

Description

FORTRAN

IN: AN interface identifier returned b&Nstart

IN: Tag of the object to be annotated

IN: Reference number of the object to be annotated
IN: Type of the data annotation

Creates a data annotation for an object.

Returns the data annotation identifian_id if successful an@AIL (or -1)
otherwise.

ANcreate creates a data annotation of tygeot_typefor the object specified
by its tag,obj_tag, and its reference numbeobj_ref The returned data
annotation identifier can represent either a data label or a data description.

Valid values forannot_typeareAN_DATA_LABEL(Or 0) Or AN_DATA_DESQOr 1).
UseANcreatef to create a file annotation.

Currently, the user must write to a newly-created annotation before creating
another annotation of the same type. Creating two consecutive annotations of
the same type causes the second ca#iNoreate to returnrFAIL (or-1).

integer function afcreate(an_id, obj_tag, obj_ref, annot_type)

integer an_id, obj_tag, obj_ref, annot_type
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ANcreatef/affcreate

ANcreatef/affcreate

int32 ANcreatef(int3zan_id,ann_typeannot_typg

an_id

annot_type

Purpose

Return value

Description

FORTRAN

IN: AN interface identifier returned b&Nstart

IN: Type of the file annotation

Creates a file annotation.

Returns the file annotation identifiearn(n_id if successful andAiL (or -1)
otherwise.

ANcreatef creates a file annotation of the type specified by the parameter
annot_type The file annotation identifier returned can either represent a file
label or a file description.

Valid values forannot_typeareAN_FILE_LABEL (or2) andAN_FILE_DESC (Or 3).
UseANcreate to create a data annotation.

Currently, the user must write to a newly-created annotation before creating
another annotation of the same type. Creating two consecutive annotations of
the same type causes the second ca#iNoreate to returnrFAIL (or-1).

integer function affcreate(an_id, annot_type)

integer an_id, annot_type
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ANend/afend

int32 ANend(int32an_id

an_id

Purpose
Return value

Description

FORTRAN

IN: AN interface identifier returned b&Nstart

Terminates access to an AN interface.
Returnssucceer{or o) if successful andaiL (or-1) otherwise.
ANend terminates access to the AN interface identifiedahyid, which is

previously initialized by a call tANstart. Note that there must be one call to
ANend for each call tANstart.

integer function afend(an_id)

integer an_id
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ANendaccess/afendaccess

ANendaccess/afendaccess

intn ANendaccess(int3ann_id

ann_id

Purpose
Return value

Description

FORTRAN

IN: Annotation identifier returned b&Ncreate, ANcreatef or ANselect

Terminates access to an annotation.
Returnssucceer{or 0) if successful andaiL (or-1) otherwise.
ANendaccesderminates access to the annotation identified by the parameter

ann_id Note that there must be one callAblendaccessfor every call to
ANselect ANcreate or ANcreatef.

integer function afendaccess(ann_id)

integer ann_id
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ANfileinfo/affileinfo

intn ANfileinfo(int32 an_id, int32 *n_file_labels,int32 *n_file_descsint32 *n_data_labelsint32

an_id
n_file_labels
n_file_descs
n_data_labels

n_data_descs

Purpose
Return value

Description

FORTRAN

*n_data_descs

IN: AN interface identifier returned b&Nstart
OUT:  Number of file labels

OUT:  Number of file descriptions

OUT:  Number of data labels

OUT:  Number of data descriptions

Retrieves the number of annotations of each type in a file.
Returnssucceeror o) if successful oFAIL (or-1) otherwise.

ANfileinfo retrieves the total number of the four kinds of annotations and
stores them in the appropriate parameters. The total number of data labels of all
data objects in the file is stored i data_labels The total number of data
descriptions of all data objects in the file is storea idata_descsThe total
number of file labels is stored im file_labelsand the total number of file
descriptions im_file_descs

Note that the numbers of data labels and descriptions refer to the total number
of data labels and data descriptions in the file, not for a specific object. Use
ANnumann to determine these numbers for a specific object.

This routine is generally used to find the range of acceptable indices for
ANselectcalls.

integer function affileinfo(an_id, n_file_labels, n_file_descs,
n_data_labels, n_data_descs)

integer an_id, n_file_labels, n_file_descs

integer n_data_labels, n_data_descs
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ANget tagref/afgettagref

ANget_tagref/afgettagref

int32 ANget_tagref(int32n_id, int32index,ann_typeannot_typeuintl6 *ann_tag uintl6 *ann_rej

an_id
index
annot_type
ann_tag

ann_ref

Purpose

Return value

Description

FORTRAN

IN: AN interface identifier returned b&Nstart
IN: Index of the annotation
IN: Type of the annotation

OUT: Tag of the annotation

OUT: Reference number of the annotation

Retrieves the tag/reference number pair of an annotation given its index and
type.

Returnssucceer{or 0) if successful oFAIL (or-1) otherwise.

ANget_tagref retrieves the tag and reference number of the annotation
identified by its index, the parametedex and by its annotation type, the
parameterannot_type The tag is stored in the parametamn_tagand the
reference number is stored in the paramater ref

The parameteindexis a nonnegative integer and is less than the total number
of annotations of typannot_typen the file. UseANfileinfo to obtain the total
number of annotations of each tyipehe file.

The following table lists the valid values of the paramaterot_typean the left
column, and the corresponding values of the paranagtertagin the right
column.

Annotation Type Annotation Tag
AN_DATA_LABEL (or 0) DFTAG_DIL (or 104)
AN_DATA_DESC (or 1) DFTAG_DIA (or 105)
AN_FILE_LABEL (or 2) DFTAG_FID (or 100)
AN_FILE_DESC (or 3) DFTAG_FD (or 101)

integer function afgettagref(an_id, index, annot_type, ann_tag,
ann_ref)

integer an_id, index, annot_type

integer ann_tag, ann_ref
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ANid2tagref/afidtagref

int32 ANid2tagref(int32ann_id uintl6 *ann_tag,uint16 *ann_rej

ann_id
ann_tag

ann_ref

Purpose
Return value

Description

FORTRAN

IN: Annotation identifier returned b&Nselect ANcreate or ANcreatef
OUT:  Tag of the annotation

OUT: Reference number of the annotation

Retrieves the tag/reference number pair of an annotation given its identifier.
Returnssucceer{or 0) if successful oFAIL (or-1) otherwise.

ANid2tagref retrieves the tag/reference number pair of the annotation
identified by the parametann_id The tag is stored in the paramedan_tag
and the reference number is stored in the pararaeterref

Possible values returned &nn_tagare DFTAG_DIL (or 104) for a data label,
DFTAG_DIA (or 105) for a data descriptiomFTAG_FID (or 100) for a file label
andDFTAG_FD(or 101) for a file description.

integer function afidtagref(ann_id, ann_tag, ann_ref)

integer ann_id, ann_tag, ann_ref
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ANnumann/afnumann

intn ANnumann(int3zan_id ann_typeannot_typeuint16 obj_tag,uint16 obj_ref

an_id IN: AN interface identifier returned b&Nstart

annot_type IN: Type of the annotation

obj_tag IN: Tag of the object

obj_ref IN: Reference number of the object

Purpose Returns the number of annotations of a given type attached to an object.

Return value Returns the number of annotationsan. (or-1) otherwise.

Description ANnumann returns the total number of annotations that are of aypet_type
and that are attached to the object identified by its ¢éj,tag and its
reference numbeabj_ref

Since this routine is implemented only to obtain the total humber of data
annotations and not file annotations, the valid valuesamfot typeare
AN_DATA_LABEL(Or 0) andAN_DATA_DESdor 1). To obtain the total number of
file annotations or all data annotations, Adileinfo .

FORTRAN integer function afnumann(an_id, annot_type, obj_tag, obj_ref)

integer an_id, obj_tag, obj_ref, annot_type
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ANreadann/afreadann

int32 ANreadann(int32nn_id char*ann_bufint32ann_length

ann_id
ann_buf

ann_length

Purpose
Return value

Description

FORTRAN

IN: Annotation identifier returned b&Ncreate, ANcreatef or ANselect
OUT:  Buffer for the annotation

IN: Length of the buffeann_buf

Reads an annotation.
Returnssucceer{or o) if successful andaiL (or-1) otherwise.

ANreadannreads the annotation identified by the paramater idand stores
the annotation in the parametarn_buf

The parametesinn_lengthspecifies the size of the buffann_buf If the length

of the file or data label to be read is greater than or equahriolength the

label will be truncated tann_length 1 characters. If the length of the file or
data description is greater thann_lengththe description will be truncated to
ann_lengthcharacters. The HDF library addsiaLL character to the retrieved
label but not to the retrieved description. The user must addiacharacter to

the retrieved description if the C library string functions are to operate on this
description.

integer function afreadann(ann_id, ann_buf, ann_length)

integer ann_id, ann_length

character*(*) ann_buf
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ANselect/afselect

ANselect/afselect

int32 ANselect(int32an_id, int32index ann_typeannot_typg

an_id
index

annot_type

Purpose

Return value

Description

FORTRAN

IN: AN interface identifier returned b&Nstart
IN: Location of the annotation in the file
IN: Type of the annotation

Obtains an existing annotation.

Returns the annotation identifieann_id if successful orFAiL (or -1)
otherwise.

ANselectobtains the identifier of the annotation specified by its indeex,
and by its annotation typannot_type

The parameteindexis a nonnegative integer and is less than the total number

of annotations of typannot_typen the file. UseANfileinfo to obtain the total
number of annotations of each type in the file.

Valid values ofannot_typeare AN_DATA_LABEL(or 0), AN_DATA_DESQor 1),
AN_FILE_LABEL (or 2), andAN_FILE_DESC (or 3).

integer function afselect(an_id, index, annot_type)

integer an_id, index

integer annot_type
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ANstart/afstart

int32 ANstart(int3Zile_id)

file_id

Purpose

Return value

Description

FORTRAN

IN: File identifier returned byHopen

Initializes the AN interface.

Returns the AN interface identifiearf_id) if successful andralL (or -1)
otherwise.

ANstart initializes the AN interface for the file identified by the parameter
file_id. A call toANstart is required before any AN functions can be invoked.
ANstart is used with théANend function to define the extent of AN interface
session. A call té&\Nend is required for each call taNstart.

integer function afstart(file_id)

integer file_id
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ANtag2atype/aftagatype

ann_type ANtag2atype(uintin_tag

ann_tag IN: Tag of the annotation

Purpose Returns the annotation type corresponding to an annotation tag.
Return value Returns the annotation type if successfulloruNDEROr -1 ) otherwise.

Description ANtag2atypereturns the annotation type that corresponds to the annotation tag
specified by the parametann_tag

The following table lists the valid values afin_tagin the left column and the
corresponding values of the returned annotation type in the right column.

Annotation Tag Annotation Type

DFTAG_DIL (or 104) AN_DATA_LABEL (or 0)

DFTAG_DIA (or 105) AN_DATA_DESC (or 1)

DFTAG_FID (or 100) AN_FILE_LABEL (or 2)

DFTAG_FD (or 101) AN_FILE_DESC (or 3)
FORTRAN integer function aftagatype(ann_tag)

integer ann_tag
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ANtagref2id/aftagrefid

int32 ANtagref2id(int32an_id, uintl6ann_tag uintl6ann_rej

an_id
ann_tag

ann_ref

Purpose

Return value

Description

FORTRAN

IN: AN interface identifier returned b&Nstart
IN: Tag of the annotation
IN: Reference number of the annotation

Returns the identifier of an annotation given its tag/reference number pair.

Returns the annotation identifiear(n_id if successful andrAiL (or -1)
otherwise.

ANtagref2id returns the identifier of the annotation specified by its tag,
ann_tag and its reference numbann_ref

Valid values ofann_tagareDFTAG_DIL (or 104) for a data labelpFTAG_DIA (or
105) for a data descriptiomFTAG_FID (or 100) for a file label, anFTAG_FD
(or101) for a file description.

integer function aftagrefid(an_id, ann_tag, ann_ref)

integer an_id, ann_tag, ann_ref
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ANwriteann/afwriteann

int32 ANwriteann(int32ann_id char*ann, int32ann_length

ann_id
ann

ann_length

Purpose
Return value

Description

FORTRAN

IN: Annotation identifier returned biNcreate, ANcreatef, or ANselect
IN: Text to be written to the annotation
IN: Length of the annotation text

Writes an annotation.
Returnssucceer{or 0) if successful andaiL (or-1) otherwise.

ANwriteann writes the annotation text provided in the paramaterto the
annotation specified by the parametnn_id The parametelann_length
specifies the number of characters in the annotation text.

If the annotation has already been written with tekNwriteann will
overwrite the current text.

integer function afwriteann(ann_id, ann, ann_length)

integer ann_id, ann_length

character*(*) ann
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GRattrinfo/mgatinf

intn GRattrinfo(int3Zobj]_id, int32attr_index char ‘hame int32 *data_typeint32 *coun)

[obj]_id IN: Raster image identifieri(_id), returned byGRcreate or GRselect
or GR interface identifiergf_id), returned byGRstart

attr_index IN: Index of the attribute

name OUT: Buffer for the name of the attribute

data_type OUT: Data type of the attribute

count OUT: Number of attribute values

Purpose Retrieves information about an attribute.

Return value Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

Description GRattrinfo retrieves the name, data type, and number of values of the
attribute, specified by its indeaftr_index for the data object identified by the
parameteobj_id. The name is stored in the paramet@me the data type is
stored in the parametelata_type and the number of values is stored in the
parametercount If the value of any of the output parametersvisL, the
corresponding information will not be retrieved.

The value of the parameteaittr_index can be obtained usinGRfindattr ,
GRnametoindexor GRreftoindex, depending on available information. Valid
values of attr_indexrange from 0 to the total number of attributes attached to
the object - 1. The total number of attributes attached to the file can be obtained
using the routingGRfileinfo. The total number of attributes attached to an
image can be obtained using the routdiRgetiminfo .

FORTRAN integer function mgatinf([obj]_id, attr_index, name, data_type,
count)

integer [obj]_id, data_type, attr_index, count

character*(*) name
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GRcreate/mgcreat

int32 GRcreate(int38r_id, char*name int32 ncomp int32 data_typeint32 interlace_modgint32

dim_sizeR])
gr_id IN: GR interface identifier returned WyRstart
name IN: Name of the raster image
ncomp IN: Number of pixel components in the image
data_type IN: Type of the image data
interlace_mode IN: Interlace mode of the image data
dim_sizes IN: Size of each dimension of the image
Purpose Creates a new raster image.

Return value Returns a raster image identifier if successful esd (or-1) otherwise.

Description GRcreate creates a raster image with the values provided in the parameters
name ncomp data_typeinterlace_modenddim_sizes

The parametenamespecifies the name of the image and must natilne.
The length of the name should not be longer thax GR_NAMEoOr 256).

The parametencompspecifies the number of pixel components in the raster
image and must have a value of at least 1.

The parametedata_typespecifies the type of the raster image data and can be
any of the data types supported by the HDF library. The data types supported
by HDF are listed in Table 1A in Section | of this manual.

The parameteinterlace_modespecifies the interlacing in which the raster
image is to be written. The valid values odhterlace_mode are:
MFGR_INTERLACE_PIXEL (Or 0), MFGR_INTERLACE_LINE (or 1) and
MFGR_INTERLACE_COMPONE(QOT 2).

The arraydimsizesspecifies the size of the two dimensions of the image. The
dimensions must be specified and their values must be greater. than

Once a raster image has been created, it is not possible to change its name, data
type, dimension sizes or number of pixel components. However, it is possible

to create a raster image and close the file before writing any data values to it.
Later, the values can be added to or modified in the raster image, which then
can be obtained usigRselect

FORTRAN integer function mgcreat(gr_id, name, ncomp, data_type,
interlace_mode, dim_sizes)
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integer gr_id, data_type, interlace_mode, ncomp, dim_sizes(2)

character*(*) name
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GRend/mgend

intn GRend(int33yr_id)

gr_id

Purpose
Return value

Description

FORTRAN

IN: GR interface identifier returned WyRstart

Terminates the GR interface session.
Returnssucceer{or o) if successful andaiL (or-1) otherwise.
GRendterminates the GR interface session identified by the paragretdr

GRend, together withGRstart, defines the extent of a GR interface session.
GRend disposes of the internal structures initialized by the corresponding call
to GRstart. There must be a call ®8Rend for each call t&GRstart; failing to
provide one may cause loss of data.

GRstart and GRend do not manage file access; udepen and Hclose to
open and close HDF fileslopen must be called befor@Rstart andHclose
must be called afteBRend.

integer function mgend(gr_id)

integer gr_id
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GRendaccess/mgendac

intn GRendaccess(int32_id)

ri_id

Purpose
Return value

Description

FORTRAN

IN: Raster image identifier returned BRcreate or GRselect

Terminates access to a raster image.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

GRendaccesserminates access to the raster image identified by the parameter
ri_id and disposes of the raster image identifier. This access is initiated by
eitherGRselector GRcreate There must be a call 8Rendaccesdor each

call to GRselector GRcreate failing to provide this will result in loss of data.
Attempts to access a raster image identifier disposed GRgndacceswill

result in an error condition.

integer function mgendac(ri_id)

integer ri_id
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GRfileinfo/mgfinfo

intn GRfileinfo(int32gr_id, int32 *n_imagesint32 *n_file_attrg

gr_id
n_images

n_file_attrs

Purpose

Return value

Description

FORTRAN

IN: GR interface identifier returned WyRstart
OUT: Number of raster images in the file

OUT: Number of global attributes in the file

Retrieves the number of raster images and the number of global attributes in
the file.

Returnssucceeror o) if successful andaiL (or-1) otherwise.

GRfileinfo retrieves the number of raster images and the number of global
attributes for the GR interface identified by the paramgteid, and stores
them into the parametens imagesandn_file_attrs respectively.

The term “global attributes” refers to attributes that are assigned to the file
instead of individual raster images. These attributes are creat®& fstattr

with the object identifier parameter set to a GR interface identifierid)
rather than a raster image identifigr {d).

GRfileinfo is useful in finding the range of acceptable indicesG&select
calls.

integer function mgfinfo(gr_id, n_images, n_file_attrs)

integer gr_id, n_images, n_file_attrs
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GRfindattr/mgfndat

int32 GRfindattr(int37obj]_id, char *attr_namé

[obj]_id IN: Raster image identifieri(_id), returned byGRcreate or GRselect
or GR interface identifiergf_id), returned byGRstart

attr_name IN: Name of the attribute

Purpose Finds the index of a data object’s attribute given an attribute name.

Return value Returns the index of the attribute if successful esd (or-1) otherwise.

Description GRfindattr returns the index of the attribute whose name is specified by the
parametenttr_namefor the object identified by the parameod_id.

FORTRAN integer function mgfndat([obj]_id, attr_name)

integer [obj]_id

character*(*) attr_name
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GRgetattr/mggnatt/mggcatt

intn GRgetattr(int32obj]_id, int32attr_index VOIDP values

[obj]_id

attr_index

values

Purpose
Return value

Description

FORTRAN

IN: Raster image identifieri(_id), returned byGRcreate or GRselect
or GR interface identifiergf_id), returned byGRstart

IN: Index of the attribute

OUT: Buffer for the attribute values

Reads the values of an attribute for a data object.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

GRgetattr obtains all values of the attribute that is specified by its index,
attr_index and is attached to the object identified by the paranudtirid.
The values are stored in the buffelues

The value of the parametattr_indexcan be obtained by usir@Rfindattr ,
GRnametoindex or GRreftoindex, depending on available information.
Valid values ofattr_indexrange from O to the total number of attributes of the
object - 1. The total number of attributes attached to the file can be obtained
using the routineéGRfileinfo. The total number of attributes attached to the
image can be obtained using the routBRgetiminfo.

GRgetattr only reads all values assigned to the attribute and not a subset.

Note that there are two FORTRAN-77 versions of this routine; one for numeric
data (hggnatt) and the other for character dataggcatt).

integer function mggnatt([obj]_id, attr_index, values)

integer [obj]_id, attr_index

<valid numeric data type> values(*)

integer function mggcatt([obj]_id, attr_index, values)

integer [obj]_id, attr_index

character*(*) values
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GRgetchunkinfo/mggichnk

intn GRgetchunkinfo(int32i_id, HDF_CHUNK_DEF tdef int32 *flag)

ri_id IN: Raster image identifier returned BRcreate or GRselect
C only:

cdef OUT: Pointer to the chunk definition

flag OUT: Pointer to the compression flag

Fortran only:

dim_length OUT:  Array of chunk dimensions
flag OUT: Compression flag
Purpose Retrieves chunking information for a raster image.

Return value Returnssucceeror 0) if successful andAiL (or-1) otherwise.

Description GRgetchunkinfo retrieves chunking information about the raster image
identified by the parameter_id into the parametersdefandflagsin C, and
into the parameterdim_lengthand flag in Fortran. Note that only chunk
dimensions are retrieved, compression information is not available.

The value returned in the paramefiaig indicates if the raster image is not
chunked, chunked, or chunked and compressed. The following table shows the
possible values of the parametieig and the corresponding characteristics of
the raster image.

. Values offlag in Raster Image
Val f in oS
clles iz I © Fortran Characteristics
HDF_NONE -1 Not chunked
HDF_CHUNK 0 Chunked and not compressed

Chunked and compressed with

either the run-length encoding
HDF_CHUNK | HDF_COMP 1 (RLE), Skipping Huffman or

GZIP compression algorithms
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In C, if the raster image is chunked and not compre&sRdetchunkinfo fills

the array chunk_lengths in the union cdef with the values of the
corresponding chunk dimensions. If the raster image is chunked and
compressedGRgetchunkinfo fills the arraychunk_lengths  in the structure
comp of the unioncdef with the values of the corresponding chunk
dimensions. Refer to the page @Rsetchunk in this manual for specific
information on the uniombF_CHUNK_DEHRnN Fortran, chunk dimensions are
retrieved into the arragim_length . If the chunk length for each dimension is
not neededyuLL can be passed in as the value of the pararagfierin C.

FORTRAN integer function mggichnk(ri_id, dim_length, flag)

integer ri_id, dim_length, flag
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GRgetiminfo/mggiinf

intn GRgetiminfo(int32i_id, char gr_name int32 *ncomp int32 *data_type int32*interlace_mode
int32 dim_sizeR?], int32 *num_attrg

ri_id

gr_name
ncomp
data_type
interlace_mode
dim_sizes

num_attrs

Purpose
Return value

Description

FORTRAN

IN: Raster image identifier returned BRcreate or GRselect
OUT: Buffer for the name of the raster image
OUT: Number of components in the raster image

OUT: Data type of the raster image data

OUT: Interlace mode of the stored raster image data
OUT: Sizes of raster image dimension
OUT: Number of attributes attached to the raster image

Retrieves general information about a raster image.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

GRgetiminfo retrieves the name, number of components, data type, interlace
mode, dimension sizes, and number of attributes of the raster image identified
by the parametei_id.

GRgetiminfo stores the name, number of components, data type, interlace
mode and dimension sizes of the image in the paramgterme, ncomp,
data_type, interlace_modend dim_sizesrespectively. It also retrieves the
number of attributes attached to the image into the parameterattrs If the

value of any of the output parameters are setua in C, the corresponding
information will not be retrieved.

The buffergr_nameis assumed to have sufficient space allocated to store the
entire name of the raster image.

The valid values of the parametiata_typeare listed in Table 1A in Section |
of this manual.

integer function mggiinf(ri_id, gr_name, ncomp, data_type,

interlace_mode, dim_sizes, num_attrs)
integer ri_id, ncomp, data_type, interlace_mode, num_attrs
integer dim_sizes[2]

character*(*) gr_name
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GRgetlutid/mggltid

int32 GRgetlutid(int32i_id, int32pal_indexy

ri_id

pal_index

Purpose
Return value

Description

FORTRAN

IN: Raster image identifier returned BRcreate or GRselect

IN: Index of the palette

Gets the identifier of a palette given its index.
Returns the palette identifier if successful aad (or-1) otherwise.

GRgetlutid gets the identifier of the palette attached to the raster image
identified by the parameter_id. The palette is identified by its index,
pal_index.

Currently, only one palette can be assigned to a raster image, which means that
pal_indexshould always be set 0.

integer function mggltid(ri_id, pal_index)

integer ri_id, pal_index
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GRgetlutinfo/mgglinf

intn GRgetlutinfo(int32pal_id, int32 *ncomp int32 *data_type int32*interlace_modgint32
*num_entriey

pal_id IN: Palette identifier returned bgRgetlutid
ncomp OUT: Number of components in the palette
data_type OUT: Data type of the palette

interlace_mode OUT: Interlace mode of the stored palette data

num_entries OUT: Number of color lookup table entries in the palette

Purpose Retrieves information about a palette.
Return value Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

Description GRgetlutinfo retrieves the number of pixel components, data type, interlace
mode, and number of color lookup table entries of the palette identified by the
parametepal_id. These values are stored in the parameiessp data_type
interlace_modeandnum_entriesrespectively. In C if the value of any of the
output parameters are setNOLL, the corresponding information will not be
retrieved.

FORTRAN integer function mgglinf(pal_id, ncomp, data_type, interlace_mode,
num_entries)

integer pal_id, ncomp, data_type, interlace_mode, hum_entries
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GRidtoref/mgid2rf

uintl6 GRidtoref(int3Zi_id)

ri_id

Purpose
Return value

Description

FORTRAN

IN: Raster image identifier returned BRselector GRcreate

Maps a raster image identifier to a reference number.
Returns the reference number of the raster image if successfulctimerwise.

GRidtoref returns the reference number of the raster image identified by the
parameteri_id.

This routine is commonly used for the purpose of annotating the raster image
or including the raster image within a vgroup.

integer function mgid2rf(ri_id)

integer ri_id
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GRIuttoref/mglt2rf

uintl6 GRIluttoref(int32al_id)

pal_id

Purpose
Return value

Description

FORTRAN

IN: Palette identifier returned bgRgetlutid

Maps a palette identifier to a reference number.
Returns the reference number of the palette if successubthierwise.

GRIluttoref returns the reference number of the palette identified by the
parametepal_id.

This routine is commonly used for the purpose of annotating the palette or
including the palette within a vgroup.

integer function mglt2rf(pal_id)

integer pal_id
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GRnametoindex/mgn2ndx

int32 GRnametoindex(int3@r_id, char *gr name

gr_id

ri_name

Purpose
Return value

Description

FORTRAN

IN: GR interface identifier returned WyRstart

IN: Name of the raster image

Maps the name of a raster image to an index.
Returns the index of the raster image if successfuFand(or-1) otherwise.

GRnametoindex returns, for the GR interface identified by the parameter
gr_id, the index ihdeX of the raster image namegd_name

The value ofindexcan be passed intGRselectto obtain the raster image
identifier (ri_id).

integer function mgn2ndx(gr_id, gr_name)

integer gr_id

character*(*) gr_name
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GRreadimage/mgrdimg/mgrcimg

intn GRreadimage(int3@_id, int32start2], int32 stridegf2], int32 edgg2], VOIDP data)

ri_id

start

stride

edge

data

Purpose
Return value

Description

IN: Raster image identifier returned BRcreate or GRselect

IN: Array specifying the starting location from where raster image data
is read

IN: Array specifying the interval between the values that will be read
along each dimension

IN: Array specifying the number of values to be read along each
dimension

OUT: Buffer for the image data

Reads a raster image.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

GRreadimage reads the subsample of the raster image specified by the
parameteri_id into the buffedata The subsample is defined by the values of
the parameterstart, strideandedge

The arraystart specifies the starting location of the subsample to be read. Valid
values of each element in the arsdgirt are O to the size of the corresponding
raster image dimension - 1. The first element of the astast specifies an
offset from the beginning of the arragata along the fastest-changing
dimension, which is the second dimension in C and the first dimension in
Fortran. The second element of the arsagrt specifies an offset from the
beginning of the arraylata along the second fastest-changing dimension,
which is the first dimension in C and the second dimension in Fortran. For
example, if the first value of the arratartis 2 and the second value is 3, the
starting location of the subsample to be read is at the fourth row and third
column in C, and at the third row and fourth column in Fortran. Note that the
correspondence between the elements in the ateay and the arraydata
dimensions in the GR interface is different from that in the SD interface. See
the reference manual page $Breaddatafor an example.

The arraystride specifies the reading pattern along each dimension. For
example, if one of the elements of the arsagde is 1, then every element
along the corresponding dimension of the adatawill be read. If one of the
elements of the arragtride is 2, then every other element along the
corresponding dimension of the arrapata will be read, and so on. The
correspondence between elements of the atrade and the dimensions of the
arraydatais the same as described above for the atay.
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FORTRAN

Each element of the arradgesspecifies the number of data elements to be
read along the corresponding dimension. The correspondence between the
elements of the arragdgesand the dimensions of the arrdgtais the same as
described above for the arratart

Note that there are two FORTRAN-77 versions of this routine; one for numeric
data (grdimg) and the other for character datagfcimg).

integer function mgrdimg(ri_id, start, stride, edge, data)

integer ri_id, start(2), stride(2), edge(2)

<valid numeric data type> data(*)

integer function mgrcimg(ri_id, start, stride, edge, data)

integer ri_id, start(2), stride(2), edge(2)

character*(*) data
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GRreadlut/mgrdlut/mgrclut

intn GRreadlut(int3%al_id, VOIDP pal_datg

pal_id IN: Palette identifier returned bgRgetlutid
pal_data OUT: Buffer for the palette data
Purpose Reads a palette.

Return value Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

Description GRreadlut reads the palette specified by the paramg#érid into the buffer
pal_data

Note that there are two FORTRAN-77 versions of this routine; one for numeric
data (grdlut) and the other for character datagfclut).

FORTRAN integer function mgrdlut(pal_id, pal_data)

integer pal_id

<valid numeric data type> pal_data(*)

integer function mgrclut(pal_id, pal_data)

integer pal_id

character*(*) pal_data
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GRreftoindex/mgr2idx

int32 GRreftoindex(int3yr_id, uint16gr_ref)

gr_id

gr_ref

Purpose
Return value

Description

FORTRAN

IN: GR interface identifier returned WyRstart

IN: Reference number of the raster image

Maps the reference number of a raster image to an index.
Returns the index of the image if successful ead (or-1) otherwise.

GRreftoindex returns the index of the raster image specified by the parameter
gr_ref.

integer function mgr2idx(gr_id, gr_ref)

integer gr_id, gr_ref
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GRregimageil/mgrimil

intn GRregimageil(int32i_id, intninterlace_modg

ri_id

interlace_mode

Purpose

Return value

Description

FORTRAN

IN: Raster image identifier returned BRcreate or GRselect

IN: Interlace mode

Specifies the interlace mode to be used in the subsequent raster image read
operation(s).

Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

GRregimageil requests that the subsequent read operations on the image
identified by the parametei_id use the interlace mode specified by the
parameteiterlace_mode.

The parameteinterlace_modespecifies the interlace mode in which the data
will be stored in memory when being read. Valid values of the parameter
interlace_modeare MFGR_INTERLACE_PIXEL(Or 0), MFGR_INTERLACE_LINE(Or

1) andMFGR_INTERLACE_COMPONE(DT 2).

In the file, the image is always stored in pixel interlace mode, i.e.
MFGR_INTERLACE_PIXEL The interlace mode of the raster image specified at
creation time is stored in the file along with the raster imageRifeqimageil

is not called prior to the call t8Rreadimage the raster image will be read
and stored in memory according to the interlace mode specified at creation. If
GRregimageil is called beforesGRreadimage GRreadimage will read the
raster image and store it according to the interlace mode specified in the call to
GRregimageil.

integer function mgrimil(ri_id, interlace_mode)

integer ri_id, interlace_mode
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GRreqlutil/mgrltil

intn GRreqlutil(int32ri_id, intninterlace_modg

ri_id IN: Raster image identifier returned BRcreate or GRselect
interlace_mode IN: Interlace mode
Purpose Specifies the interlace mode to be used in the next palette read operation(s).

Return value

Description

FORTRAN

Returnssucceeror o) if successful andaiL (or-1) otherwise.

GRreglutil requests that the subsequent read operations on the palette attached
to the image identified by the parameterid, use the interlace mode
interlace_mode

The parameteinterlace_modespecifies the interlace mode in which the data
will be stored in memory when being read. Valid values of the parameter
interlace_modeare MFGR_INTERLACE_PIXEL(Or 0), MFGR_INTERLACE_LINE(Or

1) andMFGR_INTERLACE_COMPONE(DT 2).

integer function mgrltil(ri_id, interlace_mode)

integer ri_id, interlace_mode
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GRselect/mgselct

int32 GRselect(int3gr_id, int32indey

gr_id IN: GR interface identifier returned WyRstart
index IN: Index of the raster image in the file
Purpose Selects the existing raster image.

Return value Returns the raster image identifier if successfuHr (or-1) otherwise.

Description GRselectobtains the identifier of the raster image specified by the its index,
index

Valid values of the parameterdexrange from O to the total number of raster
images in the file - 1. The total number of the raster images in the file can be
obtained by usin@Rfileinfo.

FORTRAN integer function mgselct(gr_id, index)

integer gr_id, index
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GRsetattr/mgsnatt/mgscatt

intn GRsetattr(int320bj]_id, char *attr_name int32data_typeint32count VOIDP value9

[obj]_id

attr_name
data_type
count

values

Purpose
Return value

Description

FORTRAN

IN: Raster image identifieri_id), returned bycRcreate or GRselector
GR interface identifierdr_id), returned byGRstart

IN: Name of the attribute

IN: Data type of the attribute

IN: Number of values in the attribute

IN: Buffer for the attribute values

Assigns an attribute to a raster image or a file.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

GRsetattr attaches the attribute to the object specified by the parameter
obj_id. The attribute is defined by its nansir_name data typedata_type
number of attribute valuespunt and the attribute valuegalues GRsetattr
provides a generic way for users to define metadata. It implements the label =
value data abstraction.

If an GR interface identifiergf_id) is specified as the parametej id, a
global attribute is created which applies to all objects in the file. If a raster
image identifier (i_id) is specified as the parametehj_id, an attribute is
attached to the specified raster image.

The parameteattr_namecan be any ASCII string.

The parametedata_typecan contain any data type supported by the HDF
library. These data types are listed in Table 1A in Section | of this manual.

Attribute values are passed in the parametdues The number of attribute
values is defined by the parameteunt. If more than one value is stored, all
values must have the same data type. If an attribute with the given name, data
type and number of values exists, it will be overwritten. Currently, the only
predefined attribute is the fill value, identified by theL_ATTR definition.

Note that there are two FORTRAN-77 versions of this routine; one for numeric
data (ngsnatt) and the other for character datagscat).

integer function mgsnatt([obj]_id, attr_name, data_type, count,
values)

integer [obj]_id, data_type, count
character*(*) attr_name

<valid numeric data type> values(*)
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integer function mgscatt([obj]_id, attr_name, data_type, count,
values)

integer [obj]_id, data_type

integer count

character*(*) values, attr_name
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GRsetcompress/mgscompress
(Note: The GRsetcompress routine does not work in the current release.)

intn GRsetcompress(int32 id, int32comp_typecomp_info *t_info)

ri_id IN: Raster image identifier returned BRcreate or GRselect
comp_type IN: Compression method for the image data

C only:

c_info IN: Pointer to theeomp_info  union

Fortran only:

comp_prm IN: Compression parameters array
Purpose Specifies if the raster image will be stored in a file as a compressed raster
image.

Return value Returnssucceeror 0) if successful andaiL (or-1) otherwise.

Description GRsetcompressspecifies if the raster image specified by the paranmetier
will be stored in the file in compressed format.

The compression method is specified by the paramsierp_type Valid
values of the parameteomp_typere:

COMP_CODE_NON@r 0) for no compression

CcomP_CODE_RLr 1) for RLE run-length encoding
COMP_CODE_sSKPHUKer 3) for Skipping Huffman compression
COMP_CODE_DEFLAT(®r 4) for GZIP compression

The compression method parameters are specified by the paranietein C

and the parametecomp_prmin Fortran. The parametes_info has type
comp_info , which is described in the hcomp.h header file. It contains
algorithm-specific information for the library compression routines.

The skipping size for the Skipping Huffman algorithm is specified in the field
c_info.skphuff.skp_size in C and in the parameteomp_prnfl) in
Fortran.

The deflate level for the GZIP algorithm is specified in the field
c_info.deflate.level in C and in the parameteromp_prn(l) in the
Fortran.
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FORTRAN integer mgscompress(ri_id, comp_type, comp_prm)

integer ri_id, comp_type, comp_prm(*)
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GRsetchunk/mgschnk

intn GRsetchunk(int38_id, HDF_CHUNK_DEFcdef int32flags)

ri_id

C only:
cdef

flags

Fortran only:
dim_length
comp_type

comp_prm

Purpose
Return value

Description

IN: Raster image identifier returned BRcreate or GRselect
IN: Chunk definition

IN: Compression flags

IN: Chunk dimensions array

IN: Type of compression

IN: Compression parameters array

Makes a raster image a chunked raster image.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

GRsetchunkmakes the raster image specified by the parametdra

chunked raster image according to the chunking and compression information
provided in the parametecglefandflagsin C, or in the parameteceomp_type
andcomp_prmin Fortran.

C only:

The parametecdefis a union of type HDF_CHUNK_DEF, which is defined as
follows:

typedef union hdf_chunk_def_u

{
int32 chunk_lengths[2]; /* chunk lengths along each dim */

struct
{
int32 chunk_lengths[2];
int32 comp_type; [* compression type */
struct comp_info cinfo;
} comp;

struct
{
/*is not used in GR interface */
} nbit;

} HDF_CHUNK_DEF
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FORTRAN

Valid values of the parameteflags are HDF_CHUNKfor chunked and
uncompressed data anddE_CHUNK HDF_compfor chunked and compressed
data. Data can be compressed using run-length encoding (RLE), Skipping
Huffman or GZIP compression algorithms.

If the parameteflags has a value afibF_cHUNkthe chunk dimensions must be
specified in the fielctdef.chunk_lengths][] . If the parameteflags has a
value of DF_CHUNKHDF_coOMR the following must be specified:

1) The chunk dimensions in the fieddef.comp.chunk_lengths]].
2) The compression type in the fieldef.comp.comp_type . Valid values
of compression type values are listed below.

COMP_CODE_NONar 0) for uncompressed data

CcoMP_CODE_RLfor 1) for data compressed using the RLE compression
algorithm

COMP_CODE_skKPHuUKer 3) for data compressed using the Skipping Huffman
compression algorithm

COMP_CODE_DEFLAT(®r 4) for data compressed using the GZIP compression
algorithm

3) If using Skipping Huffman compression, the skipping size is specified in
the field cdef.comp.cinfo.skphuff.skp_size . If using GZIP
compression, the deflate level is specified in the field
cdef.comp.cinfo.deflate.level . Valid deflate level values are
integers from 1 to 9 inclusive.

Refer to theSDsetcompresspage in this manual for the definition of the
comp_info structure.

Fortran only:
Thedim_lengtharray specifies the chunk dimensions.

The parametecomp_typespecifies the compression type. Valid compression
types and their values used are defined in the hdf.inc file, and are listed below.

COMP_CODE_NONar 0) for uncompressed data

CcoMP_CODE_RLfor 1) for data compressed using the RLE compression
algorithm

COMP_CODE_skPHuUKer 3) for data compressed using the Skipping Huffman
compression algorithm

COMP_CODE_DEFLAT(®r 4) for data compressed using the GZIP compression
algorithm.

The parametercomp_prm specifies the compression parameters for the
Skipping Huffman and GZIP compression methods. It contains only one
element which is set to the skipping size for Skipping Huffman compression or
the deflate level for GZIP compression

integer function mgschnk(ri_id, dim_length, comp_type, comp_prm)
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integer ri_id, dim_length, comp_type, comp_prm
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GRsetchunkcache/mgscchnk

intn GRsetchunkcache(int32 id, int32 maxcacheint32flags

ri_id
maxcache

flags

Purpose

Return value

Description

FORTRAN

IN: Raster image identifier returned BRcreate or GRselect
IN: Maximum number of chunks to cache
IN: Flags determining the behavior of the routine

Specifies the maximum number of chunks to cache.

Returns the value of the parameteaxcachef successful angAiL (or-1)
otherwise.

GRsetchunkcachesets the maximum number of chunks to be cached for the
chunked raster image specified by the paranmrétat. The maximum number
of the chunks is specified by the parametexcache

Currently, the only valid value of the parametagsiso.

If GRsetchunkcacheis not called, the maximum number of chunks in the
cache is set to the number of chunks along the fastest-changing dimension.
Refer to the discussion of ti&Rsetchunkcacheroutine in theHDF User’s
Guidefor more specific information on the routine’s behavior.

integer function mgscchnk(ri_id, maxcache, flags)

integer ri_id, maxcache, flags
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GRsetexternalfile/mgsxfil

intn GRsetexternalfile(int38_id, char filename int32 offse)

ri_id
filename

offset

Purpose
Return value

Description

FORTRAN

IN: Raster image identifier returned BRcreate or GRselect
IN: Name of the external file
IN: Offset in bytes from the beginning of the external file to where the

data will be written

Specifies that the raster image will be written to an external file.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

GRsetexternalfile specifies that the raster image identified by the parameter
ri_id will be written to the external file specified by the paramékenameat
the offset specified by the parametéfiset

Data can only be moved once for any given raster image, and it is the user's
responsibility to make sure the external data file is kept with the “original” file.

If the raster image already exists, its data will be moved to the external file .
Space occupied by the data in the primary file will not be released. To release
the space in the primary file use théfpack command-line utility. If the
raster image does not exist, its data will be written to the external file during
the subsequent calls @Rwritedata.

See the reference manual entriesHtsetcreatedir and HXsetdir for more
information on the options available for accessing external files.

integer function mgsxfil(ri_id, filename, offset)

integer ri_id, offset

character*(*) filename
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GRstart/mgstart

int32 GRstart(int32Zile_id)

file_id IN: File identifier returned byHopen

Purpose Initializes the GR interface.
Return value Returns the GR interface identifier if successful emd (or-1) otherwise.

Description GRstart initializes the GR interface for the file specified by the parameter
file_id.

This routine is used with th&Rend routine to define the extent of the GR
interface session. As with the start routines in the other interf&iRstart
initializes the internal interface structures needed for the remaining GR
routines. Use the general purpose routidepen and Hcloseto manage file
access. The GR routines will not open and close HDF files.

FORTRAN integer function mgstart(file_id)

integer file_id
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GRwriteimage/mgwrimg/mgwcimg

intn GRwriteimage(int32i_id, int32starf2], int32 stride[2], int32 edg42], VOIDP data)

ri_id

start

stride

edge

data

Purpose
Return value

Description

IN: Raster image identifier returned BRcreate or GRselect

IN: Array containing the two-dimensional coordinate of the initial
location for the write

IN: Array containing the number of data locations the current location is
to be moved forward before each write

IN: Array containing the number of data elements that will be written
along each dimension

IN: Buffer containing the image data

Writes a raster image.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

GRwriteimage writes the subsample of the raster image data stored in the
buffer datato the raster image specified by the paramt@. The subsample
is defined by the values of the parametaest, stride andedge

The arraystart specifies the starting location of the subsample to be written.
Valid values of each element in the arrstart are 0 to the size of the
corresponding raster image dimension - 1. The first element of thestaray
specifies an offset from the beginning of the ardaga along the fastest-
changing dimension, which is the second dimension in C and the first
dimension in Fortran. The second element of the &ty specifies an offset
from the beginning of the arragata along the second fastest-changing
dimension, which is the first dimension in C and the second dimension in
Fortran. For example, if the first value of the arstgrt is 2 and the second
value is 3, the starting location of the subsample to be written is at the fourth
row and third column in C, and at the third row and fourth column in Fortran.
Note that the correspondence between elements in thestaragnd the raster
image dimensions in the GR interface is different from that in the SD interface.
See the reference manual pageSiireaddatafor an example of this.

The arraystride specifies the writing pattern along each dimension. For
example, if one of the elements of the arsagde is 1, then every element
along the corresponding dimension of the atata will be written. If one of
the elements of thatride array is 2, then every other element along the
corresponding dimension of the arrdgta will be written, and so on. The
correspondence between elements of the astdage and the dimensions of
the arraydatais the same as described above for the atay
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FORTRAN

Each element of the arradgesspecifies the number of data elements to be
written along the corresponding dimension. The correspondence between the
elements of the arragdgesand the dimensions of the ardgtais the same as
described above for the arratart

Note that there are two FORTRAN-77 versions of this routine; one for numeric
data (ngwrimg) and the other for character daagivcimg).

integer function mgwrimg(ri_id, start, stride, edge, data)

integer ri_id, start(2), stride(2), edge(2)

<valid numeric data type> data(*)

integer function mgwcimg(ri_id, start, stride, edge, data)

integer ri_id, start(2), stride(2), edge(2)

character*(*) data
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GRwritelut/mgwrlut/mgwclut

intn GRwritetlut(int32pal_id, int32ncomp int32data_typeint32interlace_modgint32num_entries
VOIDP pal_datg

pal_id IN: Palette identifier returned bgRgetlutid
ncomp IN: Number of components in the palette
data_type IN: Data type of the palette data
interlace_mode IN: Interlace mode of the stored palette data
num_entries IN: Number of entries in the palette
pal_data IN: Buffer for the palette data to be written
Purpose Writes a palette.

Return value Returnssucceer{or o) if successful andaiL (or-1) otherwise.

Description GRwritelut writes a palette with the number of pixel components specified by
the parametemcomp the data type of the palette data specified by the
parameter data_type the interlace mode specified by the parameter
interlace_mode and the number of entries in the palette specified by the
parametenum_entriesThe palette data itself is stored in thed_databuffer.
Currently only “old-style” palettes are supported, i.e ncomp = 3,
num_entries = 256, data_type = uint8.

The parametencompspecifies the number of pixel components in the palette
and must have a value of at least 1.

The parametedata_typespecifies the type of the palette data and can be any
of the data types supported by the HDF library. The data types supported by
HDF are listed in Table 1A in Section | of this manual.

The parameteinterlace_modespecifies the interlacing in which the palette is
to be written. The valid values ofterlace_modere:MFGR_INTERLACE_PIXEL
(or0), MFGR_INTERLACE_LINE(Or 1) andMFGR_INTERLACE_COMPONE(QOT 2).

The bufferpal_datais assumed to have sufficient space allocated to store all of
the palette data.

Note that there are two FORTRAN-77 versions of this routine; one for numeric
data (ngwrlut) and the other for character daagivclut).

FORTRAN integer function mgwrlut(pal_id, ncomp, data_type, interlace_mode,
num_entries, pal_data)

integer pal_id, ncomp, data_type, interlace_mode, hum_entries

<valid numeric data type> pal_data(*)
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integer function mgwclut(pal_id, ncomp, data_type, interlace_mode,
num_entries, pal_data)

integer pal_id, ncomp, data_type, interlace_mode, nhum_entries

character*(*) pal_data
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Hclose/hclose

intn Hclose(int3%ile_id)

file_id

Purpose
Return value

Description

FORTRAN

IN: File identifier returned byHopen

Closes the access path to the file.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

The file identifierfile_id is validated before the file is closed. If the identifier is
valid, the function closes the access path to the file.

If there are still access identifiers attached to the file, the BREIOPENAIDIS
placed on the error stackaiL (or-1) is returned, and the file remains open.
This is a common error when developing new interfaces. Refer to the
Reference Manual page étendaccesdor a discussion of this problem.

integer function hclose(file_id)

integer file_id
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Hgetfileversion/hgfilver

intn Hgetfileversion(int3Zile_id, uint32 *major_v uint32 *minor_v uint32 *release charstring[])

file_id IN: File identifier returned bydopen
major_v OUT: Major version number

minor_v OUT: Minor version number

release OUT: Release number

string OUT:  Version number text string

Purpose Retrieves version information for an HDF file.

Return value Returnssucceer{or 0) if successful aneaiL (or-1) otherwise.

Description It is still an open question as to what exactly the version number of a file
should mean, so we recommend that code not depend on this buffetrime
argument is limited to a length DiBVSTR_LEN (or 80)  characters as defined
in hfile.h

FORTRAN integer function hgdfilver(file_id, major_v, minor_v, release,
string)

integer file_id, major_v, minor_v, release

character*(*) string
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Hgetlibversion/hglibver

intn Hgetlibversion(uint32 major_v uint32 *minor_v uint32 *elease charstring[])

major_v OUT: Major version number

minor_v OUT: Minor version number

release OUT: Release number

string OUT:  Version number text string

Purpose Retrieves the version information of the current HDF library.

Return value Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

Description The version information is compiled into the HDF library, so it is not necessary
to have any open files for this function to execute. 3thieg buffer is limited
to a length ofLiBvSTR_LEN (or 80) characters as definedhiiie.h

FORTRAN integer function hglibver(major_v, minor_v, release, string)

integer major_v, minor_v, release
character*(*) string
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Hishdf

intn Hishdf(char filenamg

filename IN: Complete path and filename of the file to be checked

Purpose Determines if a file is an HDF file.
Return value ReturnstrRUE(or 1) if the file is an HDF file an@&ALSE (or 0 ) otherwise.

Description The first four bytes of a file identify it as an HDF file. It is possible thiahdf
will identify a file as an HDF file butlopen will be unable to open the file; for
example, if the data descriptor list is corrupt.
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Hopen/hopen

int32 Hopen(charfflename intn accessint16n_dds

filename
access

n_dds

Purpose

Return value

Description

FORTRAN

IN: Complete path and filename for the file to be opened
IN: Access code definition (preceded wAcc)
IN: Number of data descriptors in a block if a new file is to be created

Provides an access path to an HDF file by reading all the data descriptor blocks
into memory.

Returns the file identifier if successful araL (or-1) otherwise.

If given a new file nameHopen will create a new file using the specified
access type and number of data descriptors. If given an existing file name,
Hopen will open the file using the specified access type and ignore_tties
argument.

The number of data descriptors in a blonkdds is a non-negative integer
with a default value oberF_NDDSor 16) and a minimum value ofIN_NDDS(or
4). If the specified value ai_ddsis less thamiN_NDDS then it will be set to
MIN_NDDS

HDF provides several access code definitions:

DFACC_CREATE If file exists, delete it, then open a new file for read/write.
DFACC_READ Open for read only. If file does not exist, error.
DFACC_WRITE Open for read/write. If file does not exist, create it.

If a file is opened and an attempt is made to reopen the file using
DFACC_CREATEHDF will issue the error codere_ALROPEN If the file is
opened with read-only access and an attempt is made to reopen the file for
write access usinQrFACC_RDWRI DFACC_WRITE HDF will attempt to reopen

the file with read and write permissions.

Upon successful exit, the specified file is opened with the relevant
permissions, the data descriptors are set up in memory, and the associated
file_id is returned. For new files, the appropriate file headers are also set up.

integer function hopen(filename, access, n_dds)

character*(*) filename

integer access, n_dds
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HDdont_atexit/hddontatexit

intn HDdont_atexit(void)

Purpose
Return value

Description

FORTRAN

Indicates to the library that an 'atexit()' routine is _not_ to be installed.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

This routine indicates to the library that atexit( ) cleanup routine
should not be installed. The purpose for this is in situations where the library is
dynamically linked into an application and is unlinked from the application
before exit( ) gets called. In those situations, a routine installed with
atexit( ) would jump to a routine which was no longer in memory,
causing errors.

In order to be effective, this routimaustbe called before any other HDF
function calls, andgnustbe called each time the library is loaded/linked into the
application (the first time and after it has been unloaded).

If this routine is used, certain memory buffers will not be deallocated,
although in theory a user could cHIPend on their own.

integer hddontatexit( )
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HEprint/heprnt

VOID HEprint(FILE *stream int32level

stream IN: Stream to print error message to
level IN: Level of error stack to print
Purpose Prints information to the error stack.

Return value None.

Description If levelis o, all of the errors currently on the error stack are printed. Output
from this function is sent to the file pointed to &tyeam

The following information is printed: the ASCII description of the error, the
reporting routine, the reporting routine as source file nhame, and the line at
which the error was reported. If the programmer has supplied extra information
by means oHEreport, this information is printed as well.

The FORTRAN-77 routine uses one less parameter than the C routine because
it doesn't allow the user to specify the print stream. Instead, it always prints to
stdout

FORTRAN integer heprnt(level)

integer level
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HEstring

char *HEstring(int16error_code

error_code IN: HDF error code

Purpose Returns the error message associated with specified error code.
Return value Returns a pointer to a string associated with the error code if successful.

Description Returns a text description of the given error code. These strings are statically
declared and should not be deallocated from memory (usirfeetheroutine)
by the user. If a defined text description cannot be found a generic default
message is returned.
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HXsetcreatedir/hxiscdir

intn HXsetcreatedir(chardir)

dir

Purpose

Return value

Description

FORTRAN

IN: Target directory of the external file to be written

Initializes the directory environment variable, identifying the location of the
external file to be written.

Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

The contents aoflir is copied into the private memory of the HDF librandilf

is NULL, the directory variable is unset.HfXsetcreatedir encounters an error
condition, the directory variable is not changed. When a new external element
is created (via the routingddXcreate or SDsetexterna), the HDF library
accesses the external file just like tbhpen call by default. Refer to the
Reference Manual page étXcreate for a description of when a new or an old
file should be opened.

Users may override the default action by calliHKsetcreatedir or by
defining the environment variabliDFEXTCREATEDIR The HDF library will
access the external file in the directory according to the environment variable
setting. The precedenceHs(setcreatedir, thensHDXEXTDIR, in the manner of
open

Note that the above override does not apply to absolute pathnames - i.e.,
filenames starting with a forward slash. HDF will access the absolute
pathname without change. Also note thdtiXsetcreatedir and
$HDFEXTCREATEDIR are not symmetrical téiXsetdir and $HDFEXTDIR. The
former pair permits only single directory values and is used to compose the
filename for access. The later pair permits multiple directory values which are
used for searching an existing file.

Thedir_len parameter in the FORTRAN-77 routine specifies the length of the
dir character string.

integer function hxiscdir(dir, dir_len)

character*(*) dir

integer dir_len
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HXsetdir/hxisdir

intn HXsetdir(char #ir)

dir

Purpose

Return value

Description

FORTRAN

IN: Target directory of the external file to be located

Initializes the directory environment variable, identifying the location of the
external file to be located.

Returnssucceeror o) if successful andaiL (or-1) otherwise.

HXsetdir sets the directory variable for locating an external file according to
dir which may contain multiple directories separated by vertical bars (e.g.,
“dirl|dir2”). The content oflir is copied into the private memory of the HDF
library. If dir is NULL, the directory variable is unset.

If HXsetdir encounters any error, the directory variable is not changed. By
default, the HDF library locates the external file just likedpencall. It also
searches for the external file in the directories specified by the user
environment variablgHDFEXTDIR, if defined, and the directory variable set by
HXsetdir. The searching precedence is directory variable, if set, then
$HDXEXTDIR, then in the manner apen

The searching differs if the external flename is an absolute pathname - i.e.,
starting with a forward slash. HDF will trgpen first. If open fails and if
$HDFEXTDIR is defined or the directory variable is set kiAsetdir, HDF will
remove all directory components of the absolute pathname (e.g., “/usr/groupA/
projectB/Data001” becomes “Data001”) and search for that filename with the
strategy described in the previous paragraph.

Thedir_len parameter in the FORTRAN-77 routine specifies the length of the
dir character string.

integer function hxisdir(dir, dir_len)

character*(*) dir

integer dir_len
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SDattrinfo/sfgainfo

intn SDattrinfo(int32obj_id, int32attr_index char *attr_name int32 *data_typeint32 *coun)

obj_id IN: Identifier of the object to which the attribute is attached to
attr_index IN: Index of the attribute

attr_name OUT: Name of the attribute

data_type OUT: Data type of the attribute values

count OUT:  Total number of values in the attribute

Purpose Retrieves information about an attribute.

Return value Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

Description SDattrinfo retrieves the name, data type, and number of values of the attribute
specified by its index,attr_index, and stores them in the parameters
attr_name data_type and count respectively. This routine should be used
before reading the values of an attribute vidibreadattr.

The parameteobj_id can be either an SD interface identifisd (id), returned
by SDstart, a data set identifies@s_id, returned bysSDselect or a dimension
identifier dim_id), returned bysDgetdimid.

Valid values of the parameteattr_index range fromo to the number of
attributes attached to the object - 1.

Valid values of the parametdata_typecan be found in Table 1A of Section |
of this manual.

FORTRAN integer function sfgainfo(obj_id, attr_index, attr_name,
data_type, count)

character*(*) attr_name

integer obj_id, attr_index, data_type, count
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SDcreate/sfcreate

int32 SDcreate(int32d_id char *name int32data_typeint32rank, int32dimsizef)

sd_id
name
data_type
rank

dimsizes

Purpose
Return value

Description

FORTRAN

IN: SD interface identifier returned t§Dstart

IN: Name of the data set

IN: Data type for the values in the data set

IN: Number of the data set dimensions

IN: Array containing the size of each dimension

Creates a new data set.
Returns the data set identifiesd§_id)if successful andaiL (or-1) otherwise.

SDcreatecreates a data set with the name specified by the paramaterthe
values of the data type specified by paramelata_type the number of
dimensions specified by the parametenk, and the dimension sizes specified
by the arraydimsizes

Once a data set has been created, it is not possible to change its name, data
type, or rank. However, it is possible to create a data set and close the file
before writing any data values to it. The values can be added or modified at a
future time. To add data or modify an existing data setSiis®lectto get the

data set identifier instead 8Dcreate

If the parametenameis NULL in C or an empty string in Fortran, the default
name “Data Set” will be generated. If the length of the name specified by the
nameparameter is longer thaa characters, then the name will be truncated
to 64 characters.

The calling program must ensure that the length ofdihesizesarray is the
value of therank parameter, which is between 1 amax_VAR_DIMYOr 32).

To create a data set with an unlimited dimension, assign the value of
SD_UNLIMITED (or 0) to dimsizef0] in C and tadimsizegank) in Fortran.

The data_typeparameter can contain any data type supported by the HDF
library. These data types are listed in Table 1A in Section | of this manual.

integer function sfcreate(sd_id, name, data_type, rank,
dimsizes)

character*(*) name

integer sd_id, data_type, rank, dimsizes(*)
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SDdiminfo/sfgdinfo

intn SDdiminfo(int32dim_id, char *name int32 *size int32 *data_typeint32 *num_attr$

dim_id
name
size
data_type

num_attrs

Purpose
Return value

Description

FORTRAN

IN: Dimension identifier returned byDgetdimid
OUT: Name of the dimension

OUT:  Size of the dimension

OUT: Data type of the dimension scale

OUT: Number of attributes assigned to the dimension

Retrieves information about a dimension.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

SDdiminfo retrieves the name, size, data type, and number of values of the
dimension specified by the parametdim_id and stores them in the
parametersiame size data_type andnum_attrs respectively.

If the output value of the parametsize is set to 0, then the dimension
specified by thelim_idparameter is unlimited. To get the number of records of
an unlimited dimension, useDgetinfa

If scale information has been stored for this dimensiorsiiaetdimscalethe
data_typeparameter will contain the data type. Valid data types can be found
in Table 1A of Section | of this manual. If no scale information has been stored
for this dimension, the value returned in tleda_typeparameter will be.

If the user has not named the dimension 8@Asetdimname a default
dimension name of “fakeDim[x]” will be generated by the library, where [x]
denotes the dimension index. If the name is not desired, the pararaeter
can be set tauLLin C and an empty string in Fortran.

integer function sfgdinfo(dim_id, name, size, data_type,
num_attrs)

character*(*) name

integer dim_id, size, data_type, num_attrs
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SDend/sfend

intn SDend(int3&d_id

sd_id

Purpose
Return value

Description

FORTRAN

IN: SD interface identifier returned I§Dstart

Terminates access to an SD interface.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

SDend closes the file and frees memory allocated by the library when SD
interface activities are completed. If the calling program exits without invoking
this routine, recent changes made to the in-core file data are likely not to be
flushed to the file. Note that ea8liDstart must have a matchirgDend

integer function sfend(sd_id)

integer sd_id
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SDendaccess/sfendacc

intn SDendaccess(int32is_id

sds_id

Purpose
Return value

Description

FORTRAN

IN: Data set identifier returned I8Dcreateor SDselect

Terminates access to a data set.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

SDendaccesfrees the memory taken up by the HDF library’s data structures
devoted to the data set identified by the paransstsrid

Failing to call this routine after all operations on the specified data set are
complete may result in loss of data. This routine must be called once for each
call to SDcreateor SDselect

integer function sfendacc(sds_id)

integer sds_id
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SDfileinfo/sffinfo

intn SDfileinfo(int32sd_id int32 *num_datasetdnt32 *num_global_attrs

sd_id

num_datasets

IN: SD interface identifier returned I§Dstart

OUT: Number of data sets in the file

num_global_attrsOUT: Number of global attributes in the file

Purpose
Return value

Description

FORTRAN

Retrieves the number of data sets and the number of global attributes in a file.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

SDfileinfo returns the number of data sets in the pararmeter_datasetand

the number of global attributes in the parametem_global_attrsThe term
“global attributes” refers to attributes that are assigned to the file. The global
attributes are created WyDsetattr using an SD interface identifiesd_id
rather than a data set identifiedé_id.

The value returned by the parameterm_datasetsncludes the number of
coordinate variable data sets. To determine if the data set is a coordinate
variable, us&Discoordvar

integer function sffinfo(sd_id, num_datasets, nhum_global_attrs)

integer sd_id, num_datasets, num_global_attrs
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SDfindattr/sffattr

int32 SDfindattr(int32obj_id, char *attr_name

obj_id

attr_name

Purpose
Return value

Description

FORTRAN

IN: Identifier of the object to which the attribute is attached

IN: Name of the attribute

Finds the index of an attribute given its name.
Returns the index if successful amelL (or-1) otherwise.

SDfindattr retrieves the index of the object’s attribute with the name specified
by the parameteattr_name

The attribute is attached to the object specified by the parawigted. The
parameteobj_id can be either an SD interface identified (id, returned by
SDstart, a data set identifiers@is_id, returned bySDselect or a dimension
identifier dim_id), returned bysDgetdimid.

Wildcard characters are not allowed in the paramater name SDfindattr
searches for the name specified in the paranatemamein a case-sensitive
manner.

integer function sffattr(obj_id, attr_name)

integer obj_id

character*(*) attr_name
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SDgetcal/sfgcal

intn SDgetcal(int3%ds_id float64 *cal, float64 *cal_err, float64 *offset float64 *offset_errint32

sds_id
cal
cal_err
offset
offset_err

data_type

Purpose
Return value

Description

FORTRAN

*data_type

IN: Data set identifier returned I8Dcreateor SDselect
OUT: Calibration factor

OUT: Calibration error

OUT: Uncalibrated offset

OUT: Uncalibrated offset error

OUT: Data type of uncalibrated data

Retrieves the calibration information associated with a data set.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

SDgetcalreads the calibration record attached to the data set identified by the
parametersds_id A calibration record is comprised of four 64-bit floating
point values followed by a 32-bit integer. The information is listed in the
following table:

cal calibration factor
cal_err calibration error
offset uncalibrated offset
offset_err uncalibrated offset error
data_type data type of the uncalibrated data

The relationship between a calibrated vadaevalue and the original value
orig_value is defined asrig_value = cal * (cal_value - offset)

The variableoffset_err contains a potential error @ffset , andcal_err
contains a potential error @&l . Currently the calibration record is provided
for information only. The SD interface performs no operations on the data
based on the calibration tag.

integer function sfgcal(sds_id, cal, cal_err, offset, offset_err,
data_type)

integer sds_id, data_type

real*8 cal, cal_err, offset, offset_err

2-86

June 26, 1998



HDF Reference Manual

SDgetchunkinfo/sfgichnk

SDgetchunkinfo/sfgichnk

intn SDgetchunkinfo(int38ds_id HDF_CHUNK_DEF tdef int32 *flag)

sds_id

C only:
cdef

flag

Fortran only:
dim_length

flag

Purpose
Return value

Description

IN: Data set identifier returned I8Dcreateor SDselect

OUT: Pointer to the chunk definition

OUT: Compression flag

OUT:  Array of chunk dimensions

OUT: Compression flag

Retrieves chunking information for a data set.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

SDgetchunkinfo retrieves chunking information about the data set identified
by the parametesds_idinto the parametersdefandflag in C, and to the
parameterslim_lengthandflag in Fortran.

Currently, only information about chunk dimensions is retrieved into the
correspondingdefstructure element for each type of compression in C, and in
thedim_lengtharray in Fortran. No information on compression parameters is
available in theomp structure of theibDF_CHUNK_DERInion. Refer to the page
on SDsetchunkin this manual for specific information on thBF_CHUNK_DEF
union.

The value returned in theag parameter indicates the data set type (i.e., if the
data set is not chunked, chunked, and chunked and compressed).

If the chunk length for each dimension is not needed|. can be passed in as
the value of thedefparameter in C.

The following table shows the type of the data set, possible values ftdghe
parameter, and the correspondaagfstructure element filled with the chunk’s
dimensions.

Tvoe of Data Set Values offlag in C cdefStructure Element Filled
yp (Fortran) with the Chunk’s Dimensions
Not chunked HDF_NONE (-1) None
Chunked HDF_CHUNK (0) cdef.chunk_lengths]]
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Type of Data Set

Values offlag in C
(Fortran)

cdef Structure Element Filled
with the Chunk’s Dimensions

Chunked and compressed
with either the run-length
encoding (RLE), Skipping
Huffman or GZIP compres-
sion algorithms

HDF_CHUNK |
HDF COMP (1)

cdef.comp.chunk_lengths][]

Chunked and compressed HDF_CHUNK | :
with NBIT compression HDF NBIT (2) cdef.nbit.chunk_lengthsf]
FORTRAN integer function sfgichnk(sds_id, dim_length, flag)

integer sds_id, dim_length(*), flag
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SDgetdatastrs/sfgdtstr

intn SDgetdatastrs(int3&ls_id char 1abel, char *unit, char ¥format, char ‘toordsysintnlength

sds_id
label

unit
format
coordsys

length

Purpose
Return value

Description

FORTRAN

IN: Data set identifier returned I8Dcreateor SDselect
OUT: Label (predefined attribute)

OUT: Unit (predefined attribute)

OUT: Format (predefined attribute)

OUT: Coordinate system (predefined attribute)

IN: Maximum length of the above predefined attributes

Retrieves the predefined attributes of a data set.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

SDgetdatastrsretrieves the predefined attributes for the data set specified by
the parametesds_id The predefined attributes are label, unit, format, and
coordinate system. They are then stored in the paramabaisunit, format
andcoordsysrespectively. Refer to Section 3.10 of the HDF User’s Guide for
more information on predefined attributes.

If a particular data string is not stored, the first character of the corresponding
SDgetdatastrsparameter isd ' in C. In FORTRAN, the parameter contains an
empty string. Each string buffer must include the space to hold the null
termination character. In C, if a user does not want a string back,can be
passed in for that string. Data strings are set by eetdatastrsroutine.

integer function sfgdtstr(sds_id, label, unit, format, coordsys,
length)

integer sds_id, length

character*(*) label, unit, format, coordsys
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SDgetdimid/sfdimid

int32 SDgetdimid(int32ads_id intndim_indeX

sds_id

dim_index

Purpose

Return value

Description

FORTRAN

IN: Data set identifier returned I8Dcreateor SDselect

IN: Index of the dimension

Returns the identifier of a dimension given its index.

Returns the dimension identifiedifn_id) if successful andraiL (or -1)
otherwise.

SDgetdimid returns the identifier of the dimension specified by its index, the
parametedim_index

The dimension indels a nonnegative integer and is less than the total number
of data set dimensions returned®pgetinfo.

integer function sfdimid(sds_id, dim_index)

integer sds_id, dim_index
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SDgetdimscale/sfgdscale

intn SDgetdimscale(int3@im_id, VOIDP scale_buf

dim_id

scale_buf

Purpose
Return value

Description

FORTRAN

IN: Dimension identifier returned b$Dgetdimid

OUT: Buffer for the scale values

Retrieves the scale values for a dimension.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

SDgetdimscaleretrieves the scale values of the dimension identified by the
parametedim_idand stores the values in the bufeale_buf

SDdiminfo should be used to determine whether a scale has been set for the
dimension, i.e., that the dimension scale data type is a valid HDF data typg (not
Also useSDdiminfo to obtain the number of scale values for space allocation
before callingSDgetdimscale

It is not possible to read a subset of the scale vaBiggetdimscalereturns all
of the scale values stored with the given dimension.

integer function sfgdscale(dim_id, scale_buf)

integer dim_id

<valid numeric data type> scale_buf(*)
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SDgetdimstrs/sfgdmstr

intn SDgetdimstrs(int3&8im_id char 1abel, char “unit, char format, intn length

dim_id
label
unit
format

length

Purpose
Return value

Description

FORTRAN

IN: Dimension identifier returned b$Dgetdimid
OUT: Label (predefined attribute)

OUT: Unit (predefined attribute)

OUT: Format (predefined attribute)

IN: Maximum length of the above predefined attributes

Retrieves the predefined attributes of a dimension.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

SDgetdimstrsretrieves the predefined attributes associated with the dimension
identified by the parametetim_id The predefined attributes are label, unit,
and format. These predefined attributes are stored in the pararadtels
unit, andformat respectively. Refer to Section 3.10 of the HDF User’s Guide
for more information on predefined attributes.

If a particular data string was not stored, the first character of the
correspondingDgetdimstrsparameter isd . Each string buffer must include
space for the null termination character. If a user does not want a string
returned, the corresponding parameter can be setitoin C and an empty
string in Fortran. The predefined attributes are s&byetdimstrs

integer function sfgdmstr(dim_.id, label, unit, format, length)

integer dim_id, length

character*(*) label, unit, format
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SDgetfillvalue/sfgfill/sfgcfill

intn SDgetffillvalue(int3%ds_id VOIDP fill_value)

sds_id

fill_value

Purpose

Return value

Description

FORTRAN

IN: Data set identifier returned I8Dcreateor SDselect

OUT: Buffer for the returned fill value

Reads the fill value of a data set, if the value has been set.

Returnssucceen(or 0) if a fill value is retrieved andaiL (or-1) otherwise,
including when the fill value is not set.

SDgetfillvalue reads the fill value which has been set for the data set specified
by the parametesds_id It is assumed that the data type of the fill value is the
same as that of the data set.

Note that there are two FORTRAN-77 versions of this routgfigfill and
sfgcfill. The sfgfill routine reads numeric fill value data asfycfill reads
character fill value data.

integer function sfgfill(sds_id, fill_value)

integer sds_id

<valid numeric data type> fill_value

integer function sfgcfill(sds_id, fill_value)

integer sds_id

character*(*) fill_value
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SDgetinfo/sfginfo

intn SDgetinfo(int3Xds_id char sds_namgint32 *rank, int32dimsizef, int32 *data_typeint32

*num_attry
sds_id IN: Data set identifier returned t§DcreateandSDselect
sds_name OUT: Name of the data set
rank OUT: Number of dimensions in the data set
dimsizes OUT:  Array containing the size of each dimension in the data set
data_type OUT: Data type for the data stored in the data set
num_attrs OUT: Number of attributes for the data set
Purpose Retrieves the name, rank, dimension sizes, data type and number of attributes

for a data set.
Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description SDgetinforetrieves the name, number of dimensions, sizes of dimensions, data
type, and number of attributes of the data set identifieddsy id and stores
them in the parametessls_namerank, dimsizesdata_type andnum_attrs
respectively.

The buffersds_namean have at mosté characters. If the name of the data set
is not desired, then the paramesels_namecan be set tonuLL in C and an
empty string in Fortran.

The maximum value of thenk parameter imMAX_VAR_DIMYOr 32).

If the data set is created with an unlimited dimension, then in the C interface,
the first element of thdimsizesarray (corresponding to the slowest-changing
dimension) contains the number of records in the unlimited dimension; in the
FORTRAN-77 interface, the last element of theasizesarray (corresponding

to the slowest-changing dimension) contains this information SI8srecord

to determine if the data set has an unlimited dimension.

FORTRAN integer function sfginfo(sds_id, sds_name, rank, dimsizes,
data_type, num_attrs)
character*(*) sds_name
integer sds_id, rank, dimsizes(*)

integer data_type, num_attrs
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SDgetrange/sfgrange

intn SDgetrange(int38ds_id VOIDP max VOIDP min)

sds_id IN: Data set identifier returned [§Dcreateor SDselect
max OUT: Maximum value of the range
min OUT: Minimum value of the range
Purpose Retrieves the maximum and minimum values of the range.

Return value Returnssucceer{or 0) if successful andAiL (or-1 ) otherwise.

Description SDgetrangeretrieves the maximum value of the range into the paranmmeter
and the minimum value into the parametén. The maximum and minimum
values must be previously set via a calb@setrange

It is assumed that the data type for the maximum and minimum range values
are the same as that of the data.

FORTRAN integer function sfgrange(sds_id, max, min)

integer sds_id

<valid numeric data type> max, min
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SDidtoref/sfid2ref

int32 SDidtoref(int3%ds_id

sds_id

Purpose
Return value

Description

FORTRAN

IN: Data set identifier returned [§Dcreateor SDselect

Returns the reference number assigned to a data set.
Returns the data set reference numbsunccessful angaiL (or-1) otherwise.

SDidtoref returns the reference number of the data set specified by the
parametesds_id The reference number is assigned by the HDF library when
the data set is created. The specified reference number can be used to add the
data set to a vgroup as well as a means of using the HDF annotations interface
to annotate the data set.

integer function sfid2ref(sds_id)

integer sds_id
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SDiscoordvar/sfiscvar

intn SDiscoordvar(int38ds_id

sds_id IN: Data set identifier returned I8Dcreateor SDselect

Purpose Determines if a data set is a coordinate variable.

Return value ReturnsTRUE (or 1) if the data set is a coordinate variable, &adse (or 0)
otherwise.

Description SDiscoordvardetermines if the data set specified by the paramsdteridis a

coordinate variable.

Coordinate variables are created to store metadata associated with dimensions.
To ensure compatibility with netCDF, coordinate variables are implemented as
data sets.

FORTRAN integer function sfiscvar(sds_id)

integer sds_id
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SDisdimval_bwcomp/sfisdmvc

intn SDisdimval_bwcomp(int3dim_id)

dim_id

Purpose

Return value

Description

FORTRAN

IN: Dimension identifier returned b$Dgetdimid

Determines whether a dimension has the old and new representations or the
new representation only.

Refer to theHDF User’s Guide Chapter 3, titledsD Scientific Data Sets (SD
API), for information on old and new dimension representations.

Returns sD_DIMvAL_BW_comMP (or 1) if backward compatible,
SD_DIMVAL_BW_INCOMP (or 0) if incompatible FaiL (or-1) if error.

SDisdimval_bwcomp will flag the dimension specified by the parameter
dim_id as backward-compatible if a vdata with a class name of “DimVal0.0”
does not exist in the vgroup for that dimension. If the vdata does exist, the
specified dimension will be identified b$Disdimval_bcompas backward-
incompatible.

The compatibility mode can be changed by callSBDsetdimval_compat any
time between the calls ®Dstart andSDend

integer function sfisdmvc(dim_id)

integer dim_id
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SDisrecord/sfisrcrd

int32 SDisrecord(int32ds_id

sds_id

Purpose
Return value

Description

FORTRAN

IN: Data set identifier returned I8Dcreateor SDselect

Determines whether a data set is appendable.
ReturnstrRUE(or 1) if the data set is appendable, aadsE (or 0) otherwise.

SDisrecord will determine if the data set specified by the paramsder idis
appendable, which means that the slowest-changing dimension was declared
unlimited when the data set was created.

integer sfisrcrd(sd_id)

integer sd_id
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SDnametoindex/sfn2index

int32 SDnametoindex(int3&d_id char sds_namg

sd_id

sds_name

Purpose

Return value

Description

FORTRAN

IN: SD interface identifier returned I§Dstart

IN: Name of the data set

Determines the index of a data set given its name.

Returns the index of the data sedlq indexif the data set is found amaiL
(or-1) otherwise.

SDnametoindexreturns the index of the data set with the name specified by
the parametesds_nameThe routine does not accept wildcards in the specified
data set name. It also searches on that name in a case-sensitive manner. If there
are more than one data set with the same name, the routine will return the index
of the first one.

integer function sfn2index(sd_id, sds_name)

integer sd_id

character*(*) sds_name
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SDreadattr/sfrnatt/sfrcatt

intn SDreadattr(int3®bj_id, int32attr_index VOIDP attr_buf)

obj_id
attr_index

attr_buf

Purpose
Return value

Description

FORTRAN

IN: Identifier of the object the attribute is attached to
IN: Index of the attribute to be read

OUT: Buffer for the attribute values

Reads the values of an attribute.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

SDreadattr reads the values of the attribute specified by the parameter
attr_indexand stores the values in the bufétr_buf It is assumed that the
user has calle&Dattrinfo to retrieve the number of attribute values and
allocate sufficient space for the buffer. Note that the routine does not read a
subset of attribute values.

The value obbj_id can be either an SD interface identifisd (id), returned by
SDstart, a data set identifiers@is_id, returned bySDselect or a dimension
identifier dim_id), returned bysDgetdimid.

The value ofattr_indexis a positive integer and is less than the total number of
attributes. The index value can be obtained using the rol8iDeametoindex

and SDreftoindex The total number of attributes for the object can be
obtained using the routinesSDgetinfo, SDattrinfo, SDdiminfo and
SDfileinfo.

Note that this routine has two FORTRAN-77 versi@imatt andsfrcatt. The
sfrnatt routine reads numeric attribute data asficatt reads character
attribute data.

integer function sfrnatt(obj_id, attr_index, attr_buffer)

integer obj_id, attr_index

<valid numeric data> attr_buffer(*)

integer function sfrcatt(obj_id, attr_index, attr_buffer)

integer obj_id, attr_index

character*(*) attr_buffer
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SDreadchunk/sfrchnk/sfrcchnk

intn SDreadchunk(int38ds_id int32 *origin, VOIDP datap

sds_id IN: Data set identifier returned I8Dcreateor SDselect
origin IN: Origin of the chunk to be read

datap OUT: Buffer for the chunk to be read

Purpose Reads a data chunk from a chunked data set.

Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description SDreadchunk reads the entire chunk of data from the chunked data set
identified by the parametesds_id and stores the data in the buftiatap
Reading starts at the location specified by the pararogtgn. SDreadchunk
is used when an entire chunk of data is to be 8&deaddatais used when
the read operation is to be done regardless of the chunking scheme used in the
data set.

The parameteorigin specifies the coordinates of the chunk according to the
chunk position in the chunked array. Refer to the Chapter 3 ¢fDiteUser’s
Guide titled Scientific Data Sets (SD APRIfor a description of the
organization of chunks in a data set.

SDreadchunkwill returnrFAIL (or-1) when an attempt is made to read from a
non-chunked data set.

Note that there are two FORTRAN-77 versions of this routine; one for numeric
data éfrchnk) and one for character datfrcchnk).

FORTRAN integer sfrchnk(sds_id, origin, datap)

integer sds_id, origin(*)

<valid numeric data type> datap(*)

integer sfrcchnk(sds_id, origin, datap)

integer sds_id, origin(*)

character*(*) datap(*)
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SDreaddata/sfrdata/sfrcdata

intn SDreaddata(int32ds_id int32 starf], int32 stridd], int32 edgd], VOIDP buffer)

sds_id
start

stride

edge

buffer

Purpose

Return value

Description

IN: Data set identifier returned I8Dcreateor SDselect

IN: Array specifying the starting location from where data is read

IN: Array specifying the interval between the values that will be read
along each dimension

IN: Array specifying the number of values to be read along each
dimension

OUT: Buffer to store the data read

Reads a subsample of data from a data set or coordinate variable.

Returnssucceen(or 0) if successful or if the data set or coordinate variable
contains no data armhiL (or-1) otherwise.

SDreaddata reads the specified subsample of data from the data set or
coordinate variable identified by the parametgs_id The read data is stored

in the bufferbuffer The subsample is defined by the paramedtas, stride
andedge

The arraystart specifies the starting position from where the subsample will be
read. Valid values of each element in the astayt are from 0 to the size of the
corresponding dimension of the data set - 1. The dimension sizes are returned
by SDgetinfa

The arrayedge specifies the number of values to read along each data set
dimension.

The arraystride specifies the reading pattern along each dimension. For
example, if one of the elements of the arsaide is 1, then every element
along the corresponding dimension of the data set will be read. If one of the
elements of the arragtride is 2, then every other element along the
corresponding dimension of the data set will be read, and so on. Specifying
stride value ofNuLL in the C interface or setting all values of the astide

to 1 in either interface specifies the contiguous reading of data. If all values in
the arraystride are set to 0SDreaddatareturnsraiL (or-1). No matter what
stride value is provided, data is always placed contiguously in the buffer.

When reading data from a “chunked” data set usiBDreaddata
consideration should be given to the issues presented in the section on
chunking in Chapter 3 of the HDF User’s Manual, titeclentific Data Sets

(SD APl)and Chapter 13 of the HDF User’s Manual, tittléldF Performance
Issues

Note that there are two FORTRAN-77 versions of this routsfielata and
sfrcdata. Thesfrdata routine reads numeric scientific data afiddata reads
character scientific data.
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FORTRAN integer function sfrdata(sds_id, start, stride, edge, buffer)

integer sds_id, start(*), stride(*), edge(*)

<valid numeric data type> buffer(*)

integer function sfrcdata(sds_id, start, stride, edge, buffer)

integer sds_id, start(*), stride(*), edge(*)

character*(*) buffer
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SDreftoindex/sfref2index

int32 SDreftoindex(int33d_id int32sds_ref

sd_id IN: SD interface identifier returned I§Dstart
sds_ref IN: Reference number of the data set
Purpose Returns the index of a data set given the reference number.

Return value Returns the index of the data sedq indexif the data set is found amaiL
(or-1) otherwise.

Description SDreftoindexreturns the index of a data set identified by its reference number,
sds_ref

The value ofds_indexeturned bysDreftoindex can be passed gDselectto
obtain a data set identifiesds_id.

FORTRAN integer function sfref2index(sd_id, sds_ref)

integer sd_id, sds_ref
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SDselect/sfselect

int32 SDselect(int32d_id int32sds_index

sd_id

sds_index

Purpose

Return value

Description

FORTRAN

IN: SD interface identifier returned I§Dstart

IN: Index of the data set

Obtains the data set identifiexds_id of a data set.

Returns the data set identifiesd6_id if successful andraiL (or -1 )
otherwise.

SDselectobtains the data set identifiexds_ig of the data set specified by its
index,sds_index

The integration with netCDF has required that a dimension (or coordinate
variable) is stored as a data set in the file. Therefore, the valsgsoindex

may correspond to the coordinate variable instead of the actual data set. Users
should use the routir@Discoordvarto determine whether the given data set is

a coordinate variable.

The value okds_indexs greater than or equal to 0 and less than the number of
data sets in the file. The total number of data sets in a file may be obtained
from a call toSDfileinfo. TheSDnametoindexroutine can be used to find the
index of a data set if its name is known.

integer function sfselect(sd_id, sds_index)

integer sd_id, sds_index
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SDsetattr/sfsnatt/sfscatt

intn SDsetattr(int3®bj_id, char *attr_name int32data_type int32count VOIDP valueg

obj_id
attr_name
data_type
count

values

Purpose
Return value

Description

FORTRAN

IN: Identifier of the object the attribute is to be attached to
IN: Name of the attribute

IN: Data type of the values in the attribute

IN: Total number of values to be stored in the attribute

IN: Data values to be stored in the attribute

Attaches an attribute to an object.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

SDsetattrattaches the attribute to the object specified bytjeid parameter.

The attribute is defined by its nanafr_name data typedata_type number

of attribute values;ount and the attribute valuegalues SDsetattr provides a
generic way for users to define metadata. It implements the label = value data
abstraction.

The value ofobj_id can be an SD interface identifiesd(_id, returned by
SDcreate a data set identifies{s_id, returned bySDselect or a dimension
identifier dim_id), returned bysDgetdimid.

If an SD interface identifiers@_id is specified as thebj_id parameter, a
global attribute is created which applies to all objects in the file. If a data set
identifier (sds_id is specified as thebj_id parameter, an attribute is attached
to the specified data set. If a dimension identifegm(_id) is specified as the
obj_id parameter, an attribute is attached to the specified dimension.

Theattr_nameargument can be any ASCII string.

The data_typeparameter can contain any data type supported by the HDF
library. These data types are listed in Table 1A in Section | of this manual.

Attribute values are passed in the parametdues The number of attribute
values is defined by theountparameter. If more than one value is stored, all
values must have the same data type. If an attribute with the given name, data
type and number of values exists, it will be overwritten.

Note that there are two FORTRAN-77 versions of this routsfienatt and
sfscatt The sfsnatt routine writes numeric attribute data asfdcatt writes
character attribute data.

integer function sfsnatt(obj_id, attr_name, data_type, count,
values)

integer obj_id, data_type, count
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character*(*) attr_name

<valid numeric data type> values(*)

integer function sfscatt(obj_id, attr_name, data_type, count,
values)

integer obj_id, data_type, count

character*(*) attr_name, values
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SDsetblocksize/sfsblsz

intn SDsetblocksize(int3&d_id int32block_siz§

sd_id IN: SD interface identifier returned I§Dstart
block_size IN: Size of the block in bytes
Purpose Sets the block size used for storing data sets with unlimited dimensions.

Return value Returnssucceep(or 0) if successful andaiL (or-1 ) otherwise.

Description SDsetblocksizesets the block size defined in the parambteck_sizefor all
data sets in the fil&SDsetblocksizeis used when creating new data sets only;
it has no effect on pre-existing data sets.

SDsetblocksizemust be used after calls 8Dcreateor SDselectand before
the call toSDwritedata.

Theblock_sizgparameter should be set to a multiple of the desired buffer size.

FORTRAN integer sfsblsz(sd_id, block_size)

integer sd_id, block_size
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SDsetcal/sfscal

intn SDsetcal(int32ds_id float64cal, float64cal_err, float64offset float64offset_errint32

sds_id
cal
cal_err
offset
offset_err

data_type

Purpose
Return value

Description

FORTRAN

data_type
IN: Data set identifier returned I8Dcreateor SDselect
IN: Calibration factor
IN: Calibration error
IN: Uncalibrated offset
IN: Uncalibrated offset error
IN: Data type of uncalibrated data

Sets the calibration information.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

SDsetcalstores the calibration record associated with a data set. A calibration
record contains the following information:

cal Calibration factor
cal_err Calibration error
offset Uncalibrated offset
offset_err Uncalibrated offset error
data_type Data type of uncalibrated data

The relationship between a valdel_value stored in a data set and the
original value is defined astig_value = cal * (cal_value - offset).

The variableoffset_err contains a potential error @ffset , andcal_err
contains a potential error @&l . Currently the calibration record is provided
for information only. The SD interface performs no operations on the data
based on the calibration tag.

The calibration information is automatically cleared after a célDoeaddata
or SDwritedata. ThereforeSDsetcalmust be called once for each data set that
is to be read or written.

integer function sfscal(sds_id, cal, cal_err, offset, offset_err,
data_type)
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integer sds_id, data_type

real*8 cal, cal_err, offset, offset_err
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SDsetchunk/sfschnk

intn s(int32sds_id HDF_CHUNK_DEFcdef int32flag)

sds_id IN: Data set identifier returned I8Dcreateor SDselect
C only:

cdef IN: Pointer to the chunk definition

flag IN: Compression flag

Fortran only:

dim_length IN: Chunk dimensions array

comp_flag IN: Type of compression

comp_prm IN: Compression parameters array

Purpose Sets the chunk size and the compression method, if any, of a data set.

Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description SDsetchunkmakes the data set specified by the paranseterida chunked
data set according to the chunking and compression information provided in
the parametergdef and flag in C, and in the parameter®mp_typeand
comp_prmin Fortran.

C only:

The parameteflag specifies the type of the data set, i.e., if the data set is
chunked or chunked and compressed with either RLE, Skipping Huffman,
GZIP or NBIT compression methods. Valid valuefiaj areHDF_CHUNK for a
chunked data seHDF_CHUNK | HDF_compfor a chunked data set compressed
with RLE, Skipping Huffman and GZIP compression methods, and
HDF_CHUNK | HDF_NBITfor a chunked NBIT-compressed data set.

Chunking and compression information is passed in the paraowdg€rThe
parametercdefhas a type ofiDF_CHUNK_DEF,defined in the HDF library as
follows:
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typedef union hdf_chunk_def_u

{
int32 chunk_lengths[2]; /* chunk lengths along each dim */

struct

{

int32 chunk_lengths[2];

int32 comp_type; [* compression type */
struct comp_info cinfo;

} comp;

struct

{
int32 chunk_lengths[2];
intn start_bit;
intn bit_len;
intn sign_ext;
intn fill_one;
} nbit;
} HDF_CHUNK_DEF

There are three pieces of chunking and compression information which should
be specified: chunking dimensions, compression type, and, if needed,
compression parameters.

If the data set is chunked, i.fag value isHDF_CHUNKthenchunk_lengths[]
elements ofcdefunion gdef.chunk_lengths ) have to be initialized to the
chunk dimensions.

If data set is chunked and compressed using RLE, Skipping Huffman or GZIP
methods (i.e.flag value is set up t®iDF_CHUNK | HDF_comp, then the
elements chunk_lengths][] of the structurecomp in the union cdef
(cdef.comp.chunk_lengths ) have to be initialized to the chunk dimensions.

If data set is chunked and NBIT compression is applied fleg.values is set
up to HDF_CHUNK | HDF_NBIT), then the elementshunk_lengths[] of the

structurenbit in the unioncdef (cdef.nbit.chunk_lengths 1) have to be
initialized to the chunk dimensions.

Compression types are passed in the fietop_type of the structureinfo
which is an element of the structureomp in the union cdef
(cdef.comp.cinfo.comp_type ). Valid compression types areOMP_CODE_RLE
for RLE, comP_cODE_skPHUKer Skipping HuffmanCcoMP_CODE_DEFLATBr
GZIP compression.

For Skipping Huffman and GZIP compression parameters are passed in
corresponding fields of the structuiefo . Specify skipping size for Skipping
Huffman compression in the fielddef.comp.cinfo.skphuff.skp_size .
Specify deflate level for GZIP compression in the field
cdef.comp.cinfo.deflate_level . Valid values of deflate levels are integers
between 1 and 9 inclusive.

Refer to theSDsetcompresspage in this manual for the definition of the
structurecomp_info .

NBIT compression parameters are specified in the figdisbit , bit_len
sign_ext , andfil_one in the structurebit of the unioncdet
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Fortran only:
Thedim_lengtharray specifies the chunk dimensions.

The comp_typeparameter specifies the compression type. Valid compression
types and their values are defined in the hdf.inc file, and are listed below.

COMP_CODE_NONar 0) for uncompressed data
comP_CODE_RLUfor 1) for data compressed using the RLE compression
algorithm
comP_CODE_NBIfor 2) for data compressed using the NBIT compression
algorithm
COMP_CODE_SkPHUfer 3) for data compressed using the Skipping Huffman
compression algorithm
COMP_CODE_DEFLATEr 4) for data compressed using the GZIP compression
algorithm
The comp_prnfl) parameter specifies the skipping size for the Skipping
Huffman compression method and the deflate level for the GZIP compression
method.

For NBIT compression, the four elements of the anayp_prm correspond
to the four NBIT compression parameters listed in the structtire. The
value ofcomp_prnfl) should be set to the value gért_bit , the value of
comp_prng2) should be set to the valuebaflen , the value otomp_prn(3)
should be set to the value ©i§n_ext , and the value ofomp_prn@) should
be set to the value d@fi_one . See theiDF_CHUNK_DERENion description and
the description of SDsetnbitdataset function for NBIT compression
parameters definitions.

FORTRAN integer sfschnk(sds_id, dim_length, comp_type, comp_prm)

integer sds_id, dim_length, comp_type, comp_prm(*)
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SDsetchunkcache/sfscchnk

intn SDsetchunkcache(int32s_id int32maxcachgint32 flag)

sds_id
maxcache

flag

Purpose

Return value

Description

FORTRAN

IN: Data set identifier returned I8Dcreateor SDselect
IN: Maximum number of chunks in the cache
IN: Flag determining the behavior of the routine

Sets the size of the chunk cache.

Returns the maximum number of chunks that can be cached (the value of the
parametemaxcachgif successful andaiL (or-1) otherwise.

SDsetchunkcachesets the size of the chunk cache to the value of the
parametemaxcache

Currently the only allowed value of the paramdltag is 0, which designates
default operation.

By default, when a generic data set is promoted to be a chunked data set, the
parametemaxcachas set to the number of chunks along the fastest changing
dimension and a cache for the chunks is created.

If the chunk cache is full and the value of the parammigxcachds greater

then the currenhaxcacheralue, then the chunk cache is reset to the new value
of maxcache Otherwise the chunk cache remains at the current value of
maxcachelf the chunk cache is not full, then the chunk cache is set to the new
value ofmaxcacheonly if the newmaxcachevalue is greater than the current
number of chunks in the cache.

Do not set the value ghaxcachdo be less than the number of chunks along
the fastest-changing dimension of the biggest slab to be written or read via
SDreaddataor SDwritedata. Doing this will cause internal thrashing. See the
section on chunking in Chapter 13 of the HDF User’'s Guide, tided
Performance Issue$or more information on this.

integer sfscchnk(sds_id, maxcache, flag)

integer sds_id, maxcache, flag
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SDsetcompress/sfscompress

intn SDsetcompress(int32s_id int32comp_typecomp_info t_infg)

sds_id

comp_type

C only:

c_info

Fortran only:

comp_prm

Purpose
Return value

Description

IN: Data set identifier returned I8Dcreateor SDselect
IN: Compression method

IN: Pointer to thecomp_info  union

IN: Compression parameters array

Compresses the data set with the specified compression method.
Returnssucceep(or 0) if successful andAiL (or-1 ) otherwise.

SDsetcompresscompresses the data set identified by the paranseterid
according to the compression method specified by the paracwetgy_typeand

the compression information specified by the parameténfo in C and
comp_prmin Fortran.SDsetcompressompresses the data set data at the time it
is called, not during the next call 8Dwritedata.

SDsetcompresss a simplified interface to thidCcreate routine and should be
used instead oHCcreate unless the user is familiar with working with the
lower-level routines.

The parametecomp_typeis the compression type definition and is set to
COMP_CODE_RLfor 1) for run-length encoding (RLE§OMP_CODE_SKPHUKPr

3) for Skipping Huffmancomp_coDE_DEFLAT@®r 4) for GZIP compression, or
COMP_CODE_NON@r 0) for no compression.

The parametec_infois a pointer to a union structure of tyg@np_info . This
union structure is defined as follows:
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FORTRAN

typedef union tag_comp_info

{

struct

{

/* Not used by SDsetcompress */
}ipeg;

struct

{
/* Not used by SDsetcompress */
} nbit;

struct
{ I* struct to contain info about how to compress */
[* size of the elements when skipping */
intn skp_size;
} skphuff;

struct

{ * struct to contain info about how to compress */

/* or decompress a gzip encoded dataset */

/* how hard to work when compressing data */
intn level;

} deflate;

} comp_info;

The skipping size for the Skipping Huffman algorithm is specified in the field
c_info.skphuff.skp_size in C and in the parameteomp_prnl) in
Fortran.

The deflate level for the GZIP algorithm is specified in the
c_info.deflate.level field in C and in the parameteomp_prnfl) in the
Fortran.

integer sfscompress(sds_id, comp_type, comp_prm)

integer sds_id, comp_type, comp_prm(*)
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SDsetdatastrs/sfsdtstr

intn SDsetdatastrs(int321s_id char 1abel, char *unit, char format char toordsy$

sds_id
label
unit
format

coordsys

Purpose
Return value

Description

FORTRAN

IN: Data set identifier returned I8Dcreateor SDselect
IN: Label (predefined attribute)

IN: Unit (predefined attribute)

IN: Format (predefined attribute)

IN: Coordinate system (predefined attribute)

Sets the predefined attributes for a data set.
Returnssucceeroro ) if successful angaiL (or-1) otherwise.

SDsetdatastrssets the predefined attributes of the data set, identified by
sds_id to the values specified in the parametiisel, unit, format and
coordsys The predefined attributes are label, unit, format, and coordinate
system. If the user does not want a string returned, the corresponding
parameter can be setnoLLin C and an empty string in Fortran.

For more information about predefined attributes, refer to Section 3.10 of the
HDF User’s Guide.

integer function sfsdtstr(sds_id, label, unit, format, coordsys)

integer sds_id

character*(*) label, unit, format, coordsys
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SDsetdimname/sfsdmname

intn SDsetdimname(int3@m_id char dim_namg

dim_id

dim_name

Purpose
Return value

Description

FORTRAN

IN: Dimension identifier returned byDgetdimid

IN: Name of the dimension

Assigns a name to a dimension.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

SDsetdimnamesets the name of the dimension identified by the parameter
dim_idto the value specified in the parameden_name Dimensions that are
not explicitly named by the user will have the default name of “fakeDim[x]”
specified by the HDF library, where [x] denotes the dimension index.

If another dimension exists with the same name it is assumed that they refer to
the same dimension object and changes to one will be reflected in the other. If
the dimension with the same name has a different size, an error condition will
result.

Naming dimensions is optional but encouraged.

The length of the parametéim_namecan be at most 64 characters.

integer function sfsdmname(dim_id, dim_name)

integer dim_id

character*(*) dim_name
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SDsetdimscale/sfsdscale

intn SDsetdimscale(int3@im_id, int32count int32data_type VOIDP data)

dim_id
count
data_type

data

Purpose
Return value

Description

FORTRAN

IN: Dimension identifier returned byDgetdimid

IN: Total number of values along the dimension
IN: Data type of the values along the dimension
IN: Value of each increment along the dimension

Stores the values of a dimension.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

SDsetdimscalestores scale information for the dimension identified by the
parameterdim_id Note that it is possible to store dimension scale values
without naming the dimension.

For fixed-size arrays, the value cbunt must be equal to the the dimension
size or the routine will fail.

Note that, due to the existence of the paramdta_type the dimension
scales need not have the same data type as the data set.

integer function sfsdscale(dim_id, count, data_type, data)

integer dim_id, count, data_type

<valid data type> data(*)
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SDsetdimstrs/sfsdmstr

intn SDsetdimstrs(int3d8im_id, char 1abel, char “unit, char formaf)

dim_id
label
unit

format

Purpose
Return value

Description

FORTRAN

IN: Dimension identifier returned byDgetdimid
IN: Label (predefined attribute)

IN: Unit (predefined attribute)

IN: Format (predefined attribute)

Sets the predefined attribute of a dimension.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

SDsetdimstrs sets the predefined attribute (label, unit, and format) for a
dimension and its scale to the values specified in the parartaielunit and
format If a parameter is set taJLL in C and an empty string in Fortran, then
the attribute corresponding to that parameter will not be written. For more
information about predefined attributes, refer to Section 3.10 of the HDF
User’s Guide.

integer function sfsdmstr(dim_id, label, unit, format)

integer dim_id

character*(*) label, unit, format
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SDsetdimval_comp/sfsdmvc

intn SDsetdimval_comp(int3@m_id intn comp_mode

dim_id

comp_mode

Purpose

Return value

Description

FORTRAN

IN: Dimension identifier returned byDgetdimid

IN: Compatibility mode to be set

Determines whether a dimensiwiill have the old and new representations or
the new representation only.

Returnssucceeb(or 0) if successful andaiL (or-1) otherwise.

SDsetdimval_compsets the compatibility mode specified by tteanp_mode
parameter for the dimension identified by tden_id parameter. The two
possible compatibility modes are: “backward-compatible” mode, which
implies that the old and new dimension representations are written to the file,
and “backward-incompatible” mode, which implies that only the new
dimension representation is written to the file.

Unlimited dimensions are always backward-compatible, therefore
SDsetdimval_comptakes no action on unlimited dimensions.

As of HDF version 4.1r1, the default mode is backward-incompatible.
Subsequent calls t8Dsetdimval_compwill override the settings established
in previous calls to the routine.

The comp_modeparameter can be set 8»_DIMVAL_BW_coMfor 1), which
specifies backward-compatible mode,sor DIMVAL_BW_INCOMEOr 0), which
specifies backward-incompatible mode.

integer function sfsdmvc(dim_id, comp_mode)

integer dim_id, comp_mode

2-122

June 26, 1998



HDF Reference Manual

SDsetexternalfile/sfsextf

SDsetexternalfile/sfsextf

intn SDsetexternalfile(int38ds_id char filename int32 offse}

sds_id
filename

offset

Purpose
Return value

Description

FORTRAN

IN: Data set identifier returned I8Dcreateor SDselect
IN: Name of the external file
IN: Number of bytes from the beginning of the external file to where the

data will be written

Stores data in an external file.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

SDsetexternalfile allows users to move the actual data values (i.e., not
metadata) of a data sedds_id into the external data file named by the
parametefilename and started at the offset specified by the paranoétest

The metadata remains in the original file. Note that this routine works only
with HDF post-version 3.2 files.

Data can only be moved once for any given data set, and it is the user's
responsibility to make sure the external data file is kept with the “original” file.

If the data set already exists, its data will be moved to the external file. Space
occupied by the data in the primary file will not be released. To release the
space in the primary file use théfpack command-line utility. If the data set
does not exist, its data will be written to the external file during the consequent
calls toSDwritedata.

See the Reference Manual entriesHidtsetcreatedir andHXsetdir for more
information on the options available for accessing external files.

integer function sfsextf(sds_id, file_name, offset)

integer sds_id, offset

character*(*) file_name
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SDsetfillmode/sfsfimd

intn SDsetfillmode(int32d_id intnfil_mode

sd_id

fill_mode

Purpose

Return value

Description

FORTRAN

IN: SD interface identifier returned I§Dstart

IN: Fill mode

Sets the current fill mode of a file.

Returns the fill mode value before it was reset if successfuFamd(or-1)
otherwise.

SDsetfillmodeapplies the fill mode specified by the paramétemode to all
data sets contained in the file identified by the paranseteid

Possible values ofill_mode are sD_FiLL (or 0) and SD_NOFILL (Or 256).
SD_FILL is the default mode, and indicates that fill values will be written when
the data set is createsb NOFILL indicates that fill values will not be written.

When a data set without unlimited dimensions is created, by default the first
SDwritedata call will fill the entire data set with the default or user-defined
fill value (set bySDsetfillvalue). In data sets with an unlimited dimension , if a
new write operation takes place along the unlimited dimension beyond the last
location of the previous write operation, the array locations between these
written areas will be initialized to the user-defined fill value, or the default fill
value if a user-defined fill value has not been specified.

If it is certain that all data set values will be written before any read operation
takes place, there is no need to write the fill values. Simphs&adetfillmode

with fill_modevalue set tsD_NOFILL, which will eliminate all fill value write
operations to the data set. For large data sets, this can improve the speed by
almost 50%.

integer function sfsfimd(sd_.id, fill_mode)

integer sd_id, fill_mode
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SDsetfillvalue/sfsfill/sfscfill

intn SDsetffillvalue(int3Zds_id VOIDPfill_value)

sds_id

fill_value

Purpose
Return value

Description

FORTRAN

IN: Data set identifier returned I8Dcreateor SDselect

IN: Fill value

Sets the fill value for a data set.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

SDsetfillvalue sets the fill value specified by tHi#l_value parameter for the
data set identified by theds_idparameter.

The fill value is assumed to have the same data type as the data set.

It is recommended to caliDsetfillvalue before writing data.

integer function sfsfill(sds_id, fill_value)

integer sds_id

<valid numeric data type> fill_value

integer function sfscfill(sds_id, fill_value)

integer sds_id

character*(*) fill_value
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SDsetnbitdataset/sfsnbit

intn SDsetnbitdataset(int32s_id intn start_bit intn bit_len, intn sign_ext intnfill_one)

sds_id
start_bit
bit_len
sign_ext

fill_one

Purpose
Return value

Description

IN: Data set identifier returned I8Dcreateor SDselect
IN: Leftmost bit of the field to be written

IN: Length of the bit field to be written

IN: Sign extend specifier

IN: Background bit specifier

Specifies a non-standard bit length for the data set values.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

SDsetnbitdatasetllows the HDF user to specify that the data set identified by
the parametesds_idcontains data of a non-standard length defined by the
parametersstart_bit and bit_len Additional information about the non-
standard bit length decoding are specified in the paramstgns extand
fill_one.

Any length between 1 and 32 bits can be specified. SEsetnbitdatasethas

been called for the data set array, any read or write operations will involve a
conversion between the new data length of the data set array and the data
length of the read or write buffer.

Bit lengths of all data types are counted from the right of the bit field starting
with 0. In a bit field containing the valuesi11011 , bits 2 and 7 are set to
and all the other bits are setito

The start_bit parameter specifies the leftmost position of the variable-length
bit field to be written. For example, in the bit field described in the preceding
paragraph atart_bit parameter set te would correspond to the fourth bit
value of1 from the right.

The bit_len parameter specifies the number of bits of the variable-length bit
field to be written. This number includes the starting bit and the count proceeds
toward the right end of the bit field - toward the lower-bit numbers. For
example, starting at bit 5 and writing 4 bits of the bit field described in the
preceding paragraph would result in the bit fieldo being written to the data

set. This would correspond tcstart_bitvalue ofs and abit_lenvalue of4.

The sign_ext parameter specifies whether to use the leftmost bit of the
variable-length bit field to sign-extend to the leftmost bit of the data set data.
For example, if 9-bit signed integer data is extracted from bits 17-25 and the bit
in position 25 ig, then when the data is read back from disk, bits 26-31 will be
set to1. Otherwise bit 25 will be and bits 26-31 will be set b Thesign_ext
parameter can be set teUE (or 1) or FALSE (or 0) - specify TRUEtO sign-
extend.
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FORTRAN

Thefill_one specifies whether to fill the “background” bits with the vaiuer
0. This parameter can also be setROUEOr FALSE

The “background” bits of a variable-length data set are the bits that fall outside
of the variable-length bit field stored on disk. For example, if five bits of an
unsigned 16-bit integer data set located in bits 5 to 9 are written to disk with
the fill_one parameter set torRUE (or 1), then when the data is reread into
memory bits 0 to 4 and 10 to 15 would be set.ttf the same 5-bit data was
written with afill_one value ofFALSE (oro), then bits 0 to 4 and 10 to 15 would

be set tm.

This bit operation is performed before the sign-extend bit-filling. For example,
using thesign_extexample above, bits 0 to 16 and 26 to 31 will first be set to
the “background” bit value, and then bits 26 to 31 will be setdoo based on

the value of the 25th bit.

integer function sfsnbit(sds_id, start_bit, bit_len, sign_ext,
fill_one)

integer sds_id, start_bit, bit_len, sign_ext, fill_one
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SDsetrange/sfsrange

intn SDsetrange(int32ds_id VOIDP max VOIDP min)

sds_id IN: Data set identifier returned I8Dcreateor SDselect
max IN: Maximum value of the range

min IN: Minimum value of the range

Purpose Sets the maximum and minimum range values for a data set.

Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description SDsetrangesets the maximum and minimum range values of the data set
identified by the parametesds_idwith the values of the parametensx and
min. The term “range” is used here to describe the range of numeric values
stored in a data set.

It is assumed that the data type for the maximum and minimum range values
are the same as the data type of the data.

This routine does not compute the maximum and minimum range values, it
only stores the values as given. As a result, the maximum and minimum range
values may not always reflect the actual maximum and minimum range values
in the data set data.

FORTRAN integer function sfsrange(sds_id, max, min)

integer sds_id

<valid numeric data type> max, min

2-128 June 26, 1998



HDF Reference Manual

SDstart/sfstart

SDstart/sfstart

int32 SDstart(charfilename int32access_mode

filename

access_mode

Purpose
Return value

Description

FORTRAN

IN: Name of the HDF file

IN: The file access mode in effect during the current session

Opens an HDF file and initializes an SD interface.
Returns an SD interface identifier if successful emd (or-1) otherwise.

SDstartopens the file with the name specified by the paranfilgaame with

the access mode specified by the paramesteess_modeand returns an SD
interface identifier ¢d_id. This routine must be called for each file before any
other SD calls can be made on that file.

The type of identifier returned bgDstart is currently not the same as the
identifier returned byHopen. As a result, the SD interface identifiessl (id
returned by this routine are not understood by other HDF interfaces.

To mix SD API calls and other HDF API calls, USBstart andHopen on the
same file.SDstart must precede all SD calls, aftbpen must precede all
other HDF function calls. To terminate access to the file Sxendto dispose
of the SD interface identifiesd_id andHcloseto dispose of the file identifier,
file_id.

The file identified by the parametBlenamecan be any one of the following:
an XDR-based netCDF file, “old-style” DFSD file or a “new-style” SD file.

The value of the parametaccess_modean be one of the following:

DFACC_READ Open existing file for read-only access. If the file does not exist,
specifying this mode will causgDstart to returnFAiL (or-1).

DFACC_WRITE Open existing file for read and write access. If the file does not exist,
specifying this mode will causgDstart to returnFAiL (or-1).

DFACC_CREATE Create a new file with read and write access. If the file has already
existed, its contents will be replaced.

integer function sfstart(filename, access_mode)

character*(*) filename

integer access_mode
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SDwritechunk/sfwchnk/sfwcchnk

intn SDwritechunk(int3zds_id int32 *origin, VOIDP datap

sds_id
origin

datap

Purpose
Return value

Description

FORTRAN

IN: Data set identifier returned I8Dcreateor SDselect
IN: Origin of the chunk to be written
IN: Buffer for the chunk data to be written

Writes a data chunk to a chunked data set.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

SDwritechunk writes the entire chunk of data stored in the buffsapto the
chunked data set identified by the parameiés id Writing starts at the
location specified by the parametarigin. SDwritechunk is used when an
entire chunk of data is to be writte8Dwritedata is used when the write
operation is to be done regardless of the chunking scheme used in the data set.

SDwritechunk will return FAIL (or -1) when an attempt is made to use it to
write to a non-chunked data set.

The parameteorigin specifies the coordinates of the chunk according to the
chunk position in the overall chunk array. Refer to Chapter 3 of the HDF
User’s Guide, titledScientific Data Sets (SD APRIljor a description of the
organization of chunks in a data set.

Note that there are two FORTRAN-77 versions of this routine; one for numeric
data éfwchnk) and one for character datfwWcchnk).

integer sfwchnk(sds_id, origin, datap)
integer sds_id, origin

<valid numeric data type> datap(*)

integer sfwcchnk(sds_id, origin, datap)
integer sds_id, origin

character*(*) datap(*)
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SDwritedata/sfwdata/sfwcdata

intn SDwritedata(int32ds_id int32 starf], int32 stridd], int32 edgd], VOIDP buffer)

sds_id IN: Data set identifier returned I8Dcreateor SDselect

start IN: Array specifying the starting location of the data to be written

stride IN: Array specifying the number of values to skip along each dimension

edge IN: Array specifying the number of values to be written along each
dimension

buffer IN: Buffer for the values to be written

Purpose Writes a subsample of data to a data set or to a coordinate variable.

Return value Returnssucceeroro ) if successful angaiL (or-1) otherwise.

Description SDwritedata writes the specified subsample of data to the data set or
coordinate variable identified by the paramet#s_id The data is written
from the buffebuffer The subsample is defined by the parametairs stride
andedge.

The arraystart specifies the starting position from where the subsample will
be written. Valid values of each element in the astayt are fromo to the size

of the corresponding dimension of the data set - 1. The dimension sizes are
returned bySDgetinfo.

The arrayedge specifies the number of values to write along each data set
dimension.

The arraystride specifies the writing pattern along each dimension. For
example, if one of the elements of the asirjde is 1, then every element

along the corresponding dimension of the data set will be written. If one of the
elements of the arrastrideis 2, then every other element along the
corresponding dimension of the data set will be written, and so on. Specifying
stride value ofNuLLin the C interface or setting all values of the astiige

to 1 in either interface specifies the contiguous writing of data. If all values in
the arraystride are set to GSDwritedata returnsrFAIL (or-1).

When writing data to a chunked data set uSbgvritedata, consideration

should be given to be issues presented in the section on chunking in Chapter 3
of the HDF User’s Manual, title8cientific Data Sets (SD ARind Chapter 13

of the HDF User’s Manual, titledlDF Performance Issues

Note that there are two FORTRAN-77 versions of this rousfwegata and
sfwcdata Thesfwdata routine writes numeric data asfivcdatawrites
character scientific data.

FORTRAN integer function sfwdata(sds_id, start, stride, edge, buffer)
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integer sds_id
integer start(*), stride(*), edge(*)

<valid numeric data type> buffer(*)

integer function sfwcdata(sds_id, start, stride, edge, buffer)

integer sds_id

integer start(*), stride(*), edge(*)

character*(*) buffer(*)
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Vaddtagref/vfadtr

int32 Vaddtagref(int32group_id int32tag, int32ref)

vgroup_id
tag

ref

Purpose

Return value

Description

FORTRAN

IN: Vgroup identifier returned byattach
IN: Tag of the object
IN: Reference number of the object

Inserts an object into a vgroup.

Returns the number of objects in the vgroup if successfulFand (or -1)
otherwise.

Vaddtagref inserts the object identified by the parametagsandref into the
vgroup identified by the parametegroup_id

If an object to be inserted is a data set, duplication of the tag/reference number
pair will be allowed. Otherwise, the tag/reference number pair must be unique
among the elements within the vgroup or the routine will refiann (or-1).

integer function vfadtr(vgroup_id, tag, ref)

integer vgroup_id, tag, ref
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Vattach/vfatch

int32 Vattach(int3Zile_id, int32vgroup_ref char *acces}

file_id
vgroup_ref

access

Purpose

Return value

Description

FORTRAN

IN: File identifier returned byHopen
IN: Reference number for the vgroup
IN: Type of access

Initiates access to a new or existing vgroup.

Returns the vgroup identifierv@roup_id if successful andrAalL (or -1)
otherwise.

Vattach opens a vgroup with access type specified by the paraawtessn
the file identified by the parametéite_id. The vgroup is identified by the
reference numbevgroup_ref

Vattach returns the vgroup identifievgroup_id for the accessed vgroup. The
vgroup_id is used for all subsequent operations on this vgroup. Once
operations are complete, the vgroup identifier must be disposed of via a call to
Vdetach. Multiple attaches may be made to the same vgroup simultaneously,
and several vgroup identifiers can be created for the same vgroup. Each
vgroup identifier must be disposed of independently.

The parametefile_id is the file identifier of an opened file. The parameter
vgroup_refspecifies which vgroup in the file to attach to.vdfroup_refis set

to -1, a new vgroup will be created.\§roup_refis set to a positive number,
the vgroup with that as a reference number is attached.

Possible values for the paramesecessare “r” for read access and “w” for
write access.

integer function vfatch(file_id, vgroup_ref, access)

integer file_id, vgroup_ref

character*1 access
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Vattrinfo/vfainfo

intn Vattrinfo(int32vgroup_id intn attr_index,char *attr_namejnt32 *data_typejnt32 *count,int32

vgroup_id
attr_index
attr_name
data_type
count

size

Purpose

Return value

Description

FORTRAN

*siz@

IN: Vgroup identifier returned byattach
IN: Index of the attribute

OUT: Name of the attribute

OUT: Data type of the attribute

OUT: Number of values in the attribute

OUT: Size, in bytes, of the attribute values.

Retrieves the name, data type, number of values, and value size of an attribute
for a vgroup.

Returnssucceeror o) if successful andaiL (or-1) otherwise.

Vattrinfo retrieves the name, datatype, number of values, and value size of an
attribute identified by its indexattr_index,in the vgroup,vgroup_id Name,

data type, number of values and size are retrieved into the parameters
attr_name, data_type, coyrandsize respectively.

If the attribute’s name, data type, number of values, or value size are not
needed, the corresponding output parameters can bensgtito

The valid valueattr_index range from O to the total number of attributes
attached to a vgroup - 1. The number of vgroup attributes can be obtained
usingVnattrs.

integer function vfainfo(vgroup_id, attr_index, attr_name,
data_type, count, size)

integer vgroup_id, attr_index, data_type, count, size

character*(*) attr_name
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Vdelete/vdelete

int32 Vdelete(int34ile_id, int32vgroup_id

file_id

vgroup_id

Purpose
Return value

Description

FORTRAN

IN: File identifier returned byHopen

IN: Vgroup identifier returned byattach

Remove a vgroup from a file.
Returnssucceeror o) if successful andaiL (or-1) if not successful.

Vdelete removes the vgroup identified by the parametmoup_idfrom the
file identified by the parametdite_id.

This routine will remove the vgroup from the internal data structures and from
the file.

integer function vdelete(file_id, vgroup_id)

integer file_id, vgroup_id
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Vdeletetagref/vidtr

int32 Vdeletetagref(int32group_id int32tag, int32ref)

vgroup_id
tag

ref

Purpose

Return value

Description

FORTRAN

IN: Vgroup identifier returned byattach
IN: Tag of the object
IN: Reference number of the object

Deletes an object from a vgroup.

Returnssucceenor 0) if successful andAiL (or-1) if not successful or the
given tag/reference number pair is not found in the vgroup.

Vdeletetagrefdeletes the object specified by the parametgandref from
the vgroup identified by the parametgroup_id Vinqgtagref should be used
to check if the tag/reference number pair exists before calling this routine.

If duplicate tag/reference number pairs are found in the vgkédedetetagref
deletes the first occurrenc&/inqgtagref should be used to determine if
duplicate tag/reference number pairs exist in the vgroup.

integer function vfdtr(vgroup_id, tag, ref)

integer vgroup_id, tag, ref
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Vdetach/vfdtch

int32 Vdetach(int3Z/group_id

vgroup_id IN: Vgroup identifier returned byattach

Purpose Terminates access to a vgroup.
Return value Returnssucceer{or o) if successful andaiL (or-1) otherwise.

Description Vdetach detaches the currently-attached vgroup identifiedrdrpup_idand
terminates access to that vgroup.

All space associated with the vgrowmgyroup_id will be freed. Each attached
vgroup must be detached by calling this routine before the file is closed.
Vdetach also updates the vgroup information in the HDF file if any changes
occur. The identifiervgroup_id should not be used after the vgroup is
detached.

FORTRAN integer function vfdtch(vgroup_id)

integer vgroup_id
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Vend/vfend

intn Vend(int32file_id)

file_id IN: File identifier returned byHopen

Purpose Terminates access to a vgroup and/or vdata interface.
Return value Returnssucceeror o) if successful andAaiL (or-1) otherwise.

Description Vend terminates access to the vgroup and/or vdata interfaces initiated by
Vstart and all internal data structures allocated/syart.

Vend must be called after all vdata and vgroup operations on tHédila are
completed. Further attempts to use vdata or vgroup routines after é4dhag
will result in aFAIL (or-1) being returned.

FORTRAN integer function vfend(file_id)

integer file_id
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Vfind/vfind

int32 Vfind(int32file_id, char *vgroup_namg

file_id

vgroup_name

Purpose
Return value

Description

FORTRAN

IN: File identifier returned byHopen

IN: Name of the vgroup

Returns the reference number of a vgroup given its name.
Returns the reference number of the vgroup if successfud atiterwise.

Vfind searches the file identified by the paraméter id for a vgroup with the
name specified by the parametgroup_nameand returns the corresponding
reference number.

If more than one vgroup has the same navti|d will return the reference
number of the first one.

integer function vfind(file_id, vgroup_name)

integer file_id

character*(*) vgroup_name
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Vfindattr/vffdatt

intn Vfindattr(int32vgroup_id char *attr_nameg

vgroup_id IN: Vgroup identifier returned byattach
attr_name IN: Name of the attribute
Purpose Returns the index of a vgroup attribute given its name.

Return value Returns the index of an attribute if successful esd (or-1) otherwise.

Description Vfindattr searches the vgroup identified by the paramegeoup idfor the
attribute with the name specified by the paramatgr name and returns the
index of that attribute.

If more than one attribute has the same naffiedattr will return the index
of the first one.

FORTRAN integer function vffdatt(vgroup_id, attr_name)

integer vgroup_id

character*(*) attr_name
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Vfindclass/vfndcls

int32 Vfindclass(int34ile_id, char *vgroup_clasy

file_id

vgroup_class

Purpose
Return value

Description

FORTRAN

IN: File identifier returned byHopen

IN: Class name of the vgroup

Returns the reference number of a vgroup specified by its class name.
Returns the reference number of the vgroup if successfud atiterwise.

Vfindclass searches the file identified by the paraméiter id for the vgroup
with the class name specified by the parameggoup_classand returns the
reference number of that vgroup.

If more than one vgroup has the same class n#ffiredclass will return the
reference number of the first one.

integer function vindcls(file_id, vgroup_class)

integer file_id

character*(*) vgroup_class
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Vflocate/vffloc

int32 Vflocate(int32vgroup_id char ¥ield_name

vgroup_id

field_name_list

Purpose

Return value

Description

FORTRAN

IN: Vgroup identifier returned byattach

IN: List of field names

Locates a vdata in a vgroup given a list of field names.

Returns the reference number of the vdata if successfulFand (or -1)
otherwise.

Vflocate searches the vgroup identified by the paramagesup_idfor a vdata
that contains all of the fields listed in the paramdigdd_name_list If that
vdata is foundyflocate will return its reference number.

integer function vffloc(vgroup_id, field_name)

integer vgroup_id

character*(*) field_name
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Vgetattr/vfgnatt/vfgcatt

intn Vgetattr(int32vgroup_id intn attr_index,VOIDP attr_value$

vgroup_id
attr_index

attr_values

Purpose
Return value

Description

FORTRAN

IN: Vgroup identifier returned byattach
IN: Index of the attribute

OUT: Buffer for the attribute values

Retrieves the values of a vgroup attribute.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

Vgetattr retrieves the values of the attribute identified by its indéx, index
into the buffer attr_values for the vgroup identified by the parameter
vgroup_id

The valid values of the parametgtr_indexrange from O to the total number

of vgroup attributes - 1. The total number of attributes can be obtained using
Vnattrs. To determine the amount of memory sufficient to hold the attribute
values, the user can obtain the number of attribute values and the attribute
value size usinyattrinfo .

integer function vfgnatt(vgroup_id, attr_index, attr_values)

integer vgroup_id, attr_index

<valid numeric data type> attr_values

integer function vfgcatt(vgroup_id, attr_index, attr_values)

integer vgroup_id, attr_index

character*(*) attr_values
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Vgetclass/vfgcls

int32 Vgetclass(int3xgroup_id char *vgroup_clasy

vgroup_id IN: Vgroup identifier returned byattach

vgroup_class  OUT: Class name of the vgroup

Purpose Retrieves the class name of a vgroup.
Return value Returnssucceeror o) if successful andAaiL (or-1) otherwise.

Description Vgetclassretrieves the class name of the vgroup identified by the parameter
vgroup_idin the buffervgroup_class

The maximum length of the name is definedBNAMELENMAX (or 64) .

FORTRAN integer function vfgcls(vgroup_id, vgroup_class)

integer vgroup_id

character*(*) vgroup_class
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Vgetid/vfgid

int32 Vgetid(int32file_id, int32vgroup_ref

file_id

vgroup_ref

Purpose

Return value

Description

FORTRAN

IN: File identifier returned byHopen

IN: Reference number of the current vgroup

Returns the reference number of the next vgroup.

Returns the reference number of the next vgroup if successfehandor-1)
otherwise.

Vgetid sequentially searches the file identified by the paranfééeiid and
returns the reference number of the vgroup following the vgroup that has the
reference number specified by the paramegeoup_ref

The search is initiated by calling this routine witlwvgroup_refvalue of-1.
This will return the reference number of the first vgroup in the file. Searching
past the last vgroup in the file will cauggetid to returnFAIL (or-1).

integer function vfgid(file_id, vgroup_ref)

integer file_id, vgroup_ref
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Vgetname/vfgnam

int32 Vgetname(int3&group_id char *vgroup_namg

vgroup_id

vgroup_name

Purpose
Return value

Description

FORTRAN

IN: Vgroup identifier returned byattach

OUT: Name of the vgroup

Retrieves the name of a vgroup.
Returnssucceeror o) if successful andAaiL (or-1) otherwise.

Vgetname retrieves the name of the vgroup identified by the parameter
vgroup_idinto the buffervgroup_nameThe maximum length of the name is
defined byVGNAMELENMALOr 64 ).

integer function vfgnam(vgroup_id, vgroup_name)

integer vgroup_id

character*(*) vgroup_name
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Vgetnext/vfgnxt

int32 Vgetnext(int32/group_id int32v_ref)

vgroup_id IN: Vgroup identifier returned byattach

v_ref IN: Reference number of the vgroup or vdata

Purpose Gets the reference number of the next member (vgroup or vdata only) of a
vgroup.

Return value Returns the reference number of the vgroup or vdata if successfeAianfbr
-1) otherwise.

Description Vgetnextsearches in the vgroup identified by the paramedesup_idfor the
object following the object specified by its reference numbeef Either of
the two objects can be a vgroup or a vdata. téfis set to -1, the routine will
return the reference number of the first vgroup or vdata in the vgroup.

Note that this routine only gets a vgroup or a vdata in a vgnégpttagrefs
gets any object in a vgroup.

FORTRAN integer function vfgnxt(vgroup_id, v_ref)

integer vgroup_id, v_ref
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Vgettagref/vigttr

intn Vgettagref(int32/group_id int32index int32 *tag, int32 *ref)

vgroup_id
index
tag

ref

Purpose

Return value

Description

FORTRAN

IN: Vgroup identifier returned byattach
IN: Index of the object in the vgroup
OUT:  Tag of the object

OUT: Reference number of the object

Retrieves the tag/reference number pair of an object given its index within a
vgroup.

Returnssucceeror 0) if successful andAiL (or-1) otherwise.

Vgettagref retrieves the tag/reference number pair of the object specified by
its index,index,within the vgroup identified by the parametgroup_id Note

that this routine is different from/gettagrefs, which retrieves the tag/
reference number pairs of a number of objects.

The valid values ofndexrange from 0O to the total number of objects in the
vgroup - 1. The total number of objects in the vgroup can be obtained using
Vinquire .

The tag is stored in the bufféag and the reference number is stored in the
buffer ref.

integer function vfgttr(vgroup_id, index, tag, ref)

integer vgroup_id, index

integer tag, ref
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Vgettagrefs/vfgttrs

int32 Vgettagrefs(int32group_id int32tag_arrayf], int32 ref_arrayf], int32 num_of_pairy

vgroup_id
tag_array
ref_array

num_of_pairs

Purpose

Return value

Description

FORTRAN

IN: Vgroup identifier returned byattach
OUT:  Array of tags
OUT:  Array of reference numbers

IN: Number of tag/reference number pairs

Retrieves the tag/reference number pairs of the HDF objects belonging to a
vgroup.

Returns the number of tag/reference number pairs obtained from a vgroup if
successful andaiL (or-1) otherwise.

Vgettagrefs retrieves at mostum_of pairsnumber of tag/reference number
pairs belonging to the vgroumgroup_id and stores them in the buffers
tag_arrayandref_array

The input parametenum_of pairsspecifies the maximum number of tag/

reference number pairs to be returned. The size of the ataaysrray and
ref_array, must be at leastum_of_pairs

integer function vfgttrs(vgroup_id, tag_array, ref_array,
num_of_pairs)

integer vgroup_id, num_of_pairs

integer tag_array(*), ref_array(*)
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Vgetversion/vfgver

int32 Vgetversion(int3Zgroup_id

vgroup_id IN: Vgroup identifier returned byattach

Purpose Gets the version of a vgroup.
Return value Returns the vgroup version number if successful,;and (or -1 ) otherwise.

Description Vgetversion returns the version number of the vgroup identified by the
parameter vgroup_id There are three valid version numbers:
VSET_OLD_VERSION(Or 2 ), VSET_VERSION (Or 3), andvSET_NEW_VERSIONoOr
4).

VSET_OLD_VERSIONis returned when the vgroup is of a version that
corresponds to an HDF library version before version 3.2.

VSET_VERSIONIs returned when the vgroup is of a version that corresponds to
an HDF library version between versions 3.2 and 4.0 release 2.

VSET_NEW_VERSIONiS returned when the vgroup is of the version that
corresponds to an HDF library version of version 4.1 release 1 or higher.

FORTRAN integer function vfgver(vgroup_id)

integer vgroup_id
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Vingtagref/vfingtr

intn Vingtagref(int32vgroup_id int32tag, int32ref)

vgroup_id
tag

ref

Purpose

Return value

Description

FORTRAN

IN: Vgroup identifier returned byattach
IN: Tag of the object
IN: Reference number of the object

Checks whether an object belongs to a vgroup.

ReturnsTRUE (or 1) if the object belongs to the vgroup, ardLSE (or 0)
otherwise.

Vingtagref checks if the object identified by its taiag, and its reference
numberref, belongs to the vgroup identified by the parametgoup_id

integer function vfingtr(vgroup_id, tag, ref)

integer vgroup_id, tag, ref
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Vinquire/vfing
intn Vinquire(int32vgroup_id int32 *n_entries char *vgroup_namg

vgroup_id IN: Vgroup identifier returned byattach
n_entries OUT: Number of entries in a vgroup

vgroup_name  OUT: Name of a vgroup

Purpose Retrieves the number of entries in a vgroup and its name.
Return value Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

Description Vinquire retrieves the name of and the number of entries in the vgroup
identified by the parametergroup_id into the buffervgroup_nameand the
parameten_entries respectively.

The maximum length of the vgroup name is defined&yAMELENMALOr 64 ).

FORTRAN integer function vfing(vgroup_id, n_entries, vgroup_name)

integer vgroup_id, n_entries

character*(*) vgroup_name
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Vinsert/vfinsrt

int32 Vinsert(int32vgroup_id int32v_id)

vgroup_id
v_id

Purpose

Return value

Description

FORTRAN

IN: Vgroup identifier returned byattach

IN: Identifier of the vdata or vgroup

Inserts a vdata or vgroup into a vgroup.

Returns the positioni(deX of the inserted element within the vgroup if
successful andaiL (or-1) otherwise.

Vinsert inserts the vdata or vgroup identified by the parameté into the
vgroup identified by the parametegroup_id

EssentiallyVinsert only inserts a vgroup or vdata. To insert any objects into a
vgroup, use/addtagref.

The returned valudndex is either O or a positive value, which indicates the
position of the inserted element in the vgroup.

integer function vfinsrt(vgroup_id, v_id)

integer vgroup_id, v_id
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Visvg/vfisvg

intn Visvg(int32vgroup_id int32obj_ref

vgroup_id IN: Vgroup identifier returned byattach
obj_ref IN: Reference number of the object
Purpose Determines whether an element of a vgroup is a vgroup and a member of

another vgroup.
Return value ReturnstrRUE(or 1) if the object is a vgroup armhLSE (or 0) otherwise.

Description Visvg determines if the object specified by the reference nurobgrref, is a
vgroup within the vgroup identified by the parametgroup_id

FORTRAN integer function vfisvg(vgroup_id, obj_ref)

integer vgroup_id, obj_ref
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Visvs/vfisvs

intn Visvs(int32vgroup_id int32obj_ref)

vgroup_id

obj_ref

Purpose
Return value

Description

FORTRAN

IN: Vgroup identifier returned byattach

IN: Reference number of the object

Determines whether a data object is a vdata within a vgroup.
ReturnstrRUE(or 1) if the object is a vdata amALSE (or 0) otherwise.

Visvs determines if the object specified by the reference nurbgrref, is a
vdata within the vgroup identified by the parameftgroup_id

integer function vfisvs(vgroup_id, obj_ref)

integer vgroup_id, obj_ref
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Vlone/vflone

int32 Vlone(int32file_id, int32ref_arrayf], int32 max_ref$

file_id
ref_array

max_refs

Purpose

Return value

Description

FORTRAN

IN: File identifier returned byHopen
OUT:  Array of reference numbers

IN: Maximum number of lone vgroups to be retrieved

Retrieves the reference numbers of lone vgroups, i.e., vgroups that are at the
top of the grouping hierarchy, in a file.

Returns the total number of lone vgroups if successful rad (or -1)
otherwise.

Vlone retrieves the reference numbers of lone vgroups in the file identified by
the parametefile_id. Although Vlone returns the total number of lone
vgroups in the file, only at mostax_refseference numbers are retrieved and
stored in the bufferef_array The array must have at leasax_refselements.

An array size of 65,000 integers f@f_arrayis more than adequate if the user
chooses to declare the array statically. However, the preferred method is to
dynamically allocate memory instead; first cellone with a value ofo for
max_refs and then use the returned value to allocate memoryefoarray
before callingvlone again.

integer function vflone(file_id, ref_array, max_refs)

integer file_id, ref_array(*), max_refs

June 26, 1998

2-157



Vnattrs/vfnatts

National Center for Supercomputing Applications

Vnattrs/vinatts

intn Vnattrs(int32vgroup_id

vgroup_id

Purpose

Return value

Description

FORTRAN

IN: Vgroup identifier returned byattach

Returns the number of attributes assigned to a vgroup.

Returns the total number of attributes assigned to the specified vgroups if
successful andaiL (or-1) otherwise.

Vnattrs gets the number of attributes assigned to the vgroup identified by the
parametewrgroup_id

integer function vfnatts(vgroup_id)

integer vgroup_id
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Vnrefs/vnrefs

int32 Vnrefs(int32vgroup_id int32tag_type

vgroup_id

tag_type

Purpose
Return value

Description

FORTRAN

IN: Vgroup identifier returned byattach

IN: Type of the tag

Returns the number of tags of a given tag type in a vgroup.
Returns 0 or the total number of tags if successfulrand (or-1) otherwise.

Vnrefs returns 0 or the number of tags having the type specified by the
parametetag_typein the vgroup identified by the parametgroup_id

See Appendix ANCSA HDF Tagsin theHDF User’s Guide for a discussion
of tag types.

integer function vnrefs(vgroup_id, tag_type)

integer vgroup_id, tag_type
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Vntagrefs/vintr

int32 Vntagrefs(int3Z/group_id

vgroup_id

Purpose

Return value

Description

FORTRAN

IN: Vgroup identifier returned byattach

Returns the number of objects in a vgroup.

Returnso or a positive number representing the number of HDF objects linked
to the vgroup if successful éaiL (or-1 ) otherwise.

Vntagrefs returns the number of objects in a vgroup identified by the
parametewgroup_id

Vntagrefs is used together witMigettagrefs or with Vgettagref to look at the
data objects linked to a given vgroup.

integer function vfntr(vgroup_id)

integer vgroup_id
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Vsetattr/vfsnatt/vfscatt

intn Vsetattr(int32/group_id char "attr_namejnt32 data_typejnt32 count,VOIDP value$g

vgroup_id
attr_name
data_type
count

values

Purpose
Return value

Description

FORTRAN

IN: Vgroup identifier returned byattach

IN: Name of the attribute

IN: Data type of the attribute

IN: Number of values the attribute contains
IN: Buffer containing the attribute values

Attaches an attribute to a vgroup.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

Vsetattr attaches an attribute to the vgroup identified by the parameter
vgroup_id The attribute name is specified by the paramegter nameand the
attribute data type is specified by the paramdtga_type The values of the
attribute are specified by the parametaiues and the number of values in the
attribute is specified by the parameteunt Refer to Table 1A in Section | of
this manual for a listing of all valid data types.

If the attribute already exists, the new values will replace the current ones,
provided the data type and the number of attribute values have not been
changed. If either the data type or the order have been charsgditr will
returnrAiL (or-1).

integer vfsnatt(vgroup_id, attr_name, data_type, count, values)

integer vgroup_id, data_type, count

<valid numeric data type> values(*)

character*(*) attr_name

integer vfscatt(vgroup_id, attr_name, data_type, count, values)

integer vgroup_id, data_type, count

character*(*) attr_name, values(*)
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Vsetclass/vfscls

int32 Vsetclass(int32group_id char *vgroup_clask

vgroup_id

vgroup_class

Purpose
Return value

Description

FORTRAN

IN: Vgroup identifier returned byattach

IN: Class name of a vgroup

Sets the class name of a vgroup.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

Vsetclasssets the class name specified by the paramvgteup_classo the
vgroup identified by the parametegroup_id

A vgroup initially has a class name afLL The class name may be set more
than once. Class names, like vgroup names, can be of any character strings.
They exist solely as meaningful labels for user applications.

The class name is limited WSNAMELENMAGOr 64) characters.

integer function vfscls(vgroup_id, vgroup_class)

integer vgroup_id

character*(*) vgroup_class
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Vsetname/vfsnam

int32 Vsetname(int32group_id char *vgroup_namg

vgroup_id

vgroup_name

Purpose
Return value

Description

FORTRAN

IN: Vgroup identifier returned byattach

IN: Name of a vgroup

Sets the name of a vgroup.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

Vsetname sets the name specified by the parametgoup_namefor the
vgroup identified by the parametegroup_id

A vgroup initially has a name ofuLL, and may be renamed more than once
during the scope of the vgroup identifiargfoup_id. Note that the routine
does not check for uniqueness of vgroup names.

Vgroup names are optional, but recommended. They serve as meaningful
labels for user applications. If used, they should be unique. The name length is
limited to VSNAMELENMAfor 64) characters.

integer function vfsnam(vgroup_id, vgroup_name)

integer vgroup_id

character*(*) vgroup_name
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Vstart/vfstart

intn Vstart(int32file_id)

file_id

Purpose
Return value

Description

FORTRAN

IN: File identifier returned byHopen

Initializes the vdata and/or vgroup interface.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

Vstart initializes the vdata and/or vgroup interfaces for the file identified by
the parametefile_id.

Vstart must be called before any vdata or vgroup operation is attempted on an
HDF file. Vstart must be called once for each file involved in the operation.

integer function vfstart(file_id)

integer file_id
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VHmakegroup/vhfmkgp

int32 VHmakegroup(int3&le_id, int32tag_arrayf], int32 ref_array[], int32 n_objectschar

file_id
tag_array
ref_array
n_objects
vgroup_name

vgroup_class

Purpose

Return value

Description

FORTRAN

*vgroup_namgchar *vgroup_clasy

IN: File identifier returned byHopen

IN: Array of tags

IN: Array of reference numbers

IN: Number of data objects to be stored
IN: Name of the vgroup

IN: Class of the vgroup

Creates a vgroup.

Returns the reference number of the newly-created vgroup if successful,
(or-1) otherwise.

VHmakegroup creates a vgroup with the name specified by the parameter
vgroup_nameand the class name specified by the parameperup_classn

the file identified by the parametdite_id. The routine insert®_objects
objects into the vgroup. The tag and reference numbers of the objects to be
inserted are specified in the arragg_arrayandref_array

Creating empty vgroups witiHmakegroup is allowed VHmakegroup does
not check if the tag/reference number pair is valid, or if the corresponding data
object exists. However, all of the tag/reference number pairs must be unique.

Vstart must precede any calls Wdimakegroup. It is not necessary, however,
to call Vattach or Vdetachin conjunction withHmakegroup.

The elements in the arrayag_array andref_array are the matching tag/
reference number pairs of the objects to be inserted, that rearerayo]
andref_array[o] refer to one data object, ataly_array{1] andref_array[1] to
another, etc.

integer function vhfmkgp(file_id, tag_array, ref_array, n_objects,
vgroup_name, vgroup_class)

integer file_id, n_objects
character*(*) vgroup_name, vgroup_class

integer tag_array(*), ref_array(*)
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VQueryref/vgref

int32 VQueryref(int32/group_ig

vgroup_id

Purpose
Return value

Description

FORTRAN

IN: Vgroup identifier returned byattach

Returns the reference number of a vgroup.
Returns the reference number if successful,Famd (or-1 ) otherwise.

VQueryref returns the reference number of the vgroup identified by the
parametewgroup_id

integer function vqref(vgroup_id)

integer vgroup_id
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VQuerytag/vqtag
int32 VQuerytag(int3Z/group_id

vgroup_id IN: Vgroup identifier returned byattach

Purpose Returns the tag of a vgroup.

Return value Returns the tag if successful, awxdL (or -1) otherwise.

Description VQuerytag returns the tag of the vgroup identified by the parameter
vgroup_id
FORTRAN integer function vqtag(vgroup_id)

integer vgroup_id
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VFfieldesize/vffesiz

int32 VFfieldesize(int3%data_id,int32field_indey

vdata_id

field_index

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

IN: Vdata field index

Returns the size, as stored on disk, of a vdata field.
Returns the vdata field size if successful amd (or-1) otherwise.

VFfieldesizereturns the size, as stored on disk, of a vdata field identified by
the parametefield_indexin the vdata identified by the parametedata_id

The value of the parametdield_indexranges from 0 to the total number of
fields in the vdata - 1. The number of vdata fields is returned Hufields
function.

integer function vffesiz(vdata_id, field_index)

integer vdata_id, field_index
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VFfieldisize/vffisiz

int32 VFfieldisize(int32vdata_id int32field_indey

vdata_id

field_index

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

IN: Vdata field index

Returns the size, as stored in memory, of a vdata field.
Returns the vdata field size if successful amd (or-1) otherwise.

VFfieldisize returns the size, as stored in memory, of a vdata field identified by
the parametedfield_indexin the vdata identified by the parametedata_id

The value of the parametdield_indexranges from 0 to the total number of
fields in the vdata - 1. The number of vdata fields is returned Hfields
function.

integer function vffisiz(vdata_id, field_index)

integer vdata_id, field_index
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VFfieldname/vffname

char *VFfieldname(int3%data_id int32field_indey

vdata_id

field_index

Purpose

Return value

Description

FORTRAN

IN: Vdata identifier returned bySattach
IN: Vdata field index

Returns the name of a vdata field.

Returns a pointer to the vdata field name if successfuNandotherwise. The
FORTRAN-77 version of this routingffname, returnsSUCCEEL{Or 0) Or FAIL
(or-1).

VFfieldname returns the name of the vdata field identified by the parameter
field_indexin the vdata identified by the parametdata_id

The value of the parametdield_indexranges from 0 to the total number of
fields in the vdata - 1. The number of vdata fields is returneWHufields
function.

The FORTRAN-77 version of this routingffname, returns the field name in
the parameteiname

integer function vffname(vdata_id, field_index, fname)

integer vdata_id, field_index

character*(*) fnrame
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VFfieldorder/vffordr

int32 VFfieldorder(int3%rdata_id int32field_indey

vdata_id

field_index

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

IN: Vdata field index

Returns the order of a vdata field.
Returns the order of the field if successful &ad (or-1) otherwise.

VFfieldorder returns the order of the vdata field identified by its index,
field_index,in the vdata identified by the parameteata_id

The value of the parametdield_indexranges from 0 to the total number of
fields in the vdata - 1. The number of vdata fields is returned Hfields
function.

integer function vffordr(vdata_id, field_index)

integer vdata_id, field_index
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VFfieldtype/vfftype

int32 VFfieldtype(int32vdata_id int32field_indey

vdata_id

field_index

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

IN: Vdata field index

Returns the data type of a vdata field.
Returns the data type if successful aad. (or-1) otherwise.

VFfieldtype returns the data type of the vdata field identified by its index,
field_index,in the vdata identified by the parameteata_id

The value of the parametdield_indexranges from 0 to the total number of
fields in the vdata - 1. The number of vdata fields is returned Hufields
function.

integer function vfftype(vdata_id, field_index)

integer vdata_id, field_index
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VFnfields/vinflds

int32 VFnfields(int32vdata_id

vdata_id

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

Returns the total number of fields in a vdata.
Returns the total number of fields if successful esd (or-1) otherwise.

VFnfields returns the total number of fields in the vdata identified by the
parametewdata_id

integer function vfnflds(vdata_id)

integer vdata_id
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VHstoredata/vhfsd/vhfscd

int32 VHstoredata(int3gle_id, char *fieldname uint8buf]], int32 n_records int32data_typechar
*vdata_namechar *vdata_clasy

file_id IN: File identifier returned byHopen

fieldname IN: Field name for the new vdata

buf IN: Buffer containing the records to be stored
n_records IN: Number of records to be stored
data_type IN: Type of data to be stored

vdata_name IN: Name of the vdata to be created
vdata_class IN Class of the vdata to be created

Purpose Creates and writes to a single-field vdata.

Return value Returns reference number of the newly-created vdata if successfitaand
(or-1) otherwise.

Description VHstoredata creates a single-field vdata in the fifde_id, and stores data
from the buffeufin it. Vdata name, class name and data type are specified by
the parametergdata_name, vdata_clasanddata_typerespectively. Number
of records in a vdata is specified by the parameteecords Field name is
specified by the parametieldname

Vstart must precedéVHstoredata. It is not necessary, however, to call
VSattach or VSdetachin conjunction withvVHstoredata.

This routine provides a high-level method for creating single-order, single-
field vdatas.

Note that there are two FORTRAN-77 versions of this routine; one for numeric
data ¢hfsd) and the other for character dataféedc).

FORTRAN integer function vhfsd(file_id, fieldname, buf, n_records,
data_type,
vdata_name, vdata_class)

integer file_id, n_records, data_type
character*(*) vdata_name, vdata_class, fieldname

<valid numeric data type> buf(*)

integer function vhfscd(file_id, fieldname, buf, n_records,
data_type,
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vdata_name, vdata_class)

integer file_id, n_records, data_type
character*(*) vdata_name, vdata_class, fieldname

character*(*) buf
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VHstoredatam/vhfsdm/vhfscdm

int32 VHstoredatam(int3fle_id, char *fieldname uint8buf], int32 n_records int32data_typechar
*vdata_namechar *vdata_classint32 order),

file_id IN: File identifier returned byHopen

fieldname IN: Field name

buf IN: Buffer containing the records to be stored
n_records IN: Number of records to be stored

data_type IN: Type of data to be stored

vdata_name IN: Name of the vdata to be created
vdata_class IN: Class of the vdata to be created

order IN: Field order

Purpose Creates and writes to a multi-order, single-field vdata.

Return value

Description

FORTRAN

Returns the reference number of the newly created vdata if successful, and
FAIL (or-1) otherwise.

VHstoredatam creates a vdata with the name specified by the parameter
vdata_namend a class name specified by the paranvelata_classn the file
identified by the parametefile_id. The data type of the vdata is specified by
the parametedata_type The vdata contains one field with the name specified
by the parametdieldname The order of the fieldyrder, indicates the number

of vdata values stored per field. The vdata contains the number of records
specified by the parameter_records The buf parameter should contain
n_recordsrecords that will be stored in the vdata.

Vstart must precedé/Hstoredatam. It is not necessary, however, to call
VSattach or VSdetachin conjunction withvHstoredatam.

This routine provides a high-level method for creating multi-order, single-field
vdatas.

Note that there are two FORTRAN-77 versions of this routine; one for numeric
data yhfsdm) and the other for character dathfscdm).

integer function vhfsdm(file_id, fieldname, buf, n_records,

data_type, vdata_name, vdata_class, order)

integer file_id, n_records, data_type, order

character*(*) vdata_name, vdata_class, fieldname
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<valid numeric data type> buf(*)

integer function vhfscdm(file_id, fieldname, buf, n_records,
data_type, vdata_name, vdata_class

order)

integer file_id, n_records, data_type, order
character*(*) vdata_name, vdata_class, fieldname

character*(*) buf
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VSappendable/vsapp (Obsolete)

int32 VSappendable(int3ata_id int32block_sizg

vdata_id IN: Vdata identifier returned by Sattach
block_size IN: Standard block size of appended data
Purpose Makes it possible to append to a vdata.

Return value Retrievessucceer{or 0) if successful andaiL (or-1) otherwise.

Description The HDF library makes all vdatas appendable upon creation. Therefore, this
routine has been made obsolete.

FORTRAN integer function vsapp(vdata_id, block_size)

integer vdata_id, block_size
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VSattach/vsfatch

int32 VSattach(int32ile_id, int32vdata_ref char *acces}

file_id
vdata_ref

access

Purpose
Return value

Description

FORTRAN

IN: File identifier returned byHopen
IN: Reference number of the vdata
IN: Access mode

Attaches to an existing vdata or creates a new vdata.
Returns a vdata identifier if successful @aad. (or-1) otherwise.

VSattach attaches to the vdata identified by the reference nurabata_ref,

in the file identified by the parametéle_id. Access to the vdata is specified
by the parametesiccessVSattach returns an identifier to the vdata, through
which all further operations on that vdata are carried out.

An existing vdata may be multiply-attached for reads. Only one attach with
write access to a vdata is allowed.

The default interlace mode for a new vdatausL_INTERLACE(Or 0). This may
be changed usingSsetinterlace

The value of the parametedata_refmay be -1. This is used to create a new
vdata.

w n m

Valid values foraccessare ‘t " for read access anav"for write access.

If accessis “r”, then vdata_refmust be the valid reference number of an
existing vdata returned from any of the vdata and vgroup search routines (e.g.,
Vgetnext or VSgetid). It is an error to attach to a vdata withdata_refof -1

with “r” access.

If accessis “w’, then vdata_refmust be the valid reference number of an
existing vdata or -1. An existing vdata is generally attached withc¢cess to
replace part of its data, or to append new data to it.

integer function vsfatch(file_id, vdata_ref, access)

integer file_id, vdata_ref

character*1 access
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VSattrinfo/vsfainf

intn VSattrinfo(int32vdata_id int32field_index,intn attr_index,char *attr_name|nt32 *data_type,

vdata_id
field_index
attr_index
attr_name
data_type
count

size

Purpose
Return value

Description

FORTRAN

int32 *count,int32 *size

IN: Vdata identifier returned by Sattach
IN: Index of the field
IN: Index of the attribute

OUT: Name of the attribute
OUT: Data type of the attribute
OUT: Attribute value count

OUT: Size of the attribute

Retrieves attribute information of a vdata or a vdata field.
Returnssucceer{or o) if successful andAaiL (or-1) otherwise.

VSattrinfo gets information on the attribute attached to the vdat@a_id or

to the vdata field. Vdata field is specified by its indiéd_index Attribute is
specified by its indexattr_index. The attribute name is returned into the
parametemattr_name the data type is returned into the paramdtda_type
the number of values of the attribute is returned into the paracwiat and
the size of the attribute is returned into the paranséter

The parameterfield_index in VSattrinfo is the same as the parameter
field_indexin VSsetattr. It can be set to either an integer field index for the
vdata field attribute, orHDF_VDATA (or-1) to specify the vdata attribute.

In C the values of the parametatsr_name data_type countandsizecan be
set toNuLL if the information returned by these parameters is not needed.

integer function vsfainf(vdata_id, field_index, attr_index,
attr_name, data_type, count, size)

integer vdata_id, field_index, attr_index
character*(*) attr_name

integer data_type, count, size
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VSdelete/vsfdlte

int32 VSdelete(int32ile_id, int32vdata_id

file_id IN: File identifier returned bydopen
vdata_id IN: Vdata identifier returned bySattach
Purpose Remove a vdata from a file.

Return value Returnssucceer{or 0) if successful andaiL (or-1) if not successful.

Description VSdeleteremoves the vdata identified by the parametiata_idfrom the file
identified by the parametéite_id.

FORTRAN integer function vsfdlte(file_id, vdata_id)

integer file_id, vdata_id
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VSdetach/vsfdtch

int32 VSdetach(int3xdata_igd

vdata_id

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

Detaches from the current vdata, terminating further access to that vdata.
Returnssucceer{or o) if successful andAaiL (or-1) otherwise.

VSdetach detaches from the vdata identified by the parametata_idand
updates the vdata information in the file if there are any changes. All memory
used for that vdata is freed.

Thevdata_ididentifier should not be used after that vdata is detached.

integer function vsfdtch(vdata_id)

integer vdata_id
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VSelts/vsfelts

int32 VSelts(int3%/data_id

vdata_id

Purpose

Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

Determines the number of records in a vdata.

Returns the number of records in the vdata if successfulFand (or -1)
otherwise.

VSeltsreturns the number of records in the vdata identifieddata_id

integer function vsfelts(vdata_id)

integer vdata_id

2-184

June 26, 1998



HDF Reference Manual

VSfdefine/vsffdef

VSfdefine/vsffdef

intn VSfdefine(int32vdata_id char *fieldname int32 data_type int32order)

vdata_id
fieldname
data_type

order

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach
IN: Name of the field to be defined

IN: Data type of the field values

IN: Order of the new field

Defines a new field for in a vdata.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

VSfdefinedefines a field with the name specified by the paraniieieiname
of the data type specified by the parameimtia_type of the order specified by
the parameteorder, and within the vdata identified by the paramettata_id

VSfdefine is only used to define fields in a new vdata; it does not set the
format of a vdata. Note that defining a field uswWWgfdefine does not prepare

the storage format of the vdata. Once the fields have been defined, the routine
VSsetfieldsmust be used to set the form@dgfdefine may only be used with a

new empty vdata. Once there is data in a vdata, definitions of vdata fields may
not be modified or deleted.

There are certain field names the HDF library recognizes as predefined. A list
of these predefined field types can be found in the HDF User’s Guide.

A field is defined by its namdi¢ldnamg, its type (lata_typé and its order
(order). A fieldname is any sequence of characters. By convention, fieldnames
are usually a mnemonic, e.g. “PRESSURE". The type of a field specifies
whether a field is float, integer, etc. Thukta_typemay be one of the data
types listed in Table 1A in Section | of this manual.

The order of a field is the number of components in that field. A field
containing the value of a simple variable, such a time or pressure, would have
an order of 1. Compound variables have an order greater than 1. For example, a
field containing the values associated with a variable for velocity in three
dimensions would have an order of 3.

integer function vsffdef(vdata_id, fieldname, data_type, order)

integer vdata_id, data_type, order

character*(*) fieldname
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VSfexist/vsfex

intn VSfexist(int32vdata_id char field_name_list

vdata_id

field_name_list

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

IN: List of field names

Checks to see if certain fields exist in the current vdata.
Returns a value of 1 if all field(s) exist andL (or-1) otherwise.

VSfexist checks if all fields with the names specified in the parameter
field_name_lisexist in the vdata identified by the parametgata_id.

The parametefield_name_lisis a string of comma-separated fieldnames (e.g.,
“PX,PY,PZ” in C and 'PX,PY,PZ’ in Fortran).

integer function vsfex(vdata_id, field_name_list)

integer vdata_id

character*(*) field_name_list
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VSfind/vsffnd

int32 VSfind(int32file_id, char vdata_namg

file_id

vdata_name

Purpose

Return value

Description

FORTRAN

IN: File identifier returned byHopen

IN: Name of the vdata

Returns the reference number of a vdata, given its name.

Returns the vdata reference number if successfub @rthie vdata is not found
or an error occurs.

VSfind returns the reference number of the vdata with the name specified by
the parameterdata_namen the file specified by the paramefde_id. If there

is more than one vdata with the same nawigfind will only find the
reference number of the first vdata in the file with that name.

integer function vsffnd(file_id, vdata_name)

integer file_id

character*(*) vdata_name
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VSfindattr/vsffdat

intn VSfindattr(int32vdata_id int32field_index,char *attr_namé@

vdata_id
field_index

attr_name

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach
IN: Field index
IN: Attribute name

Returns the index of an attribute of a vdata or vdata field.
Returns the index of the attribute if successfulsd (or-1) otherwise.

VSfindattr returns the index of the attribute with the name specified by the
parameteattr_namein the vdata identified by the parametdata_id

To return the index of the attribute attached to the vdata , set the value of the
parameterfield_indexto _HDF_VDATA(or -1). To return the index of the
attribute of a field in the vdata , set the value of the pararfielgrindexto the

field index. Valid values ofield_indexrange from O to the total number of the
vdata fields - 1. The number of the vdata fields is returnedrnfields.

integer function vsffdat(vdata_id, field_index, attr_name)

integer vdata_id, field_index

character*(*) attr_name

2-188

June 26, 1998



HDF Reference Manual

VSfindclass/vffcls

VSfindclass/vffcls

int32 VSfindclass(int32ile_id, char vdata_clask

file_id

vdata_class

Purpose

Return value

Description

FORTRAN

IN: File identifier returned byHopen

IN: Class of the vdata

Returns the reference number of the first vdata with a given vdata class name

Returns the reference number of the vdata if successful dinide vdata is not
found or an error occurs.

VSfindclassreturns the reference number of the vdata with the class name
specified by the parametedata_clasdn the file identified by the parameter
file_id.

integer function vffcls(vdata_id, vdata_class)

integer vdata_id

character*(*) vdata_class
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VSfindex/vsffidx

intn VSfindex(int32vdata_id char *fieldname int32 *field_indey

vdata_id
fieldname

field_index

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach
IN: Name of the field
OUT: Index of the field

Retrieves the index of a field within a vdata.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

VSfindexretrieves the indexield_index of the field with a name specified by
the parametefieldname within the vdata identified by the parametdata_id

integer function vsffidx(vdata_id, fieldname, field_index)

integer vdata_id, field_index

character*(*) fieldname
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VSfnattrs/vsffnas

int32 VSfnattrs (int3%data_id int32field_indey

vdata_id

field_index

Purpose

Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

IN: Index of the field

Returns the number of attributes attached to a \alatee number of attributes
attached to a vdata field.

Returns the number of attributes assigned to this vdata or its fields when
successful, angaiL (or-1) otherwise.

VStnattrs returns the number of attributes attached to a vdata specified by the
parametervdata_id or the number of attributes attached to a vdata field,
specified by the field indexield_index.

To return the number of attributes attached to the vdata , set the value of
field_indexto _HDF_VDATA(or -1 ). To return the number of attributes of a field

in the vdata , set the value fiéld_indexto the field index. Field index is a
nonnegative integer less than the total number of the vdata fields. The number
of vdata fields is returned byFnfields.

VSfnattrs is different from thé/Snattrs routine, which returns the number of
attributes of the specified vdatadthe fields contained in it.

integer function vsffnas(vdata_id, field_index)

integer vdata_id, field_index
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VSfpack/vsfcpak/vsfnpak

intn VSfpack(int32vdata_id intnaction char fields_in_buf VOIDP buf, intnbuf_sizeintnn_records
char *field_name_listVOIDP bufptrd])

vdata_id
action
fields_in_buf

buf

buf_size
n_records
field_name_list

bufptrs

Purpose

Return value

Description

IN: Vdata identifier returned by Sattach
IN: Action to be performed
IN: Names of the fields ibuf

IN/OUT: Buffer containing the values of the packed fields to write to or read
from the vdata

IN: Buffer size in bytes
IN: Number of records to pack or unpack
IN: Names of the fields to be packed or unpacked

IN/OUT: Array of pointers to the field buffers

Packs field data into a buffer or unpacks buffered field data into vdata field(s)
for fully interlaced fields.

Returnssucceeror o) if successful andaiL (or-1) otherwise.

VSfpack packs or unpacks the field(s) listed in the paranfetet name_list
to or from the buffebuf according to the specified action in the parameter
action

Valid values foraction are_HDF_vsPACK(or 0) which packs field values from
bufptrs (the field buffers) tdouf, or _HDF_vSUNPACKor 1) which unpacks vdata
field values frombuf into bufptrs

WhenVSfpack is called to pack field values intwif, fields_in_bufmust list

all fields of the vdata. WhelvSfpack is called to unpack field values,
fields_in_bufmay be a subset of the vdata fields. To specify all vdata fields in
fields_in_bufNuLL can be used in C and a blank character (* *) in Fortran.

The name(s) of the field(s) to be packed or unpacked are specified by the
field_name_listIn C, the names in the paramefmid_name_listcan be a
subset of or all field names listedfields_in_buf To specify all vdata fields,
NULL can be used in C.

The FORTRAN-77 versions of this routine can pack or unpack only one field
at a time. Therefordield_name_listvill contain the name of the field that will
be packed or unpacked.

The calling program must allocate sufficient spacebiairto hold all of the
packed fields. The size of thruf buffer should be at least records* (the
total size of all fields specified iftelds_in_buy.

2-192

June 26, 1998



HDF Reference Manual

VSfpack/vsfcpak/vsfnpak

FORTRAN

Note that there are two FORTRAN-77 versions of this routusénpak to
pack or unpack a numeric field andfcpak to pack or unpack a character
field.

Refer to the HDF User's Guide for an example on how to use this routine.

integer function vsfnpak(vdata_id, action, fields_in_buf, buf,
buf_size, n_records, field_name_list,
bufptrs)

integer vdata_id, action, buf(*), buf_size, n_records
<valid numeric data type> bufptrs(*)
character*(*) fields_in_buf, field_name_list

integer function vsfcpak(vdata_id, action, fields_in_buf, buf,
buf_size, n_records, field_name_list,
bufptrs)

integer vdata_id, action, buf(*), buf_size, n_records

character*(*) fields_in_buf, field_name_list, bufptrs(*)
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VSgetattr/vsfgnat/vsfgcat

intn VSgetattr(int32/data_id intn field_index,int32 attr_index,VOIDP valueg

vdata_id
field_index
attr_index

values

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach
IN: Index of the field
IN: Index of the attribute

OUT: Buffer for the attribute values

Retrieves the attribute values of a vdata or vdata field.
Returnssucceeror o) if successful andAaiL (or-1) otherwise.

VSgetattr retrieves the attribute values of the vdata identified by the parameter
vdata_idor the vdata field specified by the field indefeld_index,into the
buffervalues

If field_indexis set to HDF_VDATA (or -1 ), the value of the attribute attached

to the vdata is returned.fikld_indexis set to the field index, attribute attached

to a vdata field is returned. Field index is a nonnegative integer less than the
total number of the vdata fields. The number of vdata fields is returned by
VFnfields

Attribute to be retrieved is specified by its indeatfr_index. Index is a
nonnegative integer less than the total number of the vdata or vdata field
attributes. UseVSfnattrs to find the number of the vdata or vdata field
attributes.

integer function vsfgnat(vdata_id, field_index, attr_index,
values)

integer vdata_id, field_index, attr_index

<valid numeric data type> values(*)

integer function vsfgcat(vdata_id, field_index, attr_index,
values)

integer vdata_id, field_index, attr_index

character*(*) values
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VSgetclass/vsfgcls

int32 VSgetclass(int32data_id char *vdata_clask

vdata_id

vdata_class

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

OUT: Vdata class name

Retrieves the vdata class name, if any.
Returnssucceeror o) if successful andAaiL (or-1) otherwise.

VSgetclassretrieves the class name of the vdata identified by the parameter
vdata_idand places it in the buffedata_class

Space for the buffewdata_classmust be allocated by the calling program
beforeVSgetclasss called. The maximum length of the class name is defined
by the macro/SNAMELENMAX (or 64) .

integer function vsfgcls(vdata_id, vdata_class)

integer vdata_id

character*(*) vdata_class
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VSgetfields/vsfgfld

int32 VSgetfields(int3Zdata_id char field_name_list

vdata_id

field_name_list

Purpose

Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

OUT: Field name list

Retrieves the field names of all of the fields in a vdata.

Returns the number of fields in the vdata if successful rad (or -1)
otherwise.

VSgetfields retrieves the names of the fields in the vdata identified by the
parametewdata_idinto the bufferfield_name_list

The parameteffield_name_listis a character string containing a comma-
separated list of names (e.g., “PX,PY,PZ” in C or ‘PX,PY,PZ’ in Fortran).

integer function vsfgfld(vdata_id, field_name_list)

integer vdata_id

character*(*) field_name_list
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VSgetid/vsfgid

int32 VSgetid(int3Zile_id, int32vdata_rej

file_id

vdata_ref

Purpose

Return value

Description

FORTRAN

IN: File identifier returned byHopen

IN: Vdata reference number

Sequentially searches through a file for vdatas.

Returns the reference number for the next vdata if successfekhandor-1)
otherwise.

VSgetid sequentially searches through a file identified by the paraifileted

and returns the reference number of the next vdata after the vdata that has
reference numbevdata_ref This routine is generally used to sequentially
search the file for vdatas. Searching past the last vdata in a file will result in an
error condition.

To initiate a search, this routine must be called with the valuedata_ref
equal to -1. Doing so returns the reference number of the first vdata in the file.

integer function vsfgid(file_id, vdata_ref)

integer file_id, vdata_ref
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VSgetinterlace/vsfgint

int32 VSgetinterlace(int32data_id

vdata_id

Purpose

Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

Returns the interlace mode of a vdata.

ReturnsFULL_INTERLACE (Or 0) or NO_INTERLACE (or 1) if successful angAiL
(or-1) otherwise.

VSgetinterlace returns the interlace mode of the vdata identified by the
parametewdata_id

integer function vsfgint(vdata_id)

integer vdata_id
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VSgetname/vsfgnam

int32 VSgetname(int32data_id char *vdata_nampg

vdata_id

vdata_name

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach
OUT:  Vdata name

Retrieves the name of a vdata.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

VSgetname retrieves the name of the vdata identified by the parameter
vdata_idinto the buffevdata_name

The user must allocate the memory space for the buffata_namebefore
callingVSgetname If the vdata does not have a name, a null string is returned
in the parametevdata_name. The maximum length of a vdata name is
defined byvSNAMELENMAGOr 64)

integer function vsfgnam(vdata_id, vdata_name)

integer vdata_id

character*(*) vdata_name
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VSgetversion/vsgver

int32 VSgetversion(int32data_id

vdata_id IN: Vdata identifier returned by Sattach

Purpose Returns the version number of a vdata.
Return value Returns the version number if successful esd (or-1) otherwise.

Description VSgetversion returns the version number of the vdata identified by the
parameterdata_id There are three valid version numbe/SET_OLD_VERSION
(or2), VSET_VERSION (or 3), andvSET_NEW_VERSIOKOr 4).

VSET_OLD_VERSIONS returned when the vdata is of a version that corresponds
to an HDF library version before version 3.2.

VSET_VERSIONIS returned when the vdata is of a version that corresponds to an
HDF library version between versions 3.2 and 4.0 release 2.

VSET_NEW_VERSIONiIS returned when the vdata is of the version that
corresponds to an HDF library version of version 4.1 release 1 or higher.

FORTRAN integer vsgver(vdata_id)

integer vdata_id
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VSinquire/vsfing

intn VSinquire(int32vdata_id int32 *n_records int32 *interlace_modechar field_name_listint32
*vdata_sizechar vdata_namg

vdata_id
n_records
interlace_mode
field_name_list
vdata_size

vdata_name

Purpose

Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach
OUT: Number of records

OUT: Interlace mode of the data

OUT: List of field names

OUT:  Size of arecord

OUT: Name of the vdata

Retrieves general information about a vdata.

Returnssucceep(or 0) if successful an@aiL (or -1) if it is unable to return
any of the requested information.

VSinquire retrieves the number of records, the interlace mode of the data, the
name of the fields, the size, and the name of the ved&ta_id and stores
them in the parametersn_records interlace_mode field_name_list
vdata_sizeandvdata_namerespectively. In C, if any of the output parameters
are NULL, the corresponding information will not be retrieved. Refer to the
Reference Manual pages &fBelts VSgetfields VSgetinterlace VSsizeof

and VSgetname for other routines that can be used to retrieve specific
information.

Possible returned values forterlace_modeare FULL_INTERLACE (or 0) and
NO_INTERLACE (or 1). The returned value ofdata_sizas the number of bytes
in a record and is machine-dependent.

The parametefield_name_lisis a character string that contains the names of
all the vdata fields, separated by commas. (e.g., “PX,PY,PZ” in C and
'PX,PY,PZ’ in Fortran).

integer function vsfing(vdata_id, n_records, interlace,
field_name_list, vdata_size,
vdata_name)

integer vdata_id, n_records, interlace, vdata_size

character*(*) field_name_list, vdata_name
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VSisattr/vsfisat

intn VSisattr(int32vdata_id

vdata_id

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

Determines whether a vdata is an attribute.
ReturnstrRUE(or 1) if the vdata is an attribute, ardLSE (or 0) otherwise.

VSisattr determines whether the vdata identified by the paramdtga_idis
an attribute.

As attributes are stored by the HDF library as vdatas, a means of testing
whether or not a particular vdata is an attribute is needed, and is provided by
this routine.

integer function vsfisat(vdata_id)

integer vdata_id
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VSlone/vsflone

int32 VSlone(int3Zile_id, int32ref_array], int32 maxsizg

file_id
ref_array

max_refs

Purpose

Return value

Description

FORTRAN

IN: File identifier returned byHopen
OUT:  Array of reference numbers

IN: Maximum number of lone vdatas to be retrieved

Retrieves the reference numbers of all lone vdatas, i.e., vdatas that are not
grouped with other objects, in a file.

Returns the total number of lone vdatas if successful rad (or -1)
otherwise.

VSlone retrieves the reference numbers of lone vgroups in the file identified
by the parametéile_id. AlthoughVSlone returns the number of lone vdatas
in the file, only at mostnax_refsreference numbers are retrieved and stored in
the bufferref_array The array must have at leasax_refselements.

An array size of 65,000 integers f@f_arrayis more than adequate if the user
chooses to declare the array statically. However, the preferred method is to
dynamically allocate memory instead; first cdBlone with a value of 0 for
max_refsto return the total number of lone vdatas, then use the returned value
to allocate memory faief_array before callingvySlone again.

integer function vsflone(file_id, ref_array, max_refs)

integer file_id, ref_array(*), max_refs
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VSnattrs/vsfnats

intn VSnattrs(int3%/data_id

vdata_id

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

Returns the total number of attributes of a vdata and of its fields.
Returns the total number of attributes if successfulrand (or-1) otherwise.

VSnattrs returns the total number of attributes of the vdadiata id, and of
its fields.

VSnattrs is different from thé/Sfnattrs routine, which returns the number of
attributes of a specified vdata of a field contained in a specified vdata.

integer function vsfnats(vdata_id)

integer vdata_id

2-204

June 26, 1998



HDF Reference Manual

VSread/vsfrd/vsfrdc/vsfread

VSread/vsfrd/vsfrdc/vsfread

int32 VSread(int3%data_id uint8 *databuf int32n_records int32interlace_modg

vdata_id
databuf
n_records

interlace_mode

Purpose

Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach
OUT: Buffer to store the retrieved data
IN: Number of records to be retrieved

IN: Interlace mode of the data to be stored in the buffer

Retrieves data from a vdata.

Returns the total number of records read if successful Fand (or -1)
otherwise.

VSread readsn_recordsrecords from the vdata identified by the parameter
vdata_id and stores the data in the buffitabufusing the interlace mode
specified by the parametenterlace_mode

The user can specify the fields and the order in which they are to be read by
calling VSsetfields prior to reading.VSread stores the requested fields in
databufin the specified order.

Valid values forinterlace_modereFULL_INTERLACE (Or 1) andNO_INTERLACE

(or 0). SelectingrFULL_INTERLACE causeslatabufto be filled by record and is
recommended for speed and efficiency. SpecifyNm INTERLACE causes
databufto be filled by field, i.e., all values of a field im recordsrecords are
filled before moving to the next field. Note that the default interlace mode of
the buffer isFULL_INTERLACE

As the data is stored contiguously in the vdat&fpack should be used to
unpack the fields after reading. Refer to the discussidSfack in the HDF
User’s Guide for more information.

Note that there are three FORTRAN-77 versions of this routisfed is for
buffered numeric dataisfrdc is for buffered character data avsfread is for
generic packed data.

integer function vsfrd(vdata_id, databuf, n_records,
interlace_mode)

integer vdata_id, n_records, interlace_mode

<valid numeric data type> databuf(*)

integer function vsfrdc(vdata_id, databuf, n_records,
interlace_mode)
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integer vdata_id, n_records, interlace_mode

character*(*) databuf

integer function vsfread(vdata_id, databuf, n_records,
interlace_mode)

integer vdata_id, n_records, interlace_mode

integer databuf(*)

2-206 June 26, 1998



HDF Reference Manual

VSseek/vsfseek

VSseek/vsfseek

int32 VSseek(int3xdata_id int32record_po3}

vdata_id

record_pos

Purpose

Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

IN: Position of the record

Provides a mechanism for random-access I/O within a vdata.

Returns the record position (zero or a positive integer) if successfuaand
(or-1) otherwise.

VSseekmoves the access pointer within the vdata identified by#nameter
vdata_idto the position of the record specified by tr@ameterecord_pos
The next call to/Sread or VSwrite will read from or write to the record where
the access pointer has been moved to.

The value ofecord_posis zero-based. For example, to seek to the third record
in the vdata, setecord_posto 2. The first record position is specified by
specifying arecord_posvalue of 0. Each seek is constrained to a record
boundary within the vdata.

integer function vsfseek(vdata_id, record_pos)

integer vdata_id, record_pos
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VSsetattr/vsfsnat/vsfscat

intn VSsetattr(int3Zdata_id int32field_index,char *attr_namejnt32data_typejnt32 count,VOIDP

vdata_id
field_index
attr_name
data_type
count

values

Purpose
Return value

Description

FORTRAN

valueg

IN: Vdata identifier returned by Sattach
IN: Index of the field

IN: Name of the attribute

IN: Data type of the attribute

IN: Number of attribute values

IN: Buffer containing the attribute values

Sets an attribute of a vdata or a vdata field.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

VSsetattr defines an attribute that has the name specified by the parameter
attr_name the data type specified by the paramdtgr_type and the number

of values specified by the parametunt and that contains the values
specified in the parametealues The attribute is set for either the vdata or a
vdata field depending on the value of the paranfegkt_index

If the field already has an attribute with the same name, the current values will
be replaced with the new values if the new data type and order are the same as
the current ones. Any changes in the field data type or order will result in a
value ofFAIL (or-1) to be returned.

If field_indexvalue is set toHDF_VDATA(or -1 ), the attribute will be set for the
vdata. Iffield_indexis set to the field index, attribute will be set for the vdata
field. Field index is a nonnegative integer less than the total number of the
vdata fields. The number of vdata fields can be obtained ¥infjelds.

The value of the parametéata_typecan be any one of the data types listed in
Table 1A in Section | of this manual.

integer function vsfsnat(vdata_id, field_index, attr_name,
data_type, count, values)

integer vdata_id, field_index, data_type, count, values(*)

character*(*) attr_name

integer function vsfscat(vdata_id, field_index, attr_name,
data_type, count, values)
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integer vdata_id, field_index, data_type, count

character*(*) attr_name, values(*)
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VSsetclass/vsfscls

int32 VSsetclass(int32data_id char *vdata_clasy

vdata_id

vdata_class

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

IN: Name of the vdata class

Sets the class name of a vdata.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

VSsetclasssets the class name of the vdata identified by the parameter
vdata_idto the value of the parametatata_class

At creation, the class name of a vdataigL The class name may be reset
more than once. Class names, like vdata names, can be any character string.
They exist solely as meaningful labels to user applications and are not used by
the HDF library in any way. Class names will be truncated/$0AMELENMAX

(or 64) characters.

integer function vsfscls(vdata_id, vdata_class)

integer vdata_id

character*(*) vdata_class
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VSsetexternalfile/vsfsextf

intn VSsetexternalfile(int32data_id char *filename int32 offse)

vdata_id
filename

offset

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

IN: Name of the external file

IN: Offset, in bytes, of the location in the external file the new data is to
be written

Stores vdata information in an external file.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

VSsetexternalfilewrites data in the vdata identified by the paramedeta_id
in the file namedfilename at the byte offset specified by tharametepffset

Only the data will be stored externally. Attributes and all metadata will remain
in the primary HDF file.

IMPORTANT: The user must ensure that the external files are relocated along
with the primary file.

Read the Reference Manual pageSibsetexternalfilefor more information
on using the external file feature.

integer function vsfsextf(vdata_id, filename, offset)

integer vdata_id, offset

character*(*) filename
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VSsetfields/vsfsfld

intn VSsetfields(int3%data_id char field_name_list

vdata_id IN: Vdata identifier returned by Sattach
field_name_list IN: List of the field names to be accessed
Purpose Specifies the fields to be accessed.

Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description VSsetfieldsspecifies that the fields, whose names are listed in the parameter
field_name_list of the vdata identified by the parameietata_id will be
accessed by the next call WSread or VSwrite. VSsetfieldsmust be called
before any call t&/Sread or VSwrite.

For reading from a vdata, a call #Ssetfieldssets up the fields that are to be
retrieved from the records in the vdata. If the vdata is envf8getfieldswill
returnFAiL (or-1).

For writing to a vdataySsetfieldscan only be called once, to set up the fields

in a vdata. Once the vdata fields are set, they may not be changed. Thus, to
update some fields of a record after the first write, the user must read all the
fields to a buffer, update the buffer, then write the entire record back to the
vdata.

The parametefield_name_listis a character string that contains a comma-
separated list of fieldnames (i.e., “PX,PY,PZ” in C and 'PX,PY,PZ’ in Fortran).
The combined width of the fields in a vdata must be lessMAXNFIELD_SIZE

(or 65535) bytes. If an attempt to create a larger record is mdé8setfields

will return FAIL (or-1).

If the vdata is attached with an™access mode, the paramefietd_name_list
must contain only the fields that already exist in the vdata. If the vdata is
attached with aw” access moddield_name_listan contain the names of any
fields that have been defined Wgfdefine or any predefined fields.

FORTRAN integer function vsfsfld(vdata_id, field_name_list)

integer vdata_id

character*(*) field_name_list
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VSsetinterlace/vsfsint

intn VSsetinterlace(int32data_id int32interlace_modg

vdata_id

interlace_mode

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

IN: Interlace mode of the data to be stored in the vdata

Sets the interlace mode of a vdata.
Returnssucceeroro ) if successful angaiL (or-1) otherwise.

VSsetinterlacesets the interlace mode of the vdatdata_id to that specified
by the parametdnterlace_modeThis routine can only be used when creating
new vdatas with write access.

The value ofinterlace_modemay be eitherFULL_INTERLACE (Or 0) or
NO_INTERLACE(or 1). If this routine is not called, the default interlace mode of
the vdata iSFULL_INTERLACE The FULL_INTERLACE option is more efficient
thanNO_INTERLACEalthough both require the same amount of disk space.

SpecifyingFULL_INTERLACE accesses the vdata by record; in other words, all
values of all fields in a record are accessed before moving to the next record.
SpecifyingNO_INTERLACEaccesses the vdata by field; in other words, all field
values are accessed before moving to the next field. Thus, for writing data, all
record data must be available before the write operation is invoked.

Note that the interlace mode of the data to be written is specified by a
parameter of th¥ Swrite routine.

integer function vsfsint(vdata_id, interlace_mode)

integer vdata_id, interlace_mode
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VSsetname/vsfsnam

int32 VSsetname(int32data_id char *vdata_namg

vdata_id IN: Vdata identifier returned by Sattach
vdata_name IN: Name of the vdata
Purpose Assigns a name to a vdata.

Return value Returnssucceer{oro ) if successful angaiL (or-1) otherwise.

Description VSsetnamesets the name of the vdata identified by the paramedsta_id to
the value of the parametedata_name

At creation, the name of the vdatanisLL. The name may be reset more than
once. Vdata names, like class names, can be any character string. They exist
solely as a meaningful label for user applications and are not used by the HDF
library in any way. Vdata names will be truncatedvBNAMELENMAXOr 64)
characters.

FORTRAN integer function vsfsnam(vdata_id, vdata_name)

integer vdata_id

character*(*) vdata_name
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VSsizeof/vsfsiz

int32 VSsizeof(int32/data_id char field_name_list

vdata_id IN: Vdata identifier returned by Sattach
field_name_list IN: Name(s) of the fields to check
Purpose Computes the size, in bytes, of the given field(s) for the local machine.

Return value Returns the fields size if successful aa. (or-1) otherwise.

Description VSsizeofcomputes the size, in bytes, of the fields specified inprameter
field_name_listn the vdata identified by thearameterdata_id

The parametefield_name_listspecifies a single field or several comma-
separated fields. The field or fields should already exist in the vdata. If more
than one field is specified/Ssizeof will return the total sizes of all of the
fields.

FORTRAN integer function vsfsiz(vdata_id, field_name_list)

integer vdata_id

character*(*) field_name_list
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VSwrite/vsfwrt/vsfwrtc/vsfwrit

int32 VSwrite(int32vdata_id uint8 *databuf int32n_records int32interlace_modg

vdata_id
databuf
n_records

interlace_mode

Purpose

Return value

Description

IN: Vdata identifier returned by Sattach

IN: Buffer of records to be written to the vdata
IN: Number of records to be written

IN: Interlace mode of the buffer in memory

Writes data to a vdata.

Returns the total number of records written if successful rnd (or -1)
otherwise.

VSwrite writes the data stored in the buftitabufinto the vdata identified by
the parametevdata_id The parameten_recordsspecifies the number of
records to be written. The parameiaterlace_modedefines the interlace
mode of the vdata fields stored in the buffatabuf

Valid values forinterlace_modereFULL_INTERLACE (Or 0) andNO_INTERLACE

(or 1). SelectingruLL_INTERLACEfills databufby record and is recommended
for speed and efficiency. Specifyimgp_INTERLACECcauseslatabufto be filled

by field, i.e., all values of a field in all records must be written before moving
to the next field. Thus, all data must be available before writing. If the data is to
be written to the vdata with an interlace mode different from that of the buffer,
VSsetinterlacemust be called prior tdSwrite. Note that the default interlace
mode of a vdata isBULL_INTERLACE

It is assumed that the datadatabufis organized as specified by the parameter
interlace_mode The number and order of the fields organized in the buffer
must correspond with the number and order of the fields specified in the call to
VSsetfields which finalizes the vdata fields definition. SingSwrite writes

the data irdatabufcontiguously to the vdat&Sfpack must be used to remove
any “padding”, or non-data spaces, used for vdata field alignment. This
process is called packing. Refer to the discussioW®fpack in the HDF
User’s Guide for more information.

Before writing data to a newly-created vda¥&define andVSsetfieldsmust
be called to define the fields to be written.

Note that there are three FORTRAN-77 versions of this rougsfeurt is for
buffered numeric datasfwrtc is for buffered character data avsfwrit is for
generic packed data.
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FORTRAN

integer function vsfwrt(vdata_id, databuf, n_records,
interlace_mode)

integer vdata_id, n_records, interlace_mode

<valid numeric data type> databuf(*)

integer function vsfwrtc(vdata_id, databuf, n_records,
interlace_mode)

integer vdata_id, n_records, interlace_mode

character*(*) databuf

integer function vsfwrit(vdata_id, databuf, n_records,
interlace_mode)

integer vdata_id, n_records, interlace_mode

character*(*) databuf
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VSQuerycount/vsgfnelt

intn VSQuerycount(int3&data_id int32 *n_record$

vdata_id IN: Vdata access identifier returned ¥gattach
n_records OUT: Number of records in the vdata
Purpose Retrieves the number of records in a vdata.

Return value Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

Description VSQuerycount retrieves the number of records in the vdata identified by
vdata_idin the parameten_records

FORTRAN integer function vsgfnelt(vdata_id, n_records)

integer vdata_id, n_records
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VSQueryfields/vsgfflds

intn VSQueryfields(int3%/data_id char field_name_list

vdata_id

field_name_list

Purpose
Return value

Description

FORTRAN

IN: Vdata access identifier returned Ygattach

OUT: List of field names

Retrieves the names of the fields in a vdata.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

VSQueryfields retrieves the names of the fields in the vdata identified by the
parametewdata_idinto the parametdield_name_list

The parametefield_name_listis a comma-separated list of the fields in the
vdata. (i.e., “PX,PY,PZ” in C and 'PX,PY,PZ" in Fortran).

integer function vsqfflds(vdata_id, field_name_list)

integer vdata_id

character*(*) field_name_list
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VSQueryinterlace/vsdfintr

intn VSQueryinterlace(int32data_id int32 *interlace_modg

vdata_id

interlace_mode

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

OUT: Interlace mode

Retrieves the interlace mode of the vdata.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

VSQueryinterlace retrieves the interlace mode of the vdata identified by the
parameterwdata_idinto the parametenterlace_mode

Valid values forinterlace_modereFULL_INTERLACE (Or 0) andNO_INTERLACE
(or1).

integer function vsqfintr(vdata_id, interlace_mode)

integer vdata_id, interlace_mode
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VSQueryname/vsgfname

intn VSQueryname(int32data_id char *vdata_namg

vdata_id IN: Vdata identifier returned by Sattach

vdata_name OUT: Name of the vdata

Purpose Retrieves the name of a vdata.
Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description VSQueryname retrieves the name of the vdata identified by the parameter
vdata_idinto the buffevdata_name

FORTRAN integer function vsgfname(vdata_id, vdata_name)

integer vdata_id

character*(*) vdata_name
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VSQueryref/vsqref

int32 VSQueryref(int3%data_id

vdata_id

Purpose

Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

Returns the reference number of a vdata.

Returns the reference number of the vdata if successfulFand (or -1)
otherwise.

VSQueryref returns the reference number of the vdata identified by the
parametervdata_id

integer function vsqref(vdata_id)

integer vdata_id
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VSQuerytag/vsqgtag
int32 VSQuerytag(int3kdata_ig

vdata_id IN: Vdata identifier returned by Sattach

Purpose Returns the tag of the specified vdata.
Return value Returns the tag of the vdata if successful esd (or-1) otherwise.

Description Returns the tag of the vdata identified by the paranvelata_id

FORTRAN integer function vsqtag(vdata_id)

integer vdata_id
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VSQueryvsizelvsqfvsiz

intn VSQueryvsize(int32data_id int32 *vdata_sizg

vdata_id

vdata_size

Purpose
Return value

Description

FORTRAN

IN: Vdata identifier returned by Sattach

OUT: Size of the vdata record

Retrieves the size of a record in a vdata.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.
VSQueryvsizeretrieves the size, in bytes, of a record in the vdata identified by

the parametevdata_idinto the parameterdata_size The returned size value
is machine dependent.

integer function vsqfvsiz(vdata_id, vdata_size)

integer vdata_id, vdata_size
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DF24addimage/d2aimg

intn DF24addimage(chaffitename VOIDP image int32width, int32 heigh)

filename
image
width
height

Purpose
Return value

Description

FORTRAN

IN: Name of the file

IN: Pointer to the image array

IN: Number of columns in the image
IN Number of rows in the image

Writes a 24-bit image to the specified file.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

DF24addimageappends a 24-bit raster image set to the file. Amaageis
assumed to be widtk heightx 3 bytes. In FORTRAN-77, the dimensions of
the arrayimagemust be the same as the dimensions of the image data.

The order in which dimensions are declared is different between C and
FORTRAN-77. Ordering varies because FORTRAN-77 arrays are stored in
column-major order, while C arrays are stored in row-major order. (Row-major
order implies that the last coordinate varies fastest).

WhenDF24addimagewrites an image to a file, it assumes row-major order.
The FORTRAN-77 declaration that causes an image to be stored in this way
must have the width as its first dimension and the height as its second
dimension. In other words, the image must be built “on its side”.

integer function d2aimg(filename, image, width, height)

character*(*) filename
<valid numeric data type> image

integer width, height
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DF24getdims/d2gdims

intn DF24getdims (charftename int32 *width, int32 *height intn *interlace_modg

filename
width
height

interlace_mode

Purpose
Return value

Description

FORTRAN

IN: Name of the file
OUT:  Width of the image
OUT:  Height of the image

OUT:  File interlace mode of the image

Retrieves dimensions and interlace storage scheme of next image.
Returnssucceeroro ) if successful angaiL (or-1) otherwise.

DF24getdimsretrieves the dimensions and interlace of the image. If the file is
being opened for the first tim&@F24getdimsreturns information about the

first image in the file. If an image has already been rB&@4getdimsfinds

the next image. In this way, images are read in the same order in which they
were written to the file.

If the dimensions and interlace of the image are known beforehand, there is no
need to calDF24getdims Simply allocate arrays with the proper dimensions
for the image and invokBF24getimageto read the images. If, however, you

do not know the values of width and height, you must2BR4getdimsto get

them and then use them to determine the amount of memory to allocate for the
image buffer.

Successive calls OF24getdimsandDF24getimageretrieve all of the images
in the file in the sequence in which they were written.

The interlace mode codes aodpr pixel interlacing,l for scan-line interlacing
and2 for scan-plane interlacing.

integer function d2gdims(filename, width, height, interlace_mode)

character*(*) filename

integer width, height, interlace_mode
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DF24getimage/d2gimg

intn DF24getimage(charfifename VOIDP image int32width, int32heigh)

filename
image
width
height

Purpose
Return value

Description

FORTRAN

IN: Name of the HDF file
OUT:  Pointer to image buffer
IN: Number of columns in the image

IN: Number of rows in the image

Retrieves an image from the next 24-bit raster image set.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

DF24getimageretrieves the image and stores it in an arraipA24getdims
has not been calle@®F24getimagefinds the next image in the same way that
DF24getdimsdoes.

The amount of space allocated for the image should be widithight x 3
bytes.

To specify that the next call tDF24getimageshould read the raster image
using an interlace other than the interlace used to store the image in the file,
first call DF24reqil.

integer function d2gimg(filename, image, width, height)

character*(*) filename, image

integer width, height
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DF24lastref/d2Iref

uintle DF24lastref( )

Purpose Retrieves the last reference number written to or read from a 24-bit raster
image set.

Return value Returns the non-zero reference number if successful Fand (or -1)
otherwise.

Description This routine is primarily used for attaching annotations to 24-bit images and

adding 24-bit images to vgroud3F24lastrefreturns the reference number of
the last 24-bit raster image read or written.

FORTRAN integer function d2lref()

2-230 June 26, 1998



HDF Reference Manual DF24n|mageS/d2n|mg

DF24nimages/d2nimg

intn DF24nimages(charfitenameg

filename IN: Name of the file

Purpose Counts the number of 24-bit raster images contained in an HDF file.

Return value Returns the number of 24-bit images in the file if successfuFand (or-1)
otherwise.

Description DF24nimagescounts the number of 24-bit images stored in the file.

FORTRAN integer function d2nimg(filename)

character*(*) filename

June 26, 1998 2-231



DF24putimage/d2pimg

National Center for Supercomputing Applications

DF24putimage/d2pimg

intn DF24putimage(charfitename VOIDP image int32width, int32 heigh)

filename
image
width
height

Purpose
Return value

Description

FORTRAN

IN: Name of the file

IN: Pointer to the image array

IN: Number of columns in the image
IN: Number of rows in the image

Writes a 24-bit image as the first image in the file.
Returnssucceer{or o) if successful andaiL (or-1 ) otherwise.

The array image is assumed to be widtheightx 3 bytes.DF24putimage
overwrites any information that exists in the HDF file. To append a new image
to a file instead of overwriting an existing file, UBE24addimage

integer function d2pimg(filename, image, width, height)

character*(*) filename
<valid numeric data type> image

integer width, height
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DF24readref/d2rref

intn DF24readref(charfiename uint16ref)

filename IN: Name of the file
ref IN: Reference number for the next callD&24getimage
Purpose Specifies the reference number of the next image to be read when

DF24getimageis next called.
Return value Returnssucceeror 0) if successful andAiL (or-1) otherwise.

Description DF24readref is commonly used in conjunction witbFANIablist, which
returns a list of labels for a given tag together with their reference numbers. It
provides a means of non-sequentially accessing 24-bit raster images in a file.

There is no guarantee that reference numbers appear in sequence in an HDF
file. Therefore, it is not safe to assume that a reference number is the index of
an image.

FORTRAN integer function d2rref(filename, ref)

character*(*) filename

integer ref
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DF24reqil/d2reqil

intn DF24reqil (intnil)

Purpose
Return value

Description

FORTRAN

IN Memory interlace of the next image read

Specifies the interlace mode for the next caD&R4getimagewill use.
Returnssucceeror o) if successful anéAIL (or-1) otherwise.

Regardless of what interlace scheme is used to store the iDBRgéreqil
causes the image to be loaded into memory and be interlaced according to the
specification ofil.

Because a call tBF24reqil may require a substantial reordering of the data,
slower 1/0 performance could result than would be achieved if no change in
interlace were requested.

The interlace mode codes aogor pixel interlacingy for scan-line interlacing
and2 for scan-plane interlacing.

integer function d2reqil(il)

integer il
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DF24restart/d2first
intn DF24restart( )

Purpose Specifies that the next 24-bit image read from the file will be the first one
rather than the 24-bit image following the one most recently read.

Return value Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

FORTRAN integer function d2first()
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DF24setcompress/d2scomp

intn DF24setcompress(int3gZpe comp_info tinfo)

type

cinfo

Purpose
Return value

Description

IN: Type of compression

IN: Pointer to compression information structure

Set the type of compression to use when writing the next 24-bit raster image.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

This routines provides a method for compressing the next raster image written.
The type can be one of the following valuesSoOMP_NONECOMP_JPEG
COMP_RLE COMP_IMCOMREOMP_NONES the default for storing images if this
routine is not called, therefore images are not compressed by default.
COMP_JPEGCcOompresses images with a JPEG algorithm, which is a lossy
method. coMP_RLEuses lossless run-length encoding to store the image.
COMP_IMCOMRISeS a lossy compression algorithm called IMCOMP, and is
included for backward compatibility only.

Thecomp_info union contains algorithm-specific information for the library
routines that perform the compression and is defined imdtvap.h header
file as follows:

typedef union tag_comp_info

struct
{
intn quality;
intn force_baseline;
3
Ipeg;
struct
{
int32  nt;
intn  sign_ext;
intn fill_one;
intn  start_bit;
intn  bit_len;
}
nbit;
struct
{
intn  skp_size;
}
skphuff;
struct
{
intn  level
}
deflate;

}

comp_info
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This union is defined to provide future expansion, but is currently only used by
the comP_JPEGOmMpression type. A pointer to a vaidmp_info union is
required for all compression types other tltamp_JPEGbut the values in the
union are not used. Tlemp_info union is declared in the header file hdf.h
and is shown here for informative purposes only, it should not be re-declared in
a user program.

For comp_JPE@ompression, the quality member of the jpeg structure must be
set to the quality of the stored image. This number can vary foonthe best
quality, too, terrible quality. All images stored withoMP_JPEGOmMpression

are stored in a lossy manner, even images stored with a qualitp .oThe

ratio of size to perceived image quality varies from image to image, some
experimentation may be required to determine an acceptable quality factor for
a given application. Théorce_baseline parameter determines whether
the quantization tables used during compression are forced to theorzssge

The force_baseline parameter should normally be set to (forcing
baseline results), unless special applications require non-baseline images to be
used.

If the compression type is JPEG@2scomp defines the default JPEG
compression parameters to be used. If these parameters must be changed later,

the d2sjpeg routine must be used. (See the Reference Manual entry for
d2sjpeg

FORTRAN integer function d2scomp(type)

integer type
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d2scomp

integer d2scomp(integeguality, integerbaseling

quality IN: JPEG quality specification

baseline IN: JPEG baseline specification

Purpose Fortran-specific routine that sets the parameters needed for the JPEG
algorithm.

Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description d8sjpegchanges the JPEG compression parameter settings setiBstttamp
routine.
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d2sjpeg

integer d2sjpeg(integequality, integerbaseling

quality IN: JPEG quality specification

baseline IN: JPEG baseline specification

Purpose Fortran-specific routine that sets the parameters needed for the JPEG
algorithm.

Return value Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

Description d2sjpegchanges the JPEG compression parameter settings seti@sttoamp
routine.

June 26, 1998 2-239



D F 2 4S e td I m S/d 2 S d I m S National Center for Supercomputing Applications

DF24setdims/d2sdims

intn DF24setdims(int3%vidth, int32 heigh)

width IN: Number of columns in the image
height IN: Number or rows in the image
Purpose Set the dimensions of the next image to be written to a file.

Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

FORTRAN integer function d2sdims(width, height)

integer width, height
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DF24setil/d2setil

intn DF24setil(intnil)

Purpose
Return value

Description

FORTRAN

IN: Interlace mode

Specifies the interlace mode to be used on subsequent writes.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

DF24setilsets the interlace mode to be used when writing out the raster image
set for a 24-bit image by determining the interlace mode of the image data in
memory. IfDF24setilis not called, the interlace mode is assumed .be

The interlace mode codes are: for pixel interlacing, 1 for scan-line
interlacing anc for scan-plane interlacing.

integer function d2setil(il)

integer il
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DFR8addimage/d8aimg

intn DFR8addimage(chaffittname VOIDP image int32width, int32 height uintl6compress

filename IN: Name of the file

image IN: Array containing the image data

width IN: Number of columns in the image

height IN: Number of rows in the image

compress IN: Type of compression to use, if any

Purpose DFR8addimageappends the RIS8 for the image to the file.

Return value Returnssucceer{or 0) if successful andAaiL (or-1 ) otherwise.

Description DFR8addimageis functionally equivalent tdFR8putimage except that
DFR8putimage cannot append image data; it only overwrites.

FORTRAN integer function d8aimg(filename, image, width, height, compress)

character*(*) filename, image
integer width, height

integer compress
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DFR8getdims/d8gdims

intn DFR8getdims(charfiflename int32 *width, int32 *height intn *ispalettg

filename
width
height

ispalette

Purpose

Return value

Description

FORTRAN

IN: Name of the HDF file
OUT: Number of columns in the next image in the file
OUT: Number of rows in the next image in the file

OUT: Indicator of the existence of a palette

Opens the file, finds the next image, retrieves the dimensions of the image, and
determines whether there is a palette associated with the image.

Returnssucceeror o) if successful andaiL (or-1) otherwise.

DFR8getdimsretrieves the dimensions of the image and indicates whether a
palette is associated and stored with the image. If the file is being opened for
the first time,DFR8getdimsreturns information about the first image in the
file. If an image has already been reBdrR8getdimsfinds the next image.
Thus, images are read in the same order in which they were written to the file.

Normally, DFR8getdimsis called befor&FR8getimageso that if necessary,
space allocations for the image and palette can be checked, and the dimensions
can be verified. If this information is already knovdFR8getdimsneed not

be called.

Valid values ofispaletteare:1 if there is a palette, arif not.

integer function d8gdims(filename, width, height, ispalette)

character*(*) filename
integer width, height

integer ispalette
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DFR8getimage/d8gimg

intn DFR8getimage(chaffitename uint8 *image int32width, int32height uint8 *palettg

filename
image
width
height

palette

Purpose

Return value

Description

FORTRAN

IN: Name of the file

OUT: Buffer for the returned image
IN: Width of the image data buffer
IN: Height of the image data buffer
OUT: Palette data

To retrieve the image and its palette, if it is present, and store them in the
specified arrays.

Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

In C, if paletteis NULL, no palette is loaded, even if one is stored with the
image. In FORTRAN-77, an array must be allocated to store the palette, even if
no palette is expected to be stored. If the image in the file is compressed,
DFR8getimageautomatically decompresses itOFR8getdimshas not been
called, DFR8getimage finds the next image in the same way that
DFR8getdimsdoes.

The width and height parameters specify the number of columns and rows,
respectively, in the array which you've allocated in memory to store the image.
The image may be smaller than the allocated space.

The order in which you declare dimensions is different between C and
FORTRAN-77. Ordering varies because FORTRAN-77 arrays are stored in
column-major order, while C arrays are stored in row-major order. (Row-major
order implies that the horizontal coordinate varies fastest). \W8gimg reads

an image from a file, it assumes row-major order. The FORTRAN-77
declaration that causes an image to be stored in this way must have the width
as its first dimension and the height as its second dimension. To take this into
account as you read image in your program, the image must be built “on its
side”.

integer function d8gimg(filename, image, width, height, palette)

character*(*) filename, image, palette

integer width, height
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DFR8getpalref

intn DFR8getpalref(uintl6gal_ref

pal_ref OUT: Reference number of the palette
Purpose Retrieves the reference number of the palette associated with the last image
accessed.

Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description Make certain thabFR8getdimsis called befor®FR8getpalref.

2-246 June 26, 1998



HDF Reference Manual DFRSlaStref/dSH'ef

DFR8lastref/d8lref

uintl6 DFR8lastref( )

Purpose Retrieves the last reference number written to or read from an RISS8.
Return value Returns a non-zero reference number if successfukand(or-1) otherwise.

Description This routine is primarily used for attaching annotations to images and adding
images to vgroupsDFR8lastref returns the reference number of last raster
image set read or written.

FORTRAN integer function d8lref()
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DFR8nimages/d8nims

intn DFR8nimages(charfitenameg

filename IN: Name of the HDF file

Purpose Retrieves the number of 8-bit raster images stored in the specified file.

Return value Returns the number of raster images in the file if successfutand(or-1)
otherwise.

FORTRAN integer function d8nims(filename)

character*(*) filename
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DFR8putimage/d8pimg

intn DFR8putimage(charfitename VOIDP image int32width, int32height uintl6compresy

filename
image
width
height

compress

Purpose

Return value

Description

FORTRAN

IN: Name of the file to store the raster image in
IN: Array with image to put in file

IN: Number of columns in the image

IN: Number of rows in the image

IN: Type of compression used, if any

Writes the RIS8 for the image as the first image in the file, overwriting any
information previously in the file.

Returnssucceeror 0) if successful andAiL (or-1) otherwise.

The compresparameter identifies the method to be used for compressing the
data, if any. If IMCOMP compression is used, the image must include a
palette.

DFR8putimage overwrites any information that exists in the HDF file. To
write an image to a file by appending it, rather than overwriting it, use
DFR8addimage

In FORTRAN-77, the dimensions of tiraagearray must be the same as the
dimensions of the image itself.

The order in which dimensions are declared is different between C and
FORTRAN-77. Ordering varies because FORTRAN-77 arrays are stored in
column-major order, while C arrays are stored in row-major order. (Row-major
order implies that the horizontal coordinate varies fastest). When
DFR8putimage writes an image to a file, it assumes row-major order. The
FORTRAN-77 declaration that causes an image to be stored in this way must
have the width as its first dimension and the height as its second dimension, the
reverse of the way it is done in C. To take this into account as you build your
image in your FORTRAN-77 program, the image must be built “on its side”.

integer function d8pimg(filename, image, width, height, compress)

character*(*) filename, image

integer width, height, compress
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DFR8readref/d8rref

intn DFR8readref(char *filename, uintéf)

filename IN: Name of the file

ref IN: Reference number for nektFR8getimage

Purpose Specifies the reference number of the image to be read BFRBR8getimage
is next called.

Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description DFR8readrefis usually used in conjunction witbFANIablist, which returns
a list of labels for a given tag together with their reference numbers. It
provides, in a sense, a random access to images. There is no guarantee that
reference numbers appear in sequence in an HDF file; therefore, it is not safe to
assume that a reference number is the index of an image.

FORTRAN integer function d8rref(filename, ref)

character*(*) filename

integer ref
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DFR8restart/d8first

intn DFR8restart( )
Purpose DFR8restartcauses the next get command to read from the first raster image
set in the file.

Return value Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

FORTRAN integer function dsfirst( )
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DFR8setcompress/d8scomp

intn DFR8setcompress(int3gpe comp_info tinfo)

type

cinfo

Purpose
Return value

Description

IN:  Type of compression

IN:  Pointer to compression information structure

Sets the compression type to be used when writing the next 8-bit raster image.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

This routine provides a method for compressing the next raster image written.
The type can be one of the following valuesSoOMP_NONECOMP_JPEG
COMP_RLE COMP_IMCOMREOMP_NONES the default for storing images if this
routine is not called, therefore images are not compressed by default.
COMP_JPEGCcOompresses images with a JPEG algorithm, which is a lossy
method. coMP_RLEuses lossless run-length encoding to store the image.
COMP_IMCOMRISeS a lossy compression algorithm called IMCOMP, and is
included for backward compatibility only.

Thecomp_info union contains algorithm-specific information for the library
routines that perform the compression and is defined imdtvap.h header
file as follows (refer to the header file for inline documentation):

typedef union tag_comp_info
{

struct

{
intn quality;
intn force_baseline;

1}

Ipeg;

struct

{
int32  nt;
intn  sign_ext;
intn fill_one;
intn  start_bit;
intn  bit_len;
}

nbit;

struct

{
intn  skp_size;
}

skphuff;

struct

{
intn  level

}

deflate;

}

comp_info;
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FORTRAN

This union is defined to provide future expansion, but is currently only used by
the coMp_JPEompression type. A pointer to a vakdmp_info union is
required for all compression types other tltamp_JPEGbut the values in the
union are not used. Thwmp_info union is declared in the header file hdf.h
and is shown here for informative purposes only, it should not be re-declared in
a user program.

For comp_JPE@ompression, the quality member of the jpeg structure must be
set to the quality of the stored image. This number can vary foonthe best
quality, too, terrible quality. All images stored withoMP_JPEGOmMpression

are stored in a lossy manner, even images stored with a quality of 100. The
ratio of size to perceived image quality varies from image to image, some
experimentation may be required to determine an acceptable quality factor for
a given application. The force_baseline parameter determines whether the
guantization tables used during compression are forced to the a-aage. It
should normally be set td (forcing baseline results), unless special
applications require non-baseline images to be used.

If the compression type is JPEG@8scomp defines the default JPEG
compression parameters to be used. If these parameters must be changed later,
the d8sjpeg routine must be used. (Refer to the Reference Manual page on
d8sjpeg.

integer function d8scomp(type)

integer type
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d8scomp

integer d8scomp(integeguality, integerbaseling

quality IN: JPEG quality specification

baseline IN: JPEG baseline specification

Purpose Fortran-specific routine that sets the parameters needed for the JPEG
algorithm.

Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description d8sjpegchanges the JPEG compression parameter settings setiBstttamp
routine.
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d8sjpeg

integer d8sjpeg(integeuality, integerbaseling

quality IN: JPEG quality specification

baseline IN: JPEG baseline specification

Purpose Fortran-specific routine that sets the parameters needed for the JPEG
algorithm.

Return value Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

Description d8sjpegchanges the JPEG compression parameter settings seti@sttoamp
routine.
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DFR8setpalette/d8spal

intn DFR8setpalette(uint8palette

palette IN: Palette data

Purpose Indicate which palette, if any, is to be used for subsequent image sets.
Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description The specified palette remains the default palette until changed by a subsequent
call to DFR8setpalette

FORTRAN integer function d8spal(palette)

character*(*) palette
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DFR8writeref/d8wref

intn DFR8writeref(char filename uint16ref)

filename

ref

Purpose

Return value

Description

FORTRAN

IN: Name of the HDF file

IN: Reference number for next call B-R8putimage or
DFR8addimage

Specifies the reference number of the image to be written when
DFR8addimageor DFR8putimageis next called.

Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

It is unlikely that you will need this routine, but if you do, use it with caution.
There is no guarantee that reference numbers appear in sequence in an HDF
file; therefore, it is not safe to assume that a reference number is the index of an
image. In addition, using an existing reference number will overwrite the
existing 8-bit raster image data.

integer function d8wref(filename, ref)

character*(*) filename

integer ref
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DFPaddpal/dpapal

intn DFPaddpal(charftename VOIDP palette

filename

palette

Purpose
Return value

Description

FORTRAN

IN: Name of the HDF file

IN: Buffer containing the palette to be written

Appends a palette to a file.
ReturnssucceeD(or 0) if successful angaiL (or-1) otherwise.

If the named file does not exist, it is created and the palette written to it. The
palettebuffer should beat least 768 bytes in length.

integer function dpapal(filename, palette)

character*(*) filename, palette
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DFPgetpal/dpgpal

intn DFPgetpal(charfilename VOIDP palettg

filename

palette

Purpose
Return value

Description

FORTRAN

IN: Name of the HDF file

OUT: Buffer for the returned palette

Retrieves the next palette from file and stores it in the bpHéatte
Returnssucceeror o) if successful andaiL (or-1) otherwise.

Thepalettebuffer is assumed to be at least 768 bytes long. Successive calls to
DFPgetpalretrieve the palettes in the sequence they are stored in the file.

integer function dpgpal(filename, palette)

character*(*) filename. palette

2-260

June 26, 1998



HDF Reference Manual DFP|aStI’ef/dp|ref

DFPlastref/dplref

uintl6 DFPlastref(void)
Purpose Returns the value of the reference number most recently read or written by a
palette function call.

Return value Returns the reference number if successfulrid (or-1) otherwise.

FORTRAN integer function dplref()
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DFPnpals/dpnpals

intn DFPnpals(charfiename

filename IN: Name of the file

Purpose Indicates the number of palettes in the specified file.

Return value Returns the number of palettes if successfulrmd (or-1) otherwise.

FORTRAN integer function dpnpals(filename)

character*(*) filename
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DFPputpal/dpppal

intn DFPputpal (charfiename VOIDP palette intn overwrite, char filemode

filename
palette
overwrite

filemode

Purpose
Return value

Description

FORTRAN

IN: Name of the file

IN: Buffer containing the palette to be written
IN: Flag identifying the palette to be written
IN: File access mode

Writes a palette to the file.
Returnssucceer{or 0) if successful andaiL (or -1) otherwise.

This routine provides more control of palette write operations than

DFPaddpal. Note that the combinatiditemode="w” and overwrite=1 has no
meaning and will result in an error condition. To overwrite a pal@taame

must be the same filename as the last file accessed through the DFP interface.

Valid values foroverwriteare:1 to overwrite last palett®; to write a new
palette.

[Tl

Valid values forfilemodeare: “a” to append the palette to the file and “w” to
create a new file.

The palettebuffer must be at least 768 bytes in length.

integer function dpppal(filename, palette, overwrite, filemode)

character*(*) filename, palette, filemode

integer overwrite
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DFPreadref/dprref

intn DFPreadref(charftename uint16ref)

filename

ref

Purpose

Return value

Description

FORTRAN

IN: Name of the file

IN: Reference number to be used in nBfPgetpal call

Retrieves the reference number of the palette to be retrieved next by
DFPgetpal

Returnssucceetfor o) if the palette with the specified reference number exists
andFAIL (or-1) otherwise.

Used to set the reference number of the next palette to be retrieved.

integer function dprref(filename, ref)

character*(*) filename

integer ref
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DFPrestart/dprest
intn DFPrestart( )

Purpose Specifies thaDFPgetpal will read the first palette in the file, rather than the
next unread palette.

Return value Returnssucceeror 0) if successful andAiL (or-1) otherwise.

FORTRAN integer function dprest( )
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DFPwriteref/dpwref

intn DFPwriteref(char filename uint16ref)

filename

ref

Purpose
Return value

Description

FORTRAN

IN: Name of the file

IN: Reference number to be assigned to the next palette written to a file

Determines the reference number of the next palette to be written.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

The file name is ignored. The next palette written, regardless of the filename, is
assigned the reference numbefr

integer function dpwref(filename, ref)

character*(*) filename

integer ref
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DFKNTsize

int DFKNTsize(int32data_typ¢

data_type IN: Data type

Purpose Determines the size of the specified data type.

Return value Returns the size, in bytes, of the specified data type if successfeAan(br -
1) otherwise.
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DFUfptoimage/duf2im

int DFUfptoimage(int32hdim, int32 vdim, float32max float32min, float32 *hscale float32 *vscale
float32 *data, uint8 *palette char *outfile, int ct_methodint32 hres int32 vres
int compresy

hdim IN: Horizontal dimension of the input data

vdim IN: Vertical dimension of the input data

max IN: Maximum value of the input data

min IN: Minimum value of the input data

hscale IN: Horizontal scale of the input data (optional)

vscale IN: Vertical scale of the input data (optional)

data IN: Buffer containing the input data

palette IN: Pointer to the palette data

outfile IN: Name of the file the image data will be stored in
ct_method IN: Color transformation method

hres IN: Horizontal resolution to be applied to the output image
vres IN: Vertical resolution to be applied to the output image
compress IN: Compression flag

Purpose Converts floating point data to 8-bit raster image format and stores the

converted image data in the specified file.
Return value Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

Description This routine is very similar to the utilitiptohdf , which takes its input from
one or more files, rather than from internal memory. Another difference is that
this routine allows compression (run-length encoding), whdpeatsif does
not at present.

As this routine is meant to mimic many of the features of NCSA DataScope,
much of the code has been taken directly from the DataScope source.

Valid values forct_methodare:1 (or EXPAND)for expansion and (or INTERP)
for interpolation.

Valid values forcompressare:o for no compression and for compression
enabled.
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FORTRAN integer function duf2im(hdim, vdim, max, min, hscale, vscale,
data, palette, outfile, ct_method,
hres, vres, compress)

integer hdim, vdim

real max, min, hscale, vscale, data

character*(*) palette, outfile

integer ctmethod, hres, vres, compress
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DFANaddfds/daafds

intn DFANaddfds(int3Zile_id, char *description int32desc_len

file_id
description

desc_len

Purpose
Return value

Description

FORTRAN

IN: File identifier returned by{open
IN: Sequence of ASCII characters (may incluadeL or \o *)
IN: Length of the description

Adds a file description to a file.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

These annotations are associated with the file, not with any particular object
within the file. The parameter description can contain any sequence of ASCII
characters. It does not have to be a string. Use the general purpose routines
Hopen andHcloseto manage file access as the file annotation routines will not
open and close HDF files.

integer function daafds(file_id, description, desc_len)

integer file_id, desc_len

character*(*) description
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DFANaddfid/daafid

intn DFANaddfid(int32file_id, char 1abel)

file_id

label

Purpose
Return value

Description

FORTRAN

IN: The file identifier returned bidopen.

IN: A null-terminated string.

Writes a file label to a file.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

These annotations are associated with the file, not with any particular object
within the file. The label must be a single string. Use the general purpose
routinesHopen andHcloseto manage file access because the file annotation
routines will not open and close HDF files for you.

In the FORTRAN-77 version, the string length for the label should be close to

the actual expected string length, because in FORTRAN-77 string lengths

generally are assumed to be the declared length of the array that holds the
string.

integer function daafid(file_id, label)

integer file_id

character*(*) label
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DFANCclear/daclear

intn DFANclear( )

Purpose Resets all internal library structures and parameters of the DFAN annotation
interface.

Return value Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

Description When a file is regenerated in a single run by a library routine of another
interface (such aBFSDputdata), DFANclear should be called to reset the
interface.

FORTRAN integer function daclear( )
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DFANgetdesc/dagdesc

intn DFANgetdesc(charfitename uintl6tag, uintl6ref, char *desc_bufint32buf_ler)

filename
tag

ref
desc_buf

buf_len

Purpose

Return value

Description

FORTRAN

IN: Name of the file
IN: Tag of the data object assigned the description
IN: Reference number of the data object assigned the description

OUT: Buffer allocated to hold the description

IN: Size of the buffer allocated to hold the description

Reads the description assigned to the data object with the given tag and
reference number.

Returnssucceeror o) if successful andaiL (or-1) otherwise.

The parametelbuf lenspecifies the storage space available for the description.
The length obuf_lenmust account for the null termination character appended
to the description.

integer function dagdesc(filename, tag, ref, desc_buf, buf_len)

character*(*) filename, desc_buf
integer tag, ref

integer buf_len
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DFANgetdesclen/dagdlen

int32 DFANgetdesclen(chafifename uint16 tag, uintl@ef)

filename
tag

ref

Purpose

Return value

Description

FORTRAN

IN: Name of the file
IN: Tag of the data object assigned the description
IN: Reference number of the data object assigned the description

Retrieves the length of a description of the data object with the given tag and
reference number.

Returns the length of a description if successfulrmd (or-1 ) otherwise.

This routine should be used to insure that there is enough space allocated for a
description before actually reading it.

integer function dagdlen(filename, tag, ref)

character*(*) filename

integer tag, ref
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DFANgetfds/dagfds

int32 DFANgetfds(int3dile_id, char desc_bufint32buf_len intnisfirst)

file_id IN: File identifier returned bydopen

desc_buf OUT: The buffer allocated to hold the description

buf_len IN: Size of the buffer allocated to hold the description

isfirst IN: Determines the description to be retrieved

Purpose Reads the next file description.

Return value Returns the length of the file description if successful aad (or -1)
otherwise.

Description If isfirst is 0, DFANgetfds gets the next file description from an HDF file. For

example, if there are three file descriptions in a file, three successive calls to
DFANgetfds will get all three descriptions. i§firstis 1, DFANgetfds gets the
first file description.

Valid values forisfirst are:1 to read the first description andto read the next
description.

FORTRAN integer function dagfds(file_id, desc_buf, buf_len, isfirst)

integer file_id, buf_len, isfirst

character*(*) desc_buf
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DFANgetfdslen/dagfdsl

int32 DFANgetfdslen(int32ile_id, intnisfirst)

file_id

isfirst

Purpose

Return value

Description

FORTRAN

IN: File identifier returned by{open
IN: Determines the description the retrieved length information applies
to

Returns the length of a file description.

Returns the length of the file description if successful aad (or -1)
otherwise.

WhenDFANgetfdslenis first called for a given file, it returns the length of the
first file description. In order to get the lengths of successive file descriptions,
you must calDFANgetfds between calls t®@FANgetfdslen Successive calls

to DFANgetfdslen without callingDFANgetfds between them will return the
length of the same file description.

Valid values foiisfirst are:1 to read the length of the first description antb
read the length of the next description.

integer function dagfdsl(file_id, isfirst)

integer file_id, isfirst
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DFANGgetfid/dagfid

int32 DFANgetfid(int3Zfile_id, char *"desc_bufint32 buf_len intnisfirst)

file_id IN: File identifier returned bydopen

label_buf OUT: The buffer allocated to hold the label

buf_len IN: Size of the buffer allocated to hold the label

isfirst IN: Determines the file label to be retrieved

Purpose Reads a file label from a file.

Return value Returns the length of the file description if successful aad (or -1)
otherwise.

Description If isfirst is 0, DFANgetfid gets the next file label from the file. ifffirst is 1,

DFANgetfid gets the first file label in the file. Buf lenis not large enough,
the label is truncated touf_len1 characters in the bufféabel_buf

Valid values ofisfirst are:1 to read the first labet, to read the next label

FORTRAN integer function dagfid(file_id, label_buf, buf_len, isfirst)

integer file_id, buf_len, isfirst

character*(*) label_buf
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DFANGgetfidlen/dagfidl

int32 DFANgetfidlen(int3Zile_id, intnisfirst)

file_id IN: File identifier returned by{open
isfirst IN: Determines the file label the retrieved length information applies to
Purpose Returns the length of a file label.

Return value Returns the length of the file label if successful emd (or-1) otherwise.

Description WhenDFANGgetfidlen is first called for a given file, it returns the length of the
first file label. In order to retrieve the lengths of successive file labels,
DFANgetfid must be called between calls BFANgetfidlen. Otherwise,
successive calls tOFANgetfidlen will return the length of the same file label.

Valid values ofisfirst are:1 to read the first label, ardto read the next label.

FORTRAN integer function dagfidi(file_id, isfirst)

integer file_id, isfirst
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DFANgetlabel/daglab

intn DFANgetlabel(charfflename uintl6tag, uintl6ref, char abel_buf int32buf_len

filename IN: Name of the HDF file

tag IN: Tag of the data object assigned the label

ref IN: Reference number of the data object assigned the label

label_buf OUT:  Buffer for the label

buf_len IN: Size of the buffer allocated for the label

Purpose Reads the label assigned to the data object identified by the given tag and

reference number.
Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description The parametelbuf_lenspecifies the storage space available for the label. The
length ofbuf_lenmust account for the null termination character appended to
the annotation.

FORTRAN integer function daglab(filename, tag, ref, label_buf, buf_len)

character*(*) filename, label_buf

integer tag, ref, buf_len
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DFANgetlablen/dagllen

int32 DFANgetlablen(charfiiename uintl6tag, uintl6ref)

filename
tag

ref

Purpose

Return value

Description

FORTRAN

IN: Name of the file
IN: Tag of the data object assigned the label
IN: Reference number the data object assigned the label

Returns the length of a label assigned to the object with a given tag and
reference number.

Returns the length of the label if successful esud (or-1) otherwise.

This routine should be used to insure that there is enough space allocated for a
label before actually reading it.

integer function dagllen(filename, tag, ref)

character*(*) filename

integer tag, ref
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DFANIablist/dallist

int DFANIablist(char filename uintl6tag, unitl6ref_list], char *label_list intlist_len, intn

filename
tag
ref_list
label_list
list_len
label_len

start_pos

Purpose

Return value

Description

FORTRAN

label_len intnstart_po3

IN: Name of the file
IN: Tag to be queried
OUT: Buffer for the returned reference numbers

OUT: Buffer for the returned labels

IN: Size of the reference number list and the label list
IN: Maximum length allowed for a label
IN: Starting position of the search

Returns a list of all reference numbers and labels (if labels exist) for a given
tag.

Returns the number of reference numbers found if successfabhandor-1)
otherwise.

Entries are returned from tiséart_posentry up to thdist_lenentry.

The list_len determines the number of available entries in the reference
number and label listdabel_lenis the maximum length allowed for a label,
andstart_postells which label to start reading for the given tagst@it_posis

1, for instance, all labels will be readstart_posis 4, all but the first 3 labels
will be read.) Theef_list contains a list of reference numbers for all objects
with a given tag. Thiabel_listcontains a corresponding list of labels, if any. If
there is no label stored for a given object, the corresponding erlédyeh list

is an empty string.

Taken together, theef_list andlabel_list constitute a directory of all objects

and their labels (where they exist) for a given tag.l@bel_listparameter can
display all of the labels for a given tag. Or it can be searched to find the
reference number of a data object with a certain label. Once the reference
number for a given label is found, the corresponding data object can be
accessed by invoking other HDF routines. Therefore, this routine provides a
mechanism for the direct access to data objects in HDF files.

integer function dallist(filename, tag, ref_list, label_list,

list_len, label_len, start_pos)
character*(*) filename, label_list
integer ref_list(*)

integer list_len, label_len, start_pos
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DFANIastref/dalref

uintl6 DFANIastref( )

Purpose Returns the reference number of the annotation last written or read.

Return value Returns the reference number if successfulraid (or-1) otherwise.

FORTRAN integer function dalref()
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DFANputdesc/dapdesc

int DFANputdesc(charflename uintl6tag, uintl6ref, char *description int32desc_leh

filename
tag

ref
description

desc_len

Purpose

Return value

Description

FORTRAN

IN: Name of the file

IN: Tag of the data object to be assigned the description

IN: Reference number the data object to be assigned the description
IN: Sequence of ASCII characters (may incluaeL or ‘o0 ')

IN: Length of the description

Writes a description for the data object with the given tag and reference
number.

Returnssucceen(or 0) if successful andgaiL (or-1) otherwise.

The parameter description can contain any sequence of ASCII characters; it
does not have to be a stringOFANputdescis called more than once for the
same tag/reference number pair, only the last description is stored in the file.

integer function dapdesc(filename, tag, ref, description,
desc_len)

character*(*) filename, description

integer tag, ref, desc_len
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DFANputlabel/daplab

intn DFANputlabel(char filename uintl6tag, uintl6ref, char 1abel)

filename IN: Name of the file

tag IN: Tag of the data object to be assigned the label

ref IN: Reference number the data object to be assigned the label

label IN: Null-terminated label string

Purpose Assigns a label to the data object with the given tag/reference number pair.

Return value ReturnssucceeD(or 0) if successful angaiL (or-1) otherwise.

FORTRAN integer function daplab(filename, tag, ref, label)

character*(*) filename, label

integer tag, ref
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DFSDadddata/dsadata

intn DFSDadddata(chafitename intnrank, int32dimsizef, VOIDP datg);

filename
rank
dimsizes

data

Purpose

Return value

Description

FORTRAN

IN: Name of the HDF file

IN: Number of dimensions in the data array to be written
IN: Array containing the size of each dimension

IN: Array containing the data to be stored

Appends a scientific dataset in its entirety to an existing HDF file if the file
exists. If not, a new file is created.

Returnssucceeroro ) if successful angaiL (or-1) otherwise.

In addition to appending a multidimensional array of data to an HDF file,
DFSDadddataautomatically stores any information pertinent to the dataset. It
will not overwrite existing data in the file. The array data can be of any valid
type. However, if no data type has been seDB$DsetNT, it is assumed that
the data is of typ#ioat32

Calling DFSDadddata will write the scientific dataset and all associated
information. That is, whe®FSDadddatais called, any information set by a
DFSDset*call is written to the file, along with the data array itself.

integer function dsadata(filename, rank, dimsizes, data)

character*(*) filename
integer rank

integer dimsizes(*), data(*)
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DFSDclear/dsclear

intn DFSDclear( )

Purpose Clears all values set iyFSDset*routines.
Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description After a call toDFSDclear, values set by aripFSDset* call will not be written
unless they have been set again.

FORTRAN integer function dsclear( )
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DFSDendslab/dseslab

intn DFSDendslab()
Purpose Terminates a sequence of slab calls starte®Bg$Dstartslab by closing the
file.

Return value Returnssucceeror 0) if successful andAiL (or-1) otherwise.

FORTRAN integer function dseslab( )
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DFSDendslice/dseslc

intn DFSDendslice( )

Purpose

Return value

Description

FORTRAN

Terminates the write operation after storing a slice of data in a scientific
dataset.

Returnssucceeror o) if successful andaiL (or-1) otherwise.

DFSDendslicemust be called after all the slices are written. It checks to ensure
that the entire dataset has been written, and if it has not, returns an error code.
DFSDendsliceis obsolete in favor oDFSDendslab DFSDendslabis the
recommended function call to use when terminating hyperslab (previously
known as data slices) operations. HDF will continue to sugpeg8Dendslice

only to maintain backward compatibility with earlier versions of the library.

integer function dseslc()

2-290

June 26, 1998



HDF Reference Manual

DFSDgetcal/dsgcal

DFSDgetcal/dsgcal

int32 DFSDgetcal(float64cal, float64 *cal_err, float64 *offset float64 *offset_errint32 *data_typé

cal
cal_err
offset
offset_err

data_type

Purpose
Return value

Description

FORTRAN

OUT:  Calibration factor

OUT:  Calibration error

OUT: Uncalibrated offset
OUT: Uncalibrated offset error

OUT: Data type of uncalibrated data

Retrieves the calibration record, if there is one, attached to a scientific dataset.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

A calibration record contains four 64-bit floating point values followed by a
32-bit integer.

The relationship between a valiye stored in a dataset and the actual vaglue
is defined as:

y = cal * (iy - offset)

The variableoffset_err contains a potential error afffset andcal_err
contains a potential error oél. Currently the calibration record is provided for
information only. The SD interface performs no operations on the data based
on the calibration tag.

As an example, suppose the values in the calibrated daggsetare the
following integers:

iy[6] = {2, 4, 5, 11, 26, 81}

By definingcal =0.50  andoffset = -200.0 and applying the calibration
formula, the calibrated datasgf] returns to its original form as a floating
point array:

y[6] = {1001.0, 1002.0, 1002.5, 1005.5, 1013.0,1040.5}

integer function dsgcal(cal, cal_err, offset, offset_err,
data_type)

real cal, cal_err, offset, offset_err

integer data_type
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DFSDgetdata/dsgdata

intn DFSDgetdata(charfifename intnrank, int32dimsizef, VOIDP datg)

filename
rank
dimsizes

data

Purpose
Return value

Description

FORTRAN

IN: Name of the file
IN: Number of dimensions
IN: Dimensions of thelatabuffer

OUT: Buffer for the data

Reads the next dataset in the file.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

If the values ofrank or dimsizesaren’t known,DFSDgetdimsmust be called

to retrieve them and then use them to determine the buffer space needed for the
array data. If the data type of the data in a scientific dataset isn't know,
DFSDgetNT must be called to retrieve it. Subsequent callBE&SDgetdata

(or to DFSDgetdims and DFSDgetdatgwill sequentially read scientific
datasets from the file. For example DFSDgetdatais called three times in
succession, the third call reads data from the third scientific dataset in the file.

If DFSDgetdimsor DFSDgetdatais called and there are no more scientific
datasets left in the file, an error code is returned and nothing is read.
DFSDrestart can be used to override this convention.

integer function dsgdata(filename, rank, dimsizes, data)

character*(*) filename
integer rank

integer dimsizes(*), data(*)
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DFSDgetdatalen/dsgdaln

intn DFSDgetdatalen(intnl&bel_len intn *unit_len intn *format_len intn *coords_len

label_len
unit_len
format_len

coords_len

Purpose
Return value

Description

FORTRAN

OUT:
OUT:
OUT:
OUT:

Maximum length of the label string
Maximum length of the unit string
Maximum length of the format string

Maximum length of the coordinate system string

Retrieves the lengths of the label, unit, format, and coordinate system strings.

Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

The space allocated for the label, unit, format, and coordinate system strings
must be at least one byte larger than the actual length of the string to account
for the null termination.

integer function dsgdaln(label_len, unit_len, format_len,

coords_len)

integer label_len, unit_len, format_len, coords_len
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DFSDgetdatastrs/dsgdast

intn DFSDgetdatastrs(chatabel, char *unit, char format, char ‘toordsy$

label OUT: Label describing the data

unit OUT: Unit to be used with the data

format OUT: Format to be used in displaying data

coordsys OUT: Coordinate system

Purpose Retrieves information about the label, unit, and format attribute strings

associated with the data.
Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description The parametecoordsysgives the coordinate system that is to be used for
interpreting the dimension information.

FORTRAN integer function dsgdast(label, unit, format, coordsys)

character*(*) label, unit, format, coordsys
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DFSDgetdimlen/dsgdiln

intn DFSDgetdimlen (intmim, intn *label_len intn *unit_len intn *format_ler)

dim
label_len
unit_len

format_len

Purpose

Return value

Description

FORTRAN

IN: Dimension the label, unit, and format refer to
OUT: Length of the label

OUT: Length of the unit

OUT: Length of the format

Retrieves the length of the label, unit, and format attribute strings associated
with the specified dimension.

Returnssucceeror 0) if successful andAiL (or-1) otherwise.

The space allocated to hold the label, unit, and format strings must be at least
one byte larger than the actual length of the string, to account for the null
termination.

integer function dsgdiln(dim, label_len, unit_len, format_len)

integer dim, label_len, unit_len, format_len
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DFSDgetdims/dsgdims

intn DFSDgetdims(charftename intn *rank, int32 dimsizef, inth maxran§

filename
rank
dimsizes

maxrank

Purpose

Return value

Description

FORTRAN

IN: Name of the HDF file
OUT: Number of dimensions
OUT: Buffer for the returned dimensions

IN: Size of the storage buffelimsizes

Retrieves the number of dimensioman(K) of the dataset and the sizes of the
dimensionsdimsize} for the next scientific dataset in the file.

Returnssucceeror o) if successful andaiL (or-1) otherwise.

The maxrank parameter tellEDFSDgetdims the size of the array that is
allocated for storing thdimsizesarray. The value afank must not exceed the
value ofmaxrank

The allocation of a buffer for the scientific dataset data should correspond to
the values retrieved bPFSDgetdims The first value in the arragimsizes
should equal the first dimension of the array that is allocated to hold the
dataset; the second valuedimsizesshould equal the second dimension of the
dataset, and so forth.

integer function dsgdims(filename, rank, dimsizes, maxrank)

character*(*) filename
integer rank, maxrank

integer dimsizes(*)
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DFSDgetdimscale/dsgdisc

intn DFSDgetdimscale(intdim, int32size VOIDP scalg

dim
size

scale

Purpose
Return value

Description

FORTRAN

IN: Dimension this scale corresponds to
IN: Size of thescalebuffer

OUT:  Array of values defining reference points along a specified
dimension

Gets the scale corresponding to the specified dimension.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

The DFSD interface requires the dimension scales to be of the same data type
as the corresponding data. To store dimension scales of a different data type
than the corresponding data, use the multifile SD interface.

integer function dsgdisc(dim, size, scale)

integer dim, size

integer scale(*)
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DFSDgetdimstrs/dsgdist

intn DFSDgetdimstrs(intdim, char Jabel, char *unit, char ¥forma)

dim
label
unit

format

Purpose

Return value

Description

FORTRAN

IN: Dimension this label, unit and format refer to
OUT: Label that describes this dimension
OUT: Unit to be used with this dimension

OUT: Format to be used in displaying scale for this dimension

Retrieves the label, unit, and format attribute strings corresponding to the
specified dimension.

Returnssucceeror o) if successful andaiL (or-1) otherwise.

The space allocated for the label, unit, and format string must be at least one
byte larger than the length of the string to accommodate the null termination. If
the length is unknown when the program is written, declare the array size as
1+maxlen_label , maxlen_unit , or maxlen_format after they are set by
DFSDsetlengths The maximum default string length2ss .

integer function dsgdist(dim, label, unit, format)

integer dim

character*(*) label, unit, format
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DFSDgetfillvalue/dsdfill

intn DFSDgetfillvalue(VOIDHill_value)

fill_value

Purpose
Return value

Description

FORTRAN

OUT: Fill value

Retrieves the fill value of a DFSD scientific dataset.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

The fill value is set byDFSDseffillvalue and returned in the variable
fill_value . Note thatDFSDgetfillvalue does not take a file name as an
argument. As a result, a DFSD call to initialize the file information structures is
required before callin@FSDgetfillvalue. One such call iDFSDgetdims

integer function dsdfill(fill_value)

character*(*) fill_value
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DFSDgetNT/dsgnt

intn DFSDgetNT(int32 data_typé

data_type OUT: Data type of data in the scientific dataset

Purpose Retrieves the data type of the next dataset to be read.
Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description Note thatDFSDgetNT does not take a file name as an argument. As a result, a
DFSD call to initialize the file information structures is required before calling
DFSDgetNT. One such call iDFSDgetdims

Valid values fordata_typeare of the general form DFENT_. The following are
valid symbolic names and their data types:

32-hit float DFENT_FLOAT32

64-bit float DFNT_FLOAT64
8-bit signed int DFNT_INT8 20
8-bit unsigned int DFNT_UINT8 21
16-bit signed int DENT_INT16 22
16-bit unsigned int DFNT_UINT16 23
32-bit signed int DENT_INT32 24
32-bit unsigned int DFNT_UINT32 25
8-bit character DFNT_CHARS8 4

FORTRAN integer function dsgnt(num_type)

integer num_type
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DFSDgetrange/dsgrang

intn DFSDgetrange(VOIDRax VOIDP min)

max

min

Purpose
Return value

Description

FORTRAN

OUT: Maximum value stored with the scientific dataset

OUT: Maximum value stored with the scientific dataset

Retrieves the maximum and minimum values stored with the scientific dataset.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

The max and min values are set via a call @FSDsetrange They are not
automatically stored when a dataset is written to a file. The data type of these
values is the data type of the dataset array. One implication of this is that in the
C version ofDFSDgetrangethe arguments are pointers, rather than simple
variables, whereas in the FORTRAN-77 version they are simple variables of
the same type as the data array.

Neither DFSDgetrangenor DFSDgetdatacompare thenaxand min values

stored with the dataset to the actual values in the dataset; they merely retrieve
the data. As a result, the maximum and minimum values may not always
reflect the actual maximum and minimum values in the dataset. In some cases
the max and min values may actually lie outside the range of values in the
dataset.

integer function dsgrang(max, min)

character*(*) max, min

June 26, 1998

2-301



DFSDgetslice/dsgslc

National Center for Supercomputing Applications

DFSDgetslice/dsgslc

intn DFSDgetslice(charfilename int32winsf{], int32 windimg], VOIDP data, int32dimq])

filename
winst
windim
data

dims

Purpose
Return value

Description

FORTRAN

IN: Name of HDF file
IN: Array containing the coordinates for the start of the slice
IN: Array containing the dimensions of the slice

OUT: Array for returning slice

OUT: Dimensions of array data

Reads part of a scientific dataset from a file.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

DFSDgetslice accesses the dataset last accessedDbgDgetdims If
DFSDgetdimshas not been called for the named fl&;SDgetslicegets a
slice from the next dataset in the file. Arnajnst specifies the coordinates of
the start of the slice. Arrayindimsgives the size of the slice. The number of
elements inwinst andwindims must be equal to the rank of the dataset. For
example, if the file contains a three-dimensional datasestmay contain the
values{2, 4,3} , while windims contains the values 1, 4} and the dims
should be at leass, 1,4} , the same size as the slice. This will extract a 3 x
4, two-dimensional slice, containing the elements betwzens) and,

4,6) from the original dataset.

Thedataarray is the array into which the slice is read. It must be at least as big
as the desired slice. Thdims array is the array containing the actual
dimensions of the arragiata The user assigns valuesdims before calling
DFSDgetslice

All parameters assume FORTRAN-77-style one-based arrays.

DFSDgetsliceis obsolete in favor obDFSDreadslah DFSDreadslabis the
recommended function call to use when reading hyperslabs (previously known
as data slices). HDF will continue to suppDESDgetsliceonly to maintain
backward compatibility with HDF applications built on earlier versions of the
library.

integer function dsgslc(filename, winst, windims, data, dims)

character*(*) filename, data

integer winst(*), windims(*), dims(*)
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DFSDlastref/dslref

intn DFSDIlastref( )
Purpose Retrieves the most recent reference number used in writing or reading a
scientific dataset.

Return value Returns the reference number for the last accessed scientific dataset if
successful andaiL (or-1) otherwise.

Description DFSDlastrefreturns the value of the last reference number of a scientific
dataset read from or written to the file.

FORTRAN integer function dslref( )

June 26, 1998 2-303



DFSDndatasets/dsnum

National Center for Supercomputing Applications

DFSDndatasets/dsnum

intn DFSDndatasets(chafiletnamé

filename

Purpose
Return value

Description

FORTRAN

IN: Name of the HDF file

Returns the number of scientific datasets in the file.
Returns the number of datasets if successfuFand (or-1) otherwise.

In HDF version 3.3 DFSDndatasetsreplacedDFSDnumber. In order to
maintain backward compatibility with existing HDF applications, HDF will
continue to suppoi®FSDnumber. However, it is recommended that all new
applications us®FSDndatasetsnstead oDFSDnumber.

integer function dsnum(filename)

character*(*) filename
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DFSDpre32sdg/dsp32sd

intn DFSDpre32sdg(chafitename uintl6ref, intn *ispre32

filename
ref

ispre32

Purpose

Return value

Description

FORTRAN

IN: The name of the HDF file containing the scientific dataset
IN: Reference number of SDG

OUT: Pointer to results of the pre-HDF version 3.2 inquiry

Tests if the scientific dataset with the specified reference number was created
by an HDF library earlier than version 3.2.

Returnssucceeror 0) if successful andAiL (or-1) otherwise.

If the scientific dataset was created with a version of HDF prior to version 3.2,
ispre32will be set taL , otherwise it will be set to. Based on this information,
programmers can decide whether or not to transpose the corresponding array.

integer function dsp32sd(filename, ref, ispre32)

character*(*) filename

integer ref, ispre32
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DFSDputdata/dspdata

intn DFSDputdata(charfitename intnrank, int32dimsizef, VOIDP data)

filename
rank
dimsizes

data

Purpose
Return value

Description

FORTRAN

IN: Name of the HDF file

IN: Number of dimensions of data array to be stored
IN: Buffer for the dimension sizes

IN: Buffer for the data to be stored

Writes a scientific data and related information to an HDF file.
Returnssucceer{or o) if successful andaiL (or-1 ) otherwise.

DFSDputdata will write data to an existing file by destroying the contents of
the original file. Use it with caution. If a new filename is udeBSDputdata
functions exactly likdDFSDadddata

integer function dspdata(filename, rank, dimsizes, data)

character*(*) filename
<valid numeric data type> data
integer rank

integer dimsizes(*)
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DFSDputslice/dspslc

intn DFSDputslice(int32vindimg], VOIDP source int32dimd])

windims
source

dims

Purpose
Return value

Description

IN: Window dimensions specifying the size of the slice to be written
IN: Buffer for the slice
IN: Dimensions of thesourcearray

Writes part of a scientific dataset to a file.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

DFSDputsliceread a subset of an array in memory and stores it as part of the
scientific dataset array last specified B SDsetdims Slices must be stored
contiguously.

Array windims (“window dimensions”) specifies the size of the slice to be
written. The windims array must contain as many elements as there are
dimensions in the entire scientific dataset array. Stwrceargument is an
array in memory containing the slice adiamsis an array containing the
dimensions of the array source.

Notice thatwindimsanddims need not be the same. Tiwndimsargument
could refer to a sub-array eburce in which case only a portion sburceis
written to the scientific data array.

All parameters assume FORTRAN-77-style one-based arrays.

DFSDputsliceis obsolete in favor dbFSDwriteslab. DFSDwriteslab is the
recommended function call to use when writing hyperslabs (previously known
as data slices). HDF will continue to suppDESDputslice only to maintain
backward compatibility with earlier versions of the library.
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DFSDreadref/dsrref

intn DFSDreadref(charfitename uint16ref)

filename IN: Name of the HDF file

ref IN: Reference number for nekt-SDgetdatacall

Purpose Specifies the reference number for the dataset to be read during the next read
operation.

Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description This routine is commonly used in conjunction wirANgetlablist, which
returns a list of labels for a given tag together with their reference numbers. It
provides a sort of random access to scientific datasets.

There is no guarantee that reference numbers appear in sequence in an HDF
file, so it is not generally safe to assume that a reference number is an index
number of a scientific dataset.

FORTRAN integer function dsrref(filename, ref)

character*(*) filename

integer ref
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DFSDreadslab/dsrslab

intn DFSDreadslab(chafitename int32start]], int32 slab_siz§, int32 stridg]], VOIDP buffer, int32

filename
start
slab_size
stride
buffer

buffer_size

Purpose
Return value

Description

FORTRAN

buffer_siz§)

IN: Name of the HDF file

IN: Buffer of sizerank containing the coordinates for the start of the slab
IN: Buffer of sizerank containing the size of each dimension in the slab
IN: Subsampling (not yet implemented)

OUT: \Buffer for the returned slab

OUT: Dimensions of théufferparameter

Reads a slab of data from any scientific dataset.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

DFSDreadslabwill access to the scientific dataset following the current one if
DFSDgetdimsor DFSDgetdataare not called earlier. Th&tart array indices

are one-based. The rankstért must be the same as the number of dimensions
of the specified variable. The elementsstab_sizenust be no larger than the
dimensions of the scientific dataset in order. The stride feature is not currently
implemented. For now just pass 8tartarray as the argument fsiride where

it will be ignored.

To extract a slab of lower dimension than that of the dataset, einethe
slab_sizearray for each omitted dimension. For example, to extract a two-
dimensional slab from a three-dimensional dataset, specify the beginning
coordinates in three dimensions and enterf@er the missing dimension in the
slab_sizearray. More specifically, to extract a X84 slab containing the
elementgs, 7, 8) throughgs, 7, 11) specify the beginning coordinates as
{6,7, 8} and the slab size &5 1, 4}

integer function dsrslab(filename, start, slab_size, stride,
buffer, buffersize)

character*(*) filename, buffer

integer start(*), slab_size(*),

integer stride(*), buffer_size(*)
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DFSDrestart/dsfirst

intn DFSDrestart( )

Purpose Causes the next read command to be read from the first scientific dataset in the
file, rather than the scientific dataset following the one that was most recently
read.

Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

FORTRAN integer function dsfirst( )
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DFSDsetcal/dsscal

intn DFSDsetcal(float64al, float64cal_err, float64offset float64offset_errint32data_typé

cal
cal_err
offset
offset_err

data_type

Purpose
Return value

Description

IN: Calibration factor

IN: Calibration error

IN: Uncalibrated offset

IN: Uncalibrated offset error

IN: Data type of uncalibrated data

Sets the calibration information associated with data
Returnssucceeroro ) if successful angaiL (or-1) otherwise.

This routine sets the calibration record associated with a dataset. A calibration
record contains four 64-bit floating point values followed by a 32-bit integer, to
be interpreted as follows:

cal calibration factor

cal_err calibration error

offset uncalibrated offset

offset_err uncalibrated offset error
data_type data type of uncalibrated data

The relationship between a valyestored in a dataset and the actual valie
defined as:

y = cal * (iy - offset)

The variableoffset_err contains a potential error offset , andcal_err
contains a potential error ol . Currently the calibration record is provided
for information only. The SD interface performs no operations on the data
based on the calibration tag.

DFSDsetcal works like otherDFSDset* routines, with one exception: the
calibration information is automatically cleared after a calDESDputdata

or DFSDadddata Hence,DFSDsetcalmust be called again for each dataset
that is to be written.

As an example, suppose the values in a dayfisetre as follows:

y[6]={1001.0, 1002.0, 1002.5, 1005.5, 1013.0, 1040.5}

By definingcal =0.50  andoffset = -200.0 and applying the calibration
formula, the calibrated datasgff becomes as follows:

iy[6]={2, 4, 5, 11, 26, 81}
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The arrayiy[] can then be stored as integers.

FORTRAN integer function dsscal(cal, cal_err, offset, offset_err,
data_type)

real*8 cal, cal_err, offset, offset_err

integer data_type
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DFSDsetdatastrs/dssdast

intn DFSDsetdatastrs(chalabel, char *unit, char format, char *toordsy$

label IN: Label describing the data

unit IN: Unit to be used with the data

format IN: Format to be used in displaying the data

coordsys IN: Coordinate system of the data

Purpose Sets the label, unit, format, and coordinate system for the next dataset written
to file.

Return value Returnssucceeror 0) if successful andAiL (or-1) otherwise.

FORTRAN integer function dssdast(label, unit, format, coordsys)

character*(*) label, unit, format, coordsys
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DFSDsetdims/dssdims

intn DFSDsetdims (intmank, int32dimsizef)

rank

dimsizes

Purpose

Return value

Description

FORTRAN

IN: Number of dimensions

IN: Dimensions of the scientific dataset

Sets the rank and dimension sizes for all subsequent scientific datasets written
to the file.

Returnssucceeror o) if successful andaiL (or-1) otherwise.

This routine must be called before calling eithBFSDsetdimstrs or
DFSDsetdimscale DFSDsetdimsneed not be called if other set routines are
not called and the correct dimensions are suppliedkSDputdata or
DFSDadddata

If the rank or dimension sizes change, all previous set calls are cleared, except
for the data type, which is set by callibgFSDsetNT

integer function dssdims(rank, dimsizes)

integer rank

integer dimsizes(*)
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DFSDsetdimscale/dssdisc

intn DFSDsetdimscale (intim, int32 dimsize VOIDP scalg

dim
dimsize

scale

Purpose
Return value

Description

FORTRAN

IN: Dimension this scale corresponds to
IN: Size of thescalebuffer
IN: Buffer for the scale values

Defines the scale for a dimension.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

A scale is a one-dimensional array whose values describe reference points
along one dimension of the dataset. For example, a two-dimensional dataset
representing points on a map could have two scales, one representing points of
latitude, and the other points of longitude.

integer function dssdisc (dim, dimsize, scale)

integer dim

integer dimsize(*), scale(*)
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DFSDsetdimstrs/dssdist

intn DFSDsetdimstrs(intdim, char Jabel, char *unit, char formai)

dim
label
unit

format

Purpose

Return value

Description

FORTRAN

IN: Dimension this label, unit and format refer to
IN: Label that describes this dimension
IN: Unit to be used with this dimension
IN: Format to be used to display scale

Sets the label, unit, and format strings corresponding to the specified
dimension.

Returnssucceeror o) if successful andaiL (or-1) otherwise.

In both FORTRAN-77 and C prograndim = 1 for the first dimension, and
dim = 2 for the second dimension. If the user is not interested in one or more
strings, empty strings can be used as parameters f@R8Bsetdimstrscall.

For examplePFSDsetdimstrg1, “vertical”, “ “, “ “) will set the label for the

first dimension to “vertical” and set the unit and format to empty strings.

integer function dssdist(dim, label, unit, format)

integer dim

character*(*) label, unit, format

2-316

June 26, 1998



HDF Reference Manual

DFSDsetffillvalue/dssfill

DFSDsetfillvalue/dssfill

intn DFSDsetfillvalue(VOIDHill_value)

fill_value

Purpose
Return value

Description

FORTRAN

IN: Fill value

Set the value used to fill in any unwritten location in a scientific dataset.
ReturnssucceeD(or 0) if successful angaiL (or-1) otherwise.

It is assumed that the fill value has the same data type as the dataset. Once the
fill value is set for a particular SDS, it cannot be changed.

If DFSDsetfillvalue is called before the first call tdFSDstartslab,
DFSDstartslab will set the fill value tag attribute to the value specified in the
DFSDsetfillvalue call, but will not actually write out the fill value when
DFSDwriteslab is called. However, iDFSDsetfillvalue is called after the
first call the DFSDstartslab, the fill value tag attribute will be set by
DFSDsetfillvalue and the fill value will be written to the slab during the
DFSDwriteslab call.

integer function dssfill(fill_value)

character*(*) fill_value
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DFSDsetlengths/dsslens

intn DFSDsetlengths(intlabel_len intnunit_len intn format_len intn coords_len

label_len
unit_len
format_len

coords_len

Purpose

Return value

Description

FORTRAN

IN: Maximum length of label strings

IN: Maximum length of unit strings

IN: Maximum length of format strings

IN: Maximum length of coordinate system strings

Sets the maximum lengths for the strings that will hold labels, units, formats,
and the name of the coordinate system.

Returnssucceeror o) if successful andaiL (or-1) otherwise.

The lengths set by this routine are used by the roubBe&Dgetdimstrsand
DFSDgetdatastrsto determine the maximum lengths of strings that they get
from the file.

Normally, DFSDsetlengthsis not needed. If it is not called, default maximum
lengths of 255 are used for all strings.

integer function dsslens(label_len, unit_len, format_len,
coords_len)

integer label_len, unit_len, format_len, coords_len
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DFSDsetNT/dssnt

intn DFSDsetNT(int32lata_typé

data_type

Purpose
Return value

Description

FORTRAN

IN: Data type

Sets the data type of the data to be written in the next write operation.
Returnssucceer{or 0) if successful andAaiL (or-1 ) otherwise.

DFSDsetNTmust be called if a data type other thilaat32 is to be stored.
DFSDsetNT andDFSDsetdimscan be called in any order, but they should be
called before any otheDFSDset* functions and beforéFSDputdata or
DFSDadddata

The following symbolic names can be used as the valdataf type

32-hit float DFENT_FLOAT32 5

64-bit float DFENT_FLOAT64 6
8-bit signed int DFNT_INTS 20
8-bit unsigned int DFNT_UINT8 21
16-bit signed int DFNT_INT16 22
16-bit unsigned int DFNT_UINT16 23
32-bit signed int DFNT_INT32 24
32-bit unsigned int DFNT_UINT32 25
8-bit character DFNT_CHARS8 4

integer function dssnt(num_type)

integer num_type
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DFSDsetrange/dssrang

intn DFSDsetrange(VOIDRmax VOIDP min)

max

min

Purpose
Return value

Description

FORTRAN

IN: Highest value in the range

IN: Lowest value in the range

Stores the specified maximum and minimum data values.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

It is assumed that the data typenadéixandmin is the same as the type of the
data. One implication of this is that in the C versionD&iSDsetrangethe
arguments are pointers, rather than simple variables, whereas in the
FORTRAN-77 version they are simple variables of the same type as the data
array.

This routine does not compute the maximum and minimum values; it merely
stores the values it is given. As a result, the maximum and minimum values
may not always reflect the actual maximum and minimum values in the data
array.

When the maximum and minimum values are written to a file, the HDF
element that holds these values is cleared, because it is assumed that
subsequent datasets will have different values for max and min.

integer function dssrang(max, min)

character*(*) max, min
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DFSDstartslab/dssslab

intn DFSDstartslab(charfitename

filename

Purpose
Return value

Description

FORTRAN

IN: Name of the HDF file

Prepares the DFSD interface to write a slab of data to a scientific dataset.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

DFSDsetdimsmust be called before callingFSDstartslab. No call which
involves a file open may be made after DFSDstartslab call until
DFSDendslab is called. This routine will write out the fill values if
DFSDsetfillvalueis called before this routine.

integer function dssslab(filename)

character*(*) filename
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DFSDstartslice/dssslc

intn DFSDstartslice(charfitenameg

filename

Purpose
Return value

Description

FORTRAN

IN: Name of the HDF file

Prepares the interface to write a data slice to the specified file.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

Before callingDFSDstartslice DFSDsetdimsmust be called to specify the
dimensions of the dataset to be written to the fd&SDstartslice always
appends a new dataset to an existing file.

Also, DFSDstartslicemust be called befol@FSDputsliceor DFSDendslice

DFSDstartsliceis obsolete in favor dbFSDstartslab. DFSDstartslabis the
recommended function call to use when beginning hyperslab operations. HDF
will continue to supportDFSDstartslice only to maintain backward
compatibility earlier versions of the library.

integer function dssslc(filename)

character*(*) filename
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DFSDwriteref/dswref

intn DFSDwriteref(char filename uint16ref)

filename

ref

Purpose

Return value

Description

FORTRAN

IN: Name of the HDF file

IN: Reference number for next add or put operation

DFSDwriteref specifies the reference numbeef, of the dataset to be
overwritten next byDFSDputdata or DFSDadddata DFSDwriteref verifies
the refence number’s existence before returning.

Returnssucceer{or 0) if successful andAiL (or-1) otherwise.
If a non-existent reference number is specified, an error code will be returned.

As this routine alters data in a destructive manB&SDwriteref should be
used with caution.

integer function dswref(filename, ref)

character*(*) filename

integer ref
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DFSDwriteslab/dswslab

intn DFSDwriteslab(int33tart]], int32 stridg(], int32 counf], VOIDP data)

start
stride
count

data

Purpose
Return value

Description

FORTRAN

IN: Array containing the starting coordinates of the slab
IN: Array containing the dimensions for subsampling
IN: Array containing the size of the slab

IN: Array to hold the floating point data to be written

Writes a slab of data to a scientific dataset.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

The start indices are relative to 1. The ranksirt must be the same as the
number of dimensions of the specified variable. The elemersmadimust be

no larger than the scientific dataset's dimensions in order. The stride feature is
not currently implemented. For now just pass dteet array as the argument

for thestride parameter, where it will be ignored.

The rank ofcount must be the same as the number of dimensions of the
specified variable. The elementsagfuntmust be no larger than the scientific
dataset's dimensions in order. The order in which the data will be written into
the specified hyperslab is with the last dimension varying fastest. The data
should be of the appropriate type for the dataset. Note that neither the compiler
nor HDF software can detect if the wrong type of data is used.

integer function dswslab(start, stride, count, data)

integer start(*), stride(*), count(*)

character*(*) data
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Happendable

intn Happendable(int3@_id)

h_id IN: Access identifier returned hiytstartwrite

Purpose Specifies that the specified element can be appended to

Return value ReturnssucceeD(or 0) if data element can be appended amad. (or -1)
otherwise.

Description If a data element is at the end of a filappendableallowsHwrite to append

data to it, converting it to linked-block element only when necessary.
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Hcache

intn Hcache(int3Zile_id, intn cache_switch

file_id IN: File identifier returned bydopen
cache_switch  IN: Flag to enable or disable caching
Purpose Enables low-level caching for the specified file.

Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description If file_id is set tocACHE_ALL_FILES, then the value ofache_switchs used to
modify the default file cache setting.

Valid values forcache_switctare: TRUE(or 1) to enable caching arrhLSE (or
0) to disable caching.
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Hdeldd

intn Hdeldd(int3Zfile_id, uintl6tag, uintl6ref)

file_id
tag

ref

Purpose
Return value

Description

IN: File identifier returned byHopen
IN: Tag of data descriptor to be deleted
IN: Reference number of data descriptor to be deleted

Deletes a tag and reference number from the data descriptor list.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

Once the data descriptor is removed, the data in the data object becomes
inaccessible and is marked as such. To remove inaccessible data from an HDF
file, use the utilityhdfpack .

Hdeldd only deletes the specified tag and reference number from the data
descriptor list. Data objects containing the deleted tag and reference number
are not automatically updated. For example, if the tag and reference number
deleted from the descriptor list referenced an object in a vgroup, the tag and
reference number will still exist in the vgroup even though the data is
inaccessible.
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Hendaccess

intn Hendaccess(int32_id)

h_id

Purpose
Return value

Description

IN: Access identifier returned hiytstartread, Hstartwrite , or
Hnextread

Terminates access to a data object by disposing of the access identifier.
Returnssucceeror o) if successful andaiL (or-1) otherwise.

The number of active access identifiers is limitethix_Acas defined in the
hlimits.h header file. Because of this restriction, it is very important to call
Hendaccessmmediately following the last operation on a data element.

When developing new interfaces, a common mistake is to omit calling
Hendaccesdor all of the elements accessed. When this happtriese will
returnFAIL,, and a dump of the error stack will report the number of active
access identifiers. Refer to the Reference Manual pagteEpnint .

This is a difficult problem to debug because the low levels of the HDF library
cannot determine who and where an access identifier was originated. As a
result, there is no automated method of determining which access identifiers
have yet to be released.
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Hendbitaccess

intn Hendbitaccess(int32 _id, intn flushbif

h_id
flushbit

Purpose
Return value

Description

IN: Identifier of the bit-access element to be disposed of

IN: Specifies how the leftover bits are to be flushed

Disposes of the specified bit-access file element.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

If called after a bit-write operatiomjendbitaccessflushes all buffered bits to
the dataset, then caltendaccess

“Leftover bits” are bits that have been buffered, but are fewer than the number
of bits defined bysITNUM which is usually set te.

Valid codes foiflushbitare: 0 for flush with zeros, 1 for flush with ones and -1
for dispose of leftover bits
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Hexist

intn Hexist(int32h_id, uintl6search_taguintl6search_ref

h_id IN: Access identifier returned hiytstartread, Hstartwrite , or
Hnextread

search_tag IN: Tag of the object to be searched for

search_ref IN: Reference number of the object to be searched for

Purpose Locates an object in an HDF file.

Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description Simple interface téifind that determines if a given tag/reference number pair
exists in a file. Wildcards apply.

Hfind performs all validity checking; this is justvary simple wrapper around
it.
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Hfidinquire

intn Hfidinquire(int32file_id, char *filename intn *accessintn *attach

file_id
filename
access

attach

Purpose
Return value

Description

IN: File identifier returned byHopen
OUT: Complete path and filename for the file
OUT:  Access mode file is opened with

OUT: Number of access identifiers attached to the file

Returns file information through a reference of its file identifier.
Returnssucceeror 0) if successful andAiL (or-1) otherwise.

Gets the complete path name, access mode, and number of access identifiers
associated with a file. THdenameparameter is a pointer to a character pointer
which will be modified when the function returns. Upon completfd@name

is set to point to the file name in internal storage. All output parameters must
be non-null pointers.
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Hfind

intn Hfind(int32file_id, uintl6search_taguintl6search_refuintl6 *find_tag uint16 *ind_ref int32
*find_offset int32 *ind_length intn direction)

file_id IN: File identifier returned bydopen

search_tag IN: The tag to search for @FTAG_WILDCARD

search_ref IN: Reference number to search foOmmREF_WILDCARD

find_tag IN/OUT: If (*find_tag== 0) and (find_ref== 0) then start the search from

either the beginning or the end of the file. If the object is found, the
tags of the object will be returned here.

find_ref IN/OUT: If (*find_tag== 0) and (find_ref== 0) then start the search from
either the beginning or the end of the file. If the object is found, the
reference numbers of the object will be returned here.

find_offset OUT:  Offset of the data element found

find_length OUT: Length of the data element found

direction IN: Direction to search iDF_FORWARBearches forward from the current
location, anbF_BACKWARBearches backward from the current
location

Purpose Locates the next object to be searched for in an HDF file.

Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description Hfind searches for the next data element that matches the specified tag and
reference number. Wildcards apply.direction is DF_FORWARDsearching is
forward from the current position in the file, otherwise BACKWARBpecifies
backward searches from the current position in the file.

If find_tag andfind_ref are both set t®, this indicates the beginning of a
search, and the search will start from the beginning of the file if the direction is
DF_FORWARANd from the end of the file if the directionbs BACKWARD
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Hgetbit
intn Hgetbit(int32h_id)

h_id IN: Bit-access element identifier

Purpose Reads one bit from the specified bit-access element.
Return value Returns the bit read (oror 1) if successful andaiL (or-1) otherwise.

Description This function is a wrapper fdibitread.
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Hgetelement

int32 Hgetelement(int3flle_id, uintl6tag, uintl6ref, uint8 *data)

file_id
tag
ref

data

Purpose

Return value

Description

IN: File identifier returned byHopen
IN: Tag of the data element to be read
IN: Reference number of the data element to be read

OUT: Buffer the element will be read into

Reads the data element for the specified tag and reference number and writes it
to thedatabuffer.

Returns the number of bytes read if successfulrand (or-1) otherwise.

It is assumed that the space allocated for the buffer is large enough to hold the
data.
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Hinquire

intn Hinquire(int32h_id, int32 *file_id, uintl6 *ag, uint16 *ef, int32 *length int32 *offset int32
*position intl6 *accessintl6 *specia)

h_id IN: Access identifier returned hiytstartread, Hstartwrite , or
Hnextread

file_id OUT: File identifier returned bi¥open

tag OUT:  Tag of the element pointed to

ref OUT: Reference number of the element pointed to

length OUT: Length of the element pointed to

offset OUT:  Offset of the element in the file

position OUT: Current position within the data element

access OUT: The access type for this data element

special OUT: Special code

Purpose Returns access information about a data element.

Return value Returnssucceen(or 0) if the access identifier points to a valid data element
andFAIL (or-1) otherwise.

Description If h_id is a valid access identifier the access type (read or write) is set
regardless of whether or not the return valueais (or-1). If h_id is invalid,
the function returngsAiL (or -1) and the access type is set to zero. To avoid
excess information, pass/LL for any unnecessary pointer.
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Hlength

int32 Hlength(int3Zile_id, uint16tag, uint16ref)

file_id
tag

ref

Purpose
Return value

Description

IN: File identifier returned byHopen
IN: Tag of the data element
IN: Reference number of the data element

Returns the length of a data object specified by the tag and reference number.
Returns the length of data element if found Bmd (or-1) otherwise.

Hlength calls Hstartread, HQuerylength, andHendaccesgo determine the
length of a data elemenHlength usesHstartread to obtain an access
identifier for the specified data object.

Hlength will return the correct data length for linked-block elements, however
it is important to remember that the data in linked-block elements is not stored
contiguously.
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Hnewref

uintl6 Hnewref(int3Zile_id)

file_id

Purpose

Return value

Description

IN: File identifier returned byHopen

Returns a reference number that can be used with any tag to produce a unique
tag /reference number pair.

Returns the reference number if successfulcaatherwise.

Successive calls tddnewref will generate reference number values that
increase by one each time until the highest possible reference number has been
returned. At this point, additional calls newref will return an increasing
sequence of unused reference number values starting.from
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Hnextread

intn Hnextread(int32_id, uintl6tag, uintl6ref, int origin)

h_id IN: Access identifier returned hbiyistartread or previousHnextread

tag IN: Tag to search for

ref IN: Reference number to search for

origin IN: Position to begin searcbF_STARTOr DF_CURRENT

Purpose Searches for the next data descriptor that matches the specified tag and

reference number.
Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description Wildcards apply. If origin iDF_START the search will start at the beginning of
the data descriptor list. If origin i8BF_CURRENTthe search will begin at the
current position. Searching backwards from the end of a data descriptor list is
not yet implemented.

If the search is successful, the access identifier reflects the new data element,
otherwise it is not modified.

2-338 June 26, 1998



HDF Reference Manual Hnumber/hnumbel’

Hnumber/hnumber

int32 Hnumber(int32 file_id, uintléag)

file_id IN: File identifier returned byHopen

tag IN: Tag to be counted

Purpose Returns the number of instances of a tag in a file.

Return value Returns the number of instances of a tag in a file if successfutpaindor-1)
otherwise.

Description Hnumber determines how many objects with the specified tag are in a file. To

determine the total number of objects in a file, set tdg argument to
DFTAG_WILDCARDNote that a return value of zero is not a fail condition.

FORTRAN integer function hnumber(file_id, tag)

integer file_id, tag
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Hoffset

int32 Hoffset(int3ile_id, uintl6tag, uintl6ref)

file_id
tag

ref

Purpose

Return value

Description

IN: File identifier returned byHopen
IN: Tag of the data element
IN: Reference number of the data element

Returns the offset of a data element in the file.

Returns the offset of the data element if the data element exiseaian¢br -
1) otherwise.

Hoffset calls Hstartread, HQueryoffset, and Hendaccessto determine the
length of a data elementloffset usesHstartread to obtain an access
identifier for the specified data object.

Hoffset will return the correct offset for a linked-block element, however it is
important to remember that the data in linked-block elements is not stored
contiguously. The offset returned bioffset only reflects the position of the
first data block.

Hoffset should not be used to determine the offset of an external element. In
this caseHoffset returns zero, an invalid offset for HDF files.
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Hputbit

intn Hputbit(int32h_id, intn bit)

h_id
bit

Purpose
Return value

Description

IN: Bit-access element identifier

IN: Bit to be written

Writes one bit to the specified bit-access element.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

This function is a wrapper fdibitwrite .
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Hputelement

int32 Hputelement(int38le_id, uintl6tag, uintl6ref, uint8 *data, int32length)

file_id IN: File identifier returned bydopen

tag IN: Tag of the data element to add or replace

ref IN: Reference number of the data element to add or replace

data IN: Pointer to data buffer

length IN: Length of data to write

Purpose Writes a data element or replaces an existing data element in a HDF file.

Return value Returns the number of bytes written if successfulrmid (or-1) otherwise.
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Hread

int32 Hread(int32_id, int32length VOIDP data)

h_id

length

data

Purpose

Return value

Description

IN: Access identifier returned hiytstartread, Hstartwrite , or
Hnextread
IN: Length of segment to be read

OUT: Pointer to the data array to be read

Reads the next segment in a data element.

Returns the length of segment actually read if successfuFand (or -1)
otherwise.

Hread begins reading at the current file position, reads the specified number of
bytes, and increments the current file position by one. Caliiegd with the
length = 0 reads the entire data element. To reposition an access identifier
before writing data, usdseek

If lengthis longer than the data element, the read operation is terminated at the
end of the data element, and the number of read bytes is returned. Although
only one access identifier is allowed per data element, it is possible to interlace
reads from multiple data elements in the same file. It is assumed that data is
large enough to hold the specified data length.
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Hseek

intn Hseek(int32_id, int32offset intn origin)

h_id IN: Access identifier returned hiytstartread, Hstartwrite , or
Hnextread

offset IN: Number of bytes to seek to from the origin

origin IN: Position of the offset origin

Purpose Sets the access pointer to an offset within a data element.

Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description Sets the seek position for the nékiead or Hwrite operation by moving an
access identifier to the specified position in a data elementorigie and the
offsetarguments determine the byte location for the access identifggigin
is set toDF_START the offset is added to the beginning of the data element. If
origin is set toDF_CURRENTthe offset is added to the current position of the
access identifier.

Valid values fororigin are:DF_START(the beginning of the file) asF_CURRENT
(the current position in the file).

This routine fails if the access identifietif id is invalid or if the seek position
is outside the range of the data element.
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Hsetlength

int32 Hsetlength(int32&le_id, int32length

file_id IN: File identifier returned byHopen
length IN: Length of the new element
Purpose Specifies the length of a new HDF element.

Return value Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

Description This function can only be used when called aftstartaccesson a new data
element and before any data is written to that element.
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Hshutdown

int32 Hshutdown( )

Purpose Deallocates buffers previously allocated in other H routines.
Return value Returnssucceeror o) if successful andaiL (or-1) otherwise.

Description Should only be called by the functiétDFend.
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Htagnewref

int32 Htagnewref(int3Zile_id, uintl6tag)

file_id
tag

Purpose

Return value

Description

IN: Access identifier returned hiytstartread or Hnextread

IN: Tag to be identified with the returned reference number

Returns a reference number that is unique for the specified file that will
correspond to the specified tag. Creates a new tag/reference number pair.

Returns the reference number if successfulcaatherwise.

Successive calls tblinewref will generate a increasing sequence of reference
number values until the highest possible reference number value has been
returned. It will then return unused reference number values starting firom
increasing order.
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Htrunc

int32 Htrunc(int3z2h_id, int32trunc_len

h_id IN: Access identifier returned hiyistartread or Hnextread
trunc_len IN: Length to truncate element
Purpose Truncates the data object specified byhhéal to the lengthrunc_len

Return value Returns the length of a data element if found xd (or -1) otherwise.

Description Htrunc does not handle special elements.
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Hwrite

int32 Hwrite(int32h_id, int32length VOIDP data)

h_id
len

data

Purpose

Return value

Description

IN: Access identifier returned hiytstartwrite
IN: Length of segment to be written
IN: Pointer to the data to be written

Writes the next data segment to a specified data element.

Returns the length of the segment actually written if successfutandor -
1) otherwise.

Hwrite begins writing at the current position of the access identifier, writes the
specified number of bytes, then moves the access identifier to the position
immediately following the last accessed byte. Calliwgrite with length=0
results in an error condition. To reposition an access identifier before writing
data, uséiseek

If the space allocated in the data element is smaller than the length of data, the
data is truncated to the length of the data element. Although only one access
identifier is allowed per data element, it is possible to interlace writes to more
than one data element in a file.
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HDFclose/hdfclose

intn HDFclose(int3Zile_id)

file_id

Purpose
Return value

Description

FORTRAN

IN: File identifier returned byHopen

Closes the access path to the file.
Returnssucceer{or 0) if successful andAiL (or-1) otherwise.

The file identifierfile_id is validated before the file is closed. If the identifier is
valid, the function closes the access path to the file.

If there are still access identifiers attached to the file, the error code
DFE_OPENAID is returned and the file is not closed. This is a common
occurrence when developing new interfaces. Semdaccessfor further
discussion of this problem.

integer function hdfclose(file_id)

integer file_id
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HDFopen/hdfopen

int32 HDFopen(charfilename intnaccessint16n_ddg

filename
access

n_dds

Purpose

Return value

Description

FORTRAN

IN: Complete path and filename for the file to be opened
IN: File access code
IN: Number of data descriptors in a block if a new file is to be created

Provides an access path to an HDF file by reading all the data descriptor blocks
into memory.

Returns the file identifier if successful ardL (or-1) otherwise.

If given a new file namekiDFopen will create a new file using the specified
access type and number of data descriptors. If given an existing file name,
HDFopen will open the file using the specified access type and ignore the
n_ddsargument.

HDF provides several file access code definitions:

DFACC_READ - Open for read only. If file does not exist, an error condition
results.

DFACC_CREATE - If file exists, delete it, then open a new file for read/write.
DFACC_WRITE - Open for read/write. If file does not exist, create it.

If a file is opened and an attempt is made to reopen the file using
DFACC_CREATEHDF will issue the errobFE_ALROPENIf the file is opened with

read only access and an attempt is made to reopen the file for write access
using DFACC_RDWRDFACC_WRITE or DFACC_ALL HDF will attempt to reopen

the file with read and write permissions.

Upon successful exit, the named file is opened with the relevant permissions,
the data descriptors are set up in memory, and the assddmatétlis returned.
For new files, the appropriate file headers are also set up.

integer function hdfopen(filename, access, n_dds)

character*(*) filename

integer access, n_dds
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HEclear

VOID HEclear()

Purpose Clears all information on reported errors from the error stack.

Return value None.

Description HEpush creates an error stackEclear is then used to clear this stack after

any errors are processed.
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HEpush

VOID HEpush(intl6error_code char funct_namechar file_name intnline)

error_code IN: HDF error code corresponding to the error
funct_name IN: Name of function in which the error occurred
file_name IN: Name of file in which the error occurred

line IN: Line number in the file that error occurred
Purpose Pushes a new error onto the error stack.

Return value None.

Description HEpush pushes the file name, function name, line number, and generic
description of the error onto the error stadkreport can then be used to give
a more case-specific description of the error.

If the stack is full, the error is ignoretiEpush assumes that the character
strings funct_nameand file_nameare in semi-permanent storage, so only
pointers to the strings are saved.
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HEreport

VOID HEreport(char format, ... )

format

Purpose

Return value

Description

IN: Output string specification

Adds a text string to the description of the most-recently-reported error (only
one text string per error).

None

HEpush places on the error stack the file name, function name, line number,
and a generic description of the error tyid&report can then be used to give

a more case-specific description of the error. Only one additional annotation
can be attached to each error report.

The format argument must conform to the string specification requirements of
printf
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HEvalue

int16 HEvalue(int3devel)

level IN: Level of the error stack to be returned

Purpose Returns an error from the specified level of the error stack.

Return value The error code if successful forFE_NONBtherwise.
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3

HDF Definition List

3.1 Definition List Overview

This section of the Reference Manual contains a listing of all definitions used with HDF routines.
The definitions are categorized by their name prefix (the portion of the name before the under-
score) into tables. The tables themselves are alphebetized by name.

This section is primarily intended to be of use to Fortran programmers whose compilers do not
support include files, and need to know the values of the definitions so that they can be explicitly
defined in their programs.

TABLE 3A * INTERLACE - Interlace Mode Codes
Definition Name Definition Value
FULL_INTERLACE 0
NO_INTERLACE 1
TABLE 3B * WILDCARD - Wildcard Code
Definition Name Definition Value
DFREF_WILDCARD 0
TABLE 3C AN_* - Multifile Annotation Codes

Definition Name Definition Value
AN_DATA_LABEL 0
AN_DATA DESC 1
AN_FILE_LABEL 2
AN_FILE_DESC 3
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TABLE 3D COMP_* - Raster Image Compression Codes
Definition Name Definition Value
COMP_NONE 0
COMP_RLE 11
COMP_IMCOMP 12
COMP_JPEG 2
TABLE 3E COMP_CODE_* - General Compression Codes
Definition Name Definition Value
COMP_CODE_NONE 0
COMP_CODE_RLE 1
COMP_CODE_NBIT 2
COMP_CODE_SKPHUFF 3
COMP_CODE_DEFLATE 4
COMP_CODE_INVALID 5
TABLE 3F DF_* - Maximum Length Codes
Definition Name Definition Value
DF_MAXFNLEN 256
TABLE 3G DFACC_* - File Access Codes
Definition Name Definition Value
DFACC_READ 1
DFACC_WRITE 2
DFACC_CREATE 4
DFACC_ALL 7
DFACC_RDONLY 1
DFACC_RDWR 3
TABLE 3H DFE_* - Error Codes

Definition Name

Definition Value
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DFE_NOERROR 0
DFE_NONE 0
DFE_FNF 1
DFE_DENIED 2
DFE_ALROPEN 3
DFE_TOOMANY 4
DFE_BADNAME 5
DFE_BADACC 6
DFE_BADOPEN 7
DFE_NOTOPEN 8
DFE_CANTCLOSE 9
DFE_READERROR 10
DFE_WRITEERROR 11
DFE_SEEKERROR 12
DFE_RDONLY 13
DFE_BADSEEK 14
DFE_PUTELEM 15
DFE_GETELEM 16
DFE_CANTLINK 17
DFE_CANTSYNC 18
DFE_BADGROUP 19
DFE_GROUPSETUP 20
DFE_PUTGROUP 21
DFE_GROUPWRITE 22
DFE_DFNULL 23
DFE_ILLTYPE 24
DFE_BADDDLIST 25
DFE_NOTDFFILE 26
DFE_SEEDTWICE 27
DFE_NOSUCHTAG 28
DFE_NOFREEDD 29
DFE_BADTAG 30
DFE_BADREF 31
DFE_NOMATCH 32
DFE_NOTINSET 33
DFE_BADOFFSET 34
DFE_CORRUPT 35
DFE_NOREF 36
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DFE_DUPDD 37
DFE_CANTMOD 38
DFE_DIFFFILES 39

DFE_BADAID 40

DFE_OPENAID 41
DFE_CANTFLUSH 42
DFE_CANTUPDATE 43
DFE_CANTHASH 44
DFE_CANTDELDD 45
DFE_CANTDELHASH 46
DFE_CANTACCESS a7
DFE_CANTENDACCESS 48
DFE_TABLEFULL 49
DFE_NOTINTABLE 50
DFE_UNSUPPORTED 51
DFE_NOSPACE 52
DFE_BADCALL 53
DFE_BADPTR 54
DFE_BADLEN 55
DFE_NOTENOUGH 56
DFE_NOVALS 57
DFE_ARGS 58
DFE_INTERNAL 59
DFE_NORESET 60
DFE_GENAPP 61

DFE_UNINIT 62

DFE_CANTINIT 63

DFE_CANTSHUTDOWN 64
DFE_BADDIM 65
DFE_BADFP 66
DFE_BADDATATYPE 67
DFE_BADMCTYPE 68
DFE_BADNUMTYPE 69
DFE_BADORDER 70

DFE_RANGE 71
DFE_BADCONV 72
DFE_BADTYPE 73

DFE_BADSCHEME 74
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DFE_BADMODEL 75
DFE_BADCODER 76
DFE_MODEL 7
DFE_CODER 78
DFE_CINIT 79
DFE_CDECODE 80
DFE_CENCODE 81
DFE_CTERM 82
DFE_CSEEK 83
DFE_MINIT 84
DFE_COMPINFO 85
DFE_CANTCOMP 86
DFE_CANTDECOMP 87
DFE_NODIM 88
DFE_BADRIG 89
DFE_RINOTFOUND 90
DFE_BADATTR 91
DFE_BADTABLE 92
DFE_BADSDG 93
DFE_BADNDG 94
DFE_VGSIZE 95
DFE_VTAB 96
DFE_CANTADDELEM 97
DFE_BADVGNAME 98
DFE_BADVGCLASS 99
DFE_BADFIELDS 100
DFE_NOVS 101
DFE_SYMSIZE 102
DFE_BADATTACH 102
DFE_BADVSNAME 103
DFE_BADVSCLASS 104
DFE_VSWRITE 105
DFE_VSREAD 106
DFE_BADVH 107
DFE_VSCANTCREATE 108
DFE_VGCANTCREATE 109
DFE_CANTATTACH 110
DFE_CANTDETACH 111
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DFE_BITREAD 112
DFE_BITWRITE 113
DFE_BITSEEK 114
DFE_TBBTINS 115
DFE_BVNEW 116
DFE_BVSET 117
DFE_BVGET 118
DFE_BVFIND 119
TABLE 3l DFNT_* - Machine Word Representation and Data Type Codes
Definition Name Definition Value
DENT_HDF 0
DFNT_NATIVE 4096
DFNT_CUSTOM 8192
DFNT_LITEND 16384
DFNT_NONE 0
DFENT_QUERY 0
DFNT_VERSION 1
DFNT_FLOAT32 5
DFENT_FLOAT 5
DFNT_FLOAT64 6
DFNT_DOUBLE 6
DFNT_FLOAT128 7
DFNT_INT8 20
DFNT_UINTS8 21
DFENT_INT16 22
DFNT_UINT16 23
DENT_INT32 24
DFNT_UINT32 25
DENT_INT64 26
DFNT_UINT64 27
DFNT_INT128 28
DFNT_UINT128 29
DFNT_UCHARS8 3
DFNT_UCHAR 3
DFNT_CHARS8 4
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DENT_CHAR 4

DFNT_CHAR16 42

DFNT_UCHAR16 43
DFENT_NFLOAT32 4101
DFENT_NFLOAT 4101
DFENT_NFLOAT64 4102
DFENT_NDOUBLE 4102
DFENT_NFLOAT128 4103
DENT_NINT8 4116
DFENT_NUINT8 4117
DFENT_NINT16 4118
DENT_NUINT16 4119
DENT_NINT32 4120
DENT_NUINT32 4121
DFENT_NINT64 4122
DFENT_NUINT64 4123
DFENT_NINT128 4124
DFNT_NUINT128 4125
DFENT_NUCHARS 4099
DENT_NUCHAR 4099
DFNT_NCHARS 4100
DENT_NCHAR 4100
DFNT_NCHAR16 4138
DFNT_NUCHAR16 4139
DFENT_LFLOAT32 16389
DFENT_LFLOAT 16389
DFENT_LFLOAT64 16390
DFENT_LDOUBLE 16390
DFENT_LFLOAT128 16391
DENT_LINT8 16404
DFENT_LUINTS8 16405
DENT_LINT16 16406
DFNT_LUINT16 16407
DENT_LINT32 16408
DFNT_LUINT32 16409
DENT_LINT64 16410
DFNT_LUINT64 16411
DFENT_LINT128 16412
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DFENT_LUINT128 16413
DFENT_LUCHARS 16387
DENT_LUCHAR 16387
DFENT_LCHARS8 16388
DFNT_LCHAR 16388
DFNT_LCHAR16 16426
DFNT_LUCHAR16 16427

TABLE 3J DFNTF_* - Floating-point Format Codes
Definition Name Definition Value
DFNTF_NONE 0
DFNTF_HDFDEFAULT 1
DFNTF_IEEE 1
DFNTF_VAX 2
DFNTF_CRAY 3
DFNTF_PC 4
DFNTF_CONVEX 5
DFNTF_VP 6
TABLE 3K DFTAG_* - Object Tags

Definition Name

Definition Value

DFTAG_WILDCARD 0
DFTAG_NULL 1
DFTAG_LINKED 20
DFTAG_VERSION 30
DFTAG_COMPRESSED 40
DFTAG_VLINKED 50
DFTAG_VLINKED_DATA 51
DFTAG_CHUNKED 60
DFTAG_CHUNK 61
DFTAG_FID 100
DFTAG_FD 101
DFTAG_TID 102
DFTAG_TD 103
DFTAG_DIL 104
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DFTAG_DIA 105
DFTAG_NT 106
DFTAG_MT 107
DFTAG_ID8 200
DFTAG_IP8 201
DFTAG_RI8 202
DFTAG_CI8 203
DFTAG_II8 204
DFTAG_ID 300
DFTAG_LUT 301
DFTAG_RI 302
DFTAG_CI 303
DFTAG_RIG 306
DFTAG_LD 307
DFTAG_MD 308
DFTAG_MA 309
DFTAG_CCN 310
DFTAG_CFM 311
DFTAG_AR 312
DFTAG_DRAW 400
DFTAG_RUN 401
DFTAG_XYP 500
DFTAG_MTO 501
DFTAG_T14 602
DFTAG_T105 603
DFTAG_SDG 700
DFTAG_SDD 701
DFTAG_SD 702
DFTAG_SDS 703
DFTAG_SDL 704
DFTAG_SDU 705
DFTAG_SDF 706
DFTAG_SDM 707
DFTAG_SDC 708
DFTAG_SDT 709
DFTAG_SDLNK 710
DFTAG_NDG 720
DFTAG_CAL 731
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DFTAG_FV 732
DFTAG_BREQ 799
DFTAG_EREQ 780
DFTAG_SDRAG 781
DFTAG_VG 1965
DFTAG_VH 1962
DFTAG_VS 1963
DFTAG_RLE 11
DFTAG_IMC 12
DFTAG_IMCOMP 12
DFTAG_JPEG 13
DFTAG_GREYJPEG 14
DFTAG_JPEGS5 15
DFTAG_GREYJPEG5 16
TABLE 3L HDF_* - Vdata Interface, Linked-block Element, and Vset Packing Mode Codes
Definition Name Definition Value
_HDF_VDATA 1
_HDF_VSPACK 0
_HDF_VSUNPACK 1
_HDF_ENTIRE_VDATA -1
HDF_APPENDABLE_BLOCK_LEN 4096
HDF_APPENDABLE_BLOCK_NUM 16
TABLE 3M MFGR_* - Interlace Mode Codes
Definition Name Definition Value
MFGR_INTERLACE_PIXEL 0
MFGR_INTERLACE_LINE 1
MFGR_INTERLACE_COMPONENT 2
TABLE 3N SD_* - Scientific Data Set Configuration Codes
Definition Name Definition Value
SD_UNLIMITED 0
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SD_DIMVAL_BW_COMP

SD_DIMVAL_BW_INCOMP 0

SD_FILL 0
SD_NOFILL 256

SD_RAGGED -1

TABLE 30

SPECIAL_* - Special Element Identifier Codes

Definition Name

Definition Value

SPECIAL_LINKED

1

SPECIAL_EXT

2

SPECIAL_COMP

SPECIAL_VLINKED

SPECIAL_CHUNKED

TABLE 3P

SUCCEED/FAIL - Routine Return Status Codes

Definition Name

Definition Value

SUCCEED

0

FAIL

-1
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